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Preface 

 
Author�s Do-List: 
• Write the organization section. 

 

The preface explains  
! why this book exists,  
! the approach it takes to teaching object-oriented pro-

gramming,  
! the advantages of this approach,  
! the author�s Use, Then Write object-oriented pedagogy,  
! the special features of the textbook and the associated 

materials, 
! how the textbook is organized, and finally, 
! it acknowledges the people that helped the author along 

the way. 
 

How It All Started 
As often happens, this book was born because the author was unhappy with 
the alternatives.  When I was first asked to develop a Java version of our in-
troductory programming course for 1,000 students per year, I naturally col-
lected all the relevant Java textbooks I could find.  They all left me with a 
vague sense of uneasiness.  Yes, the programming language had changed from 
Pascal to Java, but the approach had not.  A second shift was necessary:  a 
shift in pedagogy. 

The first term of my course did not go well.  I had chosen what I consid-
ered to be the best textbook available, but the experience of teaching with it 
only confirmed that the pedagogical paradigm shift hadn�t been made.  Half-
way through the second term I discovered a small book, Karel++: A Gentle 
Introduction to the Art of Object-Oriented Programming (Wiley, 1997).  It was an 
�Aha!� experience for me.  The pedagogy of this book felt right to me and I 
knew its metaphor of programming robots would appeal to my students.  It 
had an obvious appeal for visual learners and I could imagine having lots of 
fun acting out programs with students.  Unfortunately, Karel++ is a C++ 
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textbook, not Java.  Furthermore, at only 175 pages and lacking many lan-
guage-specific details, it forms the first several weeks of an introductory 
course.  After that, a different textbook is required;  a textbook that did not 
exist. 

Discussions with the publisher of Karel++ led to permission to translate 
it to Java for use at the University of Waterloo.  After experiencing the joys of 
teaching with the approach � and the difficulties of changing to an unrelated 
text after a few weeks � I began to write the textbook I really wanted.  Robots 
combines the wonderful pedagogy of Karel++ with the full and complete 
treatment required by an introductory object-oriented programming textbook. 

Approach 
Robots uses the metaphor of programming a robot to teach programming in 
general.  Robots can move, turn, pick things up, carry things, and put things 
down again.  Students have a mental image of robots and can easily direct 
them to perform a task such as picking up three things in a row and putting 
them in a pile.  This task can be clarified with a pair of diagrams, below.  The 
first shows how the task begins:  with the robot (an arrowhead) and three 
things in front of it.  The second diagram shows how the task should end.  A 
student can easily �program� another student or the instructor, named �Hal,� 
to complete this task by saying:  

Hal, move 
Hal, pick up a thing 
Hal, move 
Hal, pick up a thing 
Hal, move 
Hal, pick up a thing 
Hal, move 
Hal, put down a thing 
Hal, put down a thing 
Hal, put down a thing 
Hal, move 
 
After students verbally direct 

�Hal�, it is easy to introduce a 
simple program that does the 
same thing where hal is the 
name of a robot object. 

 
Initial Situation 
 

3

 
Final Situation 
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hal.move(); 
hal.pickThing(); 
hal.move(); 
hal.pickThing(); 
hal.move(); 
hal.pickThing(); 
hal.move(); 
hal.putThing(); 
hal.putThing(); 
hal.putThing(); 
hal.move(); 
 

Obviously, there are additional details to cover before this Java fragment 
can be executed as a complete program.  However, these details can be taught 
as a pattern, leaving the focus on using robot objects to accomplish tasks. 

Several sample programs can be viewed on the web with a Java-enable 
browser at www.learningwithrobots.com under the Examples link.  One 
example is an introductory program, such as just discussed.  Another instructs 
a robot to make a bar graph, an example we use in lecture to illustrate step-
wise refinement.  A third example shows several robots working together to 
make a bar graph while a fourth uses threads so that all the graphing robots 
move simultaneously. 

Lest students believe that what they learn applies only to robot objects, 
the end of each chapter applies the same concepts in another context, graph-
ics.   In chapter 1, for example, students learn how to create robot objects and 
call their methods.  They also learn how to create a JFrame object and call its 
methods. 

Advantages of Using Robots 
There are many significant advantages to using the robot metaphor to learn 
object-oriented programming.  Four of the most important are outlined here. 

First, the visual qualities of robots are a wonderful advantage.  They 
benefit instructors and students in a number of ways. 
! The visual qualities of robots make it easy to specify a problem to 

solve.  Many problems can be specified using a picture of the initial 
situation and another of the final situation, plus a few lines of text.  
We find that students have fewer questions about homework prob-
lems specified this way. 

! Robot programs provide visual feedback on the correctness of an al-
gorithm.  If the student�s program doesn�t result in the same image as 
the problem statement, there must be a bug. 

! When a student�s program does not end with the same image as the 
problem statement, students can often see where their program goes 
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wrong simply by watching the animation.  Because the human brain 
is highly optimized to process visual input, this is faster and easier 
than, say, scanning a list of numbers from a console program. 

! Teaching traditional input and output can be delayed because robots 
provide output visually.  This is particularly attractive in Java where 
input and output are cumbersome, at best. 

Second, object-oriented programs are easier to write when programmers 
can imagine what they would do if they were the objects in the program.  Ro-
bot objects make this easy.  Because moving, turning, picking things up and 
putting them down again are things that we do every day, it is easy for stu-
dents to give directions to one another or to an actual robot object.  Either 
way, students are learning important programming skills by identifying with 
the objects they use. 

Third, identification with objects is taken a step further by endowing ro-
bots with personality.  I have never had so much fun with a classroom of stu-
dents as the day we worked with a �paranoid� robot that �looked� to the 
right and to the left before it moved forward.  People who acted it out 
adopted a hunched, uptight look with shifty eyes that generated much laugh-
ter among the students.  Later in the same period we turned this into a para-
noid thief that went up the aisle swiping small objects from student desks, all 
the while looking both ways before it would move.  It was fun, but it also 
taught students about inheritance, one of the three hallmarks of object-
oriented programming. 

Finally, I believe that the largest benefit of using robots is that they lend 
themselves to a superior pedagogy for teaching object-oriented programming.  
This ultimate benefit is more fully explained in the following sections.  

Object-Oriented Pedagogy 
Every textbook author faces a multitude of decisions.  In tackling an object-
oriented programming textbook, there are three decisions that fundamentally 
affect the text and its pedagogy. 

The first decision the author faces is how soon to introduce objects.  
Early Java textbook authors usually placed objects late in the textbook.  The 
conventional wisdom was that objects are an �advanced� topic that is too 
difficult for students to learn early. 

It feels wrong, however, to leave the major idea in object-oriented pro-
gramming to the end of the course.  If possible, the major idea should be 
first.  This maximizes the amount of time students can practice and build on 
the idea.  It also prevents a difficult paradigm shift later in the course from a 
procedural style (like Pascal) to an object-oriented style.   
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Most current textbooks introduce objects, at least superficially, early in 
the book.  Robots follows this trend.  It goes further, however, by meeting a 
list of six criteria for example programs.  The criteria are designed to maxi-
mize student understanding of how objects work.  I enumerated these in a 
letter published in the Communications of the ACM1 (quoting): 
! Early examples ought to use objects, the central feature of the para-

digm. 
! Objects should be explicitly instantiated (unlike Strings and 

System.out).  Understanding how objects are created is a vital part 
of learning to think with objects. 

! Objects should have their methods invoked, otherwise students view 
them simply as data containers or abstract pieces of syntax. 

! Each object should have easily discernable state and behavior.  If not, 
the two core aspects of an object will remain a mystery to students. 

! Examples should contain two or more objects from the same class to 
drive home that each object has its own state but shares behavior 
with other members of its class. 

! Static methods, other than �main�, should be avoided because they 
don�t affect the state or behavior of individual objects, thus clouding 
two core concepts.  

Robots meets all of these important characteristics.  Very few, if any, other 
textbooks manage this. 

A second decision object-oriented textbook authors must make is how to 
introduce objects.  The concepts of object and class are intimately related.  
Each kind of object in a student�s program is created from a class that a pro-
grammer writes to define the objects� characteristics.    Given that students 
need to master both using objects and writing the classes that define them, a 
crucial question is how these topics should be ordered.  There are three pos-
sibilities for writing classes and using the resulting objects: 
! Write and Use:  In this approach students are asked to master the ba-

sics of writing a class at the same time they are learning how to use 
objects.  One author, for example, introduces classes and objects by 
describing how to use a bank account object in 2 pages.  The author 
then delves into the details of writing the class to define it.  This re-
quires introducing students to the distinction between class and ob-
ject, declaring objects, object instantiation, invoking methods, the 
structure of a class, defining methods, declaring formal parameters 
and using actual parameters, return values, and instance variables.  
This presents an incredible cognitive load for students.  The author 

                                                 
1  Communications of the ACM, Feb. 2002, Vol 45, No. 2, page 11. 
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chose a wonderful example to convey all these concepts, but it is still 
difficult to understand all the concepts, even at an introductory level. 

! Write, then Use:  When actually writing a program, programmers first 
write the required classes and then use the objects they define.  I am 
aware of only one textbook that has chosen to follow the same 
ordering.  It includes a light treatment on the idea of an object, but 
then delves into the details of writing classes with very few examples 
of how the objects they define would be used.  This lessens the 
cognitive load on the students by focusing on just one of the two as-
pects, but leaves students wondering how these classes are used.  
Much of the instruction on writing classes is lost because students 
don�t have practical experience in using the resulting objects. 

! Use, then Write:  A third possibility is to use objects and then learn 
how to write classes to define your own objects.  This possibility ex-
ists because the student does not necessarily have to write a class to 
use the objects it defines.  Robots uses this approach.  Students make 
extensive use of robot objects, learning how to declare objects, in-
stantiate objects, and invoke their methods.  All the details of writing 
their own classes come later, after they are comfortable with using 
objects. 

Obviously, I believe that Use, then Write has more merit than the other 
two possibilities.  It is not a new idea.  Rich Pattis2, the originator of teaching 
with robots, enumerated the following advantages of Use, then Write in 1993 
when students learning Pascal were often asked to write subprograms at the 
same time they were learning to use them.  With a few substitutions, the ar-
guments are still valid:  
! The experience of using subprograms (objects) helps students under-

stand what they are and why they should be used. 
! Students learn to read and use libraries (of classes), a fundamental 

skill. 
! Students become �documentation consumers, not producers� which 

is more apt to teach the need for quality documentation. 
! Students can design and implement more sophisticated and satisfying 

programs than they could on their own. 
 
A third decision facing textbook authors who choose Use, then Write is 

choosing the objects students should use first.  There are two basic alterna-
tives:  objects defined by classes that come with Java, and objects defined by 
classes provided by the author.  Robots uses the second alternative.  The robot 

                                                 
2 Pattis, Richard E.  �The �Procedures Early� Approach in CS1:  A Heresy�  SIGCSE 

Bulletin 1 (1993), p. 122-126. 
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objects have been carefully crafted for teaching beginning programmers.  The 
resulting programs are visual and animated.  The classes are complex enough 
to be interesting, yet not burdened with features not of interest to students.  
These are advantages that cannot be found when using classes provided by 
the Java library.   

Robots is a serious, yet gentle objects-early pedagogy.  It is also visual and 
fun for both instructors and students. 

The robot metaphor provides a significant collection of objects for stu-
dents to use early in the course.  It would be a disservice to students, how-
ever, for them to use only robot objects.  To show students that the skills 
learned in each chapter are transferable to other settings, each chapter also 
includes a section applying the skills in a computer graphics context.  Home-
work assignments may often include one program using robot objects and a 
second program using graphics. 

Ancillaries and Special Features 
Robots comes with significant ancillaries and an impressive list of features.  
The primary ancillary, of course, is the library containing the robot classes and 
classes for simplified input and output.  These libraries work with any Java 
development environment (JDK 1.3 and above) and permit students to write 
and run robot programs.  Because a regular development environment is 
used, students do not experience a transition in technology from writing ro-
bot programs to any other kind of program. 

Another significant ancillary is two complete sets of lecture notes.  These 
notes are for two groups of students:  those who have some programming 
experience (and can therefore move much faster), and those who have not.  
At the University of Waterloo, this represents one course (CS133) for those 
with prior programming experience, and a sequence of two courses (CS131 
and CS132) for those without such experience.  The two course sequence 
covers almost exactly the same material as the single course, but at a slower 
pace. 

The features of the textbook itself include the following: 
! A Use, then Write pedagogy in which students learn about classes and 

objects by using them before being asked to write their own.  This 
approach has been classroom tested at the University of Waterloo 
since 1998 with about 1,000 students per year. 

! A supporting library, becker.jar, containing the classes needed to 
write, run and animate robot programs.   

! The supporting library also includes classes for simplified input and 
output.  The TextInput class includes innovative queries such as 
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intIsAvailable() so students can easily write robust code that de-
tects and recovers from user input errors. 

! Complete graphical user interfaces are provided in the supporting li-
brary for use in a number of homework problems.  Students write 
the model for the provided view resulting in a satisfying program. 

! Margin notes in three different flavors:   
! Key Idea margin notes highlight the introduction of a key idea.  

They provide a quick summary for review and an easy way to 
scan for where key ideas are introduced.   

! Looking Ahead margin notes link material with what is to come.  
These notes provide an easy and effective way to tell the students 
that this is not yet the whole story and directing interested stu-
dents to deeper explanations.   

! Looking Back margin notes do the reverse � they remind students 
where they first read about a concept in case they need a quick 
review before plunging ahead into new material that uses the 
concept. 

! An appendix, �Lay of the Land,� is designed specifically for students 
with previous programming experience.  It gives an overview of 
much of the material and allows them to match their current knowl-
edge with what they will learn.  For example, this appendix allows 
many students to apply their previous knowledge of repetition and 
selection long before they read about all the details in subsequent 
chapters.  

! A glossary defines all the terms introduced in the textbook.  Terms 
are italicized when first introduced.  The index identifies such terms 
with an italicized entry for the glossary and a bold entry for the first 
use in the text. 

! Many illustrations, facilitated by the visual nature of robots. 
! Class diagrams using the Unified Modeling Language (UML) are used 

to communicate program designs. 
! Many complete programs.  Complete source code is available from 

www.learningwithrobots.com. 
! Chapters that each contain: 
! an overview and chapter objectives. 
! discussions of common programming patterns associated with 

the chapter�s topics;  an icon appears in the margin beside each 
usage of a pattern within the chapter.  

! a concept map showing how the concepts introduced in the 
chapter are related to each other. 

! an extensive problem set that give students an opportunity to 
practice what they learn. 
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Organization 
 

Obtaining Software 
Writing programs requires tools.  A minimal set of tools is a text editor and 
the Java Development Kit (JDK) from Sun Microsystems.  The JDK can be 
downloaded from http://java.sun.com/j2se/. 

Another approach is to use an Integrated Development Environment 
(IDE).  It integrates the text editor and development tools such as the JDK 
into one environment that is optimized specifically for writing programs.  
There are a number of IDEs available from a number of companies such as 
Borland, TogetherSoft, and MetroWerks.  These are primarily targeted at pro-
fessional programmers and have many features that may distract or confuse 
beginning programmers.  BlueJ and Ready are two IDEs that are targeted at 
beginners.  Unfortunately, they leave out some of the handiest features of the 
professional environments.  JCreator is one IDE that balances features and 
complexity well. 

It�s not hard to get by on a student�s budget.  The JDK from Sun is avail-
able for free.  Borland provides its �personal� IDE on the web free of charge 
at www.borland.com/products/downloads/download_jbuilder.html.   
Borland�s product is big with lots of features.  A personal version of JCreator 
is available at www.jcreator.com for free.  The Pro version offers a few really 
useful enhancements at an affordable price.  Other companies provide sub-
stantial student discounts. 

In addition to the JDK or an IDE, the introductory programs in this 
textbook require software  implementing the robots.  This software is avail-
able at www.learningwithrobots.com.  
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1 Programming With Objects 

1 
Author�s Do-List: 
• minor edits 
• replace Fig. 1-20 with a more 

accessible version 
 

Computer programs model problems.  The problem might be 
simple or complex, an everyday situation, or a game set on an 
imaginary world and in a future that doesn�t even exist.  Neverthe-
less, a computer program will abstract the relevant features of that 
reality into a model used to make decisions, predict the future, 
solve a problem or build a picture of that imaginary world of the 
future. 

Many of our beginning programs will model a world filled 
with robots, directing them to move, turn, pick up, transport and 
put down things.  It�s a simple �problem� to model, but quickly 
reveals key concepts of object-oriented programming:  objects, 
classes, attributes, and services. 

Chapter Objectives 
! To learn about models. 
! To learn about the robots used to learn about programming. 
! To learn about classes and the attributes and services they define. 
! To learn about objects and how they are related to classes. 
! To understand our first program: its functionality, its syntax and its se-

mantics. 
! To understand what can go wrong when we construct programs. 
! To see how the concepts learned can be applied in a new situation, dis-

playing a window as used in a graphical user interface. 
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2 Chapter 1 Programming With Objects 

1.1 Modeling With Objects 
I went to the local concert hall not long ago and told the ticket agent that I 
wanted two tickets for the March 21st concert.  �Where do you want to sit?� 
he asked. 

�That depends on what�s available,� I answered.   
The agent peered at a computer monitor.  �I have seats on the right side, 

15 rows back or more to the center about 20 rows back.� 
�How far to the right?� I wanted to know, along with the difference in 

the cost of the tickets, if any.   
It was not always this way.  Fifteen years ago, instead of peering at a 

computer monitor, the agent grabbed an 11�x17� map of the concert hall.  It 
was clearly dated �March 21�, and had the name of the band.  The map 
showed each individual seat, labeled in small letters.  Seats that had already 
been sold had a red X through them.  The seats were also color-coded:  the 
most expensive seats were in green, the less expensive in black, and the least 
expensive were colored blue.  

Fifteen years ago, the ticket agent showed me the map and stabbed his 
finger on a pair of seats.  �These are the best seats left, but the choice is 
yours.�   

I quickly scanned the chart and noticed that there was a pair of less ex-
pensive seats with almost the same sightlines not far away.  I chose the 
cheaper seats, and the agent promptly marked them with a red X. 

1.1.1 Models 
A model is a simplified description of a problem, expressed in a formal man-
ner.  It helps us make decisions, predict future events, or otherwise solve the 
problem. Over the years, the local concert hall first modeled ticket sales with 
a simple paper map of the auditorium. Later, a computerized model per-
formed the same functions � and probably more.   

To be useful, a model must be able to answer one or more questions.  
The paper-based model of ticket sales could be used to answer questions such 
as: 
! What is the date of the concert? 
! Who is playing? 
! How many tickets have been sold to date? 
! How many tickets are still unsold? 
! Is the ticket for seat 22H still available? 
! What is the price of the ticket for seat 22H? 
! Which row has unsold tickets for 10 consecutive seats and is closest 

to the stage? 
! What is the total value of all the tickets sold to date? 

Key Idea:  Models are 
simplified, formal descrip-
tions of a problem. 
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Models often change over time.  For instance, the tickets sales model was 
updated with two new red X�s when I bought my tickets.  Without being up-
dated, the model quickly diverges from the real world it represents and loses 
its value because the answers it provides are wrong. 

We often speak of models or elements of a model as if they were real.  
When the ticket agent pointed to the map and said, �These are the best seats 
left,� we both knew that what he was pointing at were not seats, but only little 
images that represented actual seats.  But the model provided a correspondence.  
Anyone could take that model and go find those two specific seats in the 
concert hall. 

Modeling happens all the time. For in-
stance, you might make a mental list of the er-
rands you want to run before having supper 
ready for your roommate at 6 o�clock: stopping 
at the library to pick up a book (10 minutes), 
checking e-mail on a public terminal at the li-
brary (5 minutes), and buying a few groceries 
(10 minutes). Checking your watch (it�s 4:15) 
and factoring in 45 minutes for the bike ride 
home and 30 minutes to prepare supper, you estimate that you can do it all, 
with just a little time to spare. It takes longer than expected, however, to find 
the book, and there�s a lineup at the library checkout.  The library errand took 
20 minutes instead of 10.  Now it�s 4:35, and you must now make some 
choices based on your updated model:  have supper a little late, skip the e-
mail, hope that you can cook supper in 25 minutes instead of 30, and so 
forth.  You have been modeling your time usage for the next two hours. 

Models form an abstraction of the problem.  Abstractions help us deal with 
overwhelming complexity.  They do so by focusing only on the relevant in-
formation and organizing the remaining details into useful higher-level 
�chunks.�  Humans can only manage about seven pieces of information at a 
time, so it�s important to choose the information we manage carefully.  By 
eliminating or hiding some details as not relevant and grouping similar details 
together into a chunk, we can manage much more complex ideas.  Abstrac-
tion is the key to dealing with complexity.  

For example, the ticket sales model gives ticket buyers and agents infor-
mation about which tickets are still available, where the corresponding seats 
are located, and their price.  These were all relevant to my decision of which 
tickets to purchase.  The map did not provide information about the seat�s 
fabric color, and I really didn�t care, because that was irrelevant to my deci-
sion.  The color-coding of the concert hall map was an example of chunking 
information.  How much easier to see all the least expensive seats in blue 
rather than consulting a long list of seat numbers!   

Figure 1-1:  A sample schedule. 

 4:15 Pick up library book. 
 4:25 Check e-mail. 
 4:30 Buy groceries. 
 4:40 Bike home. 
 5:25 Cook supper. 
 6:00 Supper. 

 

Key Idea:  Models focus on 
relevant features. 
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4 Chapter 1 Programming With Objects 

1.1.2 Software Objects 
Obviously, the concert hall�s computer program and the paper map it re-
placed modeled the ticket selling problem using vastly different technology.  
One uses a simple, pre-printed, sheet of paper.  The other involves a com-
puter with a detailed set of instructions, called a program.  The paper map re-
cords information with a simple X.  On the other hand, the computer pro-
gram uses cooperating software objects, if it was written in an object-oriented pro-
gramming language, such as Java.  A software object usually corresponds to an 
identifiable entity in the problem.  The concert hall program might have many 
objects, each modeling a ticket, and another object modeling the concert.  A 
program maintaining student enrollments in courses would likely model each 
student with an object, and use other objects to model each course.  

Most objects will  
! maintain some information about part of the problem the program 

models,  
! be able to answer questions about that part of the problem based on 

the information it maintains, and 
! usually be able to change its information to reflect changes in the 

real-world entity it models. 
The information kept by the object are called its attributes.  Objects re-

spond to queries for information and commands to change their attributes.  Que-
ries and commands are collectively referred to as services.  An object provides 
these services to other objects, called clients.  The object providing the service 
is called, appropriately, the server.  We will delve further into these concepts in 
the coming pages. 

Queries and Attributes 
Queries are the questions to which an object can respond.  A query always 
gives an answer.  It might be true or false (�Is the ticket for seat 22H still for 
sale?�), a number (�How many tickets have been sold?�), a string of charac-
ters (�What is the name of the band that is playing?�), or even another object 
such as a date object (in reply to �What is the date of the concert?�).  An ob-
ject can�t respond to just any query, only to those it was designed and pro-
grammed to support. 

The answers provided by queries are always based on the object�s attrib-
utes.  If an object must answer the query, �What is the date of the concert?� 
then it must have an attribute with information about the date.  Similarly, if it 
must answer the question, �How many tickets have been sold to date?� it 
must have an attribute which has that information directly or it must have a 
way to calculate that information, perhaps by counting the number of tickets 
which have been sold.  Information about which tickets have been sold would 
be kept in an attribute. 

Key Idea:  Object-oriented 
programs use software 
objects to model the prob-
lem at hand. 

Key Idea:  Server objects 
provide services � queries 
and commands � to client 
objects. 
 
Key Idea:  Each field of 
study, including Computer 
Science, has a specialized 
vocabulary to allow precise 
and economical communi-
cation.  You must learn this 
vocabulary. 

Key Idea:  Objects have 
attributes.  Answers to 
queries are based on the 
values of the attributes. 
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A concert hall will want to model ticket sales for many concerts, each 
represented by its own concert object.  If we look at several concert objects, 
we�ll notice they all have the same set of attributes, although the values of 
those attributes may be different.  One way to show the differing attribute 
values is with an object diagram, as shown in Figure 1-2.  Each rounded rectan-
gle represents a different concert object.  The kind of object is shown at the 
top.  Below that is a table with attribute names on the left and attribute values 
on the right.  For example, the attribute �date� has a value of �22-March-
2002� for one concert.  That same concert has the value �Great Big Sea� for 
the �performer� attribute. 

One analogy for objects is that an object is like a form such as an income 
tax form.  The government prints millions of copies of the form asking for 
your name, address, taxpayer identification number, earned income, and so 
forth.  Each piece of information goes in its own little box, appropriately la-
beled on the form.  Each copy of the form starts out just like all the others.  
When filled out, however, each form has its own unique values in those little 
boxes.  It could be that two people have exactly the same income and birth-
day, with the result that some forms have the same values in the same boxes � 
but that�s just a coincidence. 

Figure 1-2:  An object diagram showing three different concert objects with their attributes. 

Concert
date: 28-March-2002

performer: Toronto Symphony

 unsoldTickets: 35A, 35B, 35C
soldTickets: 10A, 10B, ..., 34Z, ...

35D, ...
Concert

date: 21-March-2002

performer: Great Big Sea

 unsoldTickets: 10D, 22H, 25A,
25B, 25C, 28Z,...

Sold Seats: 10A, 10B, 10C,
..., 22N, 22P, ...

Concert
date: 22-March-2002

performer: Great Big Sea

 unsoldTickets: 35A, 35B, 35C
soldTickets: 10A, 10B, ..., 34Z,

... 35D, ...
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6 Chapter 1 Programming With Objects 

Just as each copy of that tax form asks for the same information, every 
concert object has the same set of attributes.  Just as each copy of the form is 
filled out with information for a specific taxpayer, each concert object�s at-
tributes have values for a specific concert.  In general, there may be many 
objects of a given type.  All will have the same set of attributes, but will 
probably have different values for those attributes. 

Commands 
When a ticket is sold for seat 22H for the March 21st concert, the appropriate 
concert object must record that fact.  This record keeping is done with a 
command.  The object is �commanded� to change its attributes to reflect the 
new reality.  This change can be visualized with a state diagram.  A state dia-
gram shows the state of the object before the command and the state of the 
object after the command.  The state is simply the set of attributes and their 
values at a given point in time.  As time passes, it is normal for the state of an 
object to change.  Some objects, however, do not change their state after they 
are created.  Objects that are designed not to change state are called immutable. 

Classes 
Sets of things with common characteristics form a class.  In object-oriented 
programming languages, objects which have the same set of attributes, que-
ries and commands form a class.  Thus, all of the concert objects shown in 
Figure 1-2 belong to the same class. 

When we are writing a Java program, we won�t be writing objects, we will 
be writing classes.  A programmer writing the program to track ticket sales, 
for instance, would write the definition of the concert class and would then 
create as many concert objects as she needs.  The concert class defines the set 
of attributes each concert object will have (but not their values � that�s spe-

Key Idea:  Every object of 
a given type will have the 
same set of attributes, but 
will usually have different 
values for the attributes. 

Key Idea:  Commands 
change the state of the 
object. 

Figure 1-3:  A state diagram showing the change in state after a command to sell seat 22H is 
given to a concert object. 

Command:
Sell ticket
22H

Concert
date: 21-March-2002

performer: Great Big Sea
 unsold
Tickets:

10D, 22H, 25A,
25B, 25C, 28Z,...

soldTickets: 10A, 10B, 10C,
..., 22N, 22P, ...

Concert
date: 21-March-2002

performer: Great Big Sea
 unsold
Tickets:

10D, 25A,
25B, 25C, 28Z,...

soldTickets: 10A, 10B, 10C, 22H,
..., 22N, 22P, ...

Time0:  State of the object before
the command is executed 

 
 

Time1:  State of the same object 
after the command is executed. 

   

Key Idea:  A Java pro-
grammer writes a class by 
specifying the attributes 
and services (queries and 
commands) the classes� 
objects will possess. 
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cific to each individual object).  The class also defines the queries and com-
mands to which concert objects respond.  Each object is an instance, or one 
particular example, of a class.  When an object is first brought into being, we 
sometimes say it has been instantiated. 

The distinction between class and object is important.  It�s the same as 
the distinction between a factory and the cars made in the factory, or the dis-
tinction between a cookie cutter and the cookies it shapes.  The pattern used 
to sew a dress is quite different from the dress produced from it, just as a 
blueprint is different from the house it specifies.  In each of these cases, one 
thing (the class, factory, cookie cutter) specifies what something else (objects, 
cars, cookies) will be like.  Furthermore, classes, factories and cookie cutters 
can all be used to make many instances of the thing they specify.  One factory 
makes many cars; one class can make many objects.  Finally, just as most of 
us are not interested in cookie cutters for their own sakes, but in the cookies 
made from them, our primary interest in classes will be to get what we really 
want:  software objects which will model some problem for us. 

Class Diagrams 
Just as architects and dress designers communicate parts of their designs visu-
ally through blueprints and patterns, software professionals use diagrams to 
design, document, and communicate about their programs.  We�ve already 
seen an object diagram on page 5 and a state diagram on page 6.  Another 
kind of diagram is the class diagram.  Class diagrams show the attributes and 
services common to all objects belonging to the class.  The class diagram for 
the concert class summarizes all the possible concert objects by showing the 
attributes and services each object has in common with all other concert ob-
jects. 

A class diagram is a rectangle divided into three areas (see Figure 1-4).  
The top area contains the name of the class.  Attributes are named in the 
middle area, and services are in the bottom area.  

Key Idea:  A class diagram 
summarizes all of the ob-
jects belonging to that 
class. 
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8 Chapter 1 Programming With Objects 

An attribute has a type and a name.  The name is used to refer to the at-
tribute.  The type indicates what kind of information the attribute contains.  
The performer1 attribute has a type of String, meaning it stores a string of 
characters, while soldTickets has a type of int, meaning it stores an integer 
such as 1,259. 

The first �service� listed is called a constructor and is used to construct a 
new concert object.  Constructors always have the same name as the class. 
The information between the parentheses indicates that to do its job, it needs 
to be given the date of the concert and the name of the performer.  It uses 
this information to properly initialize the attributes.  Like attributes, this in-
formation must be of the specified type. 

The next four services are all queries � they answer questions about a par-
ticular concert object.  The name of the query, for instance numTicketsSold, 
gives a good indication of the question it answers:  �How many tickets have 
been sold so far for this concert?�  The int which precedes the name indi-
cates the type of the answer it returns � an integer.  Other types which might 
be used to answer a question include numbers with decimal places (double), 
a string of characters such as �Toronto Symphony� (String) or another ob-
ject (Date). 

The last service, sellTicket, is a command.  We know that it is because 
the word void means that it does not return an answer.  The information 
appearing between the parentheses is needed for the command to do its job 
successfully. 

                                                 
1  Words which are part of a class diagram or a program will be shown in a mono-

spaced font. 

Figure 1-4:  A class diagram for the Concert class showing four attributes and six services. 

Concert
Date date
String performer
int unsoldTickets
int soldTickets
Concert(Date date, String performer)
int numTicketsSold()
double valueOfTicketsSold()
String performerName()
Date performanceDate()
void sellTicket(String seatNumber)
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1.1.3 The Modeled Problem 
Every computer program has a model of some �problem.�  Sometimes the 
problem is quite tangible, like tracking concert ticket sales or the time re-
quired to run some errands before supper.  At other times, the problem may 
be more abstract:  the future earnings of a company under a given set of as-
sumptions or the energy loss of a house.  Sometimes the �problem� may even 
be a figment of someone�s imagination, such as a game set on some far-off 
world at some point in the future. 

Many of the programs in this textbook will model imaginary robots and 
the city in which they live.  This model was chosen to be simple enough to 
easily grasp, yet complex enough to be interesting; simple enough to be easy 
to program, yet rich enough to show many important object-oriented con-
cepts.  The programs will cause �robots� to move on the computer monitor 
as they perform various tasks.  The robots and their world are described in 
the next section.  Section 1.3 describes using software objects to model the 
robots, and Section 1.4 will present the first program. 

 

Background Item 1-1: Sojourner 
On July 4, 1997 NASA landed a small robotic explorer named Sojourner on 
Mars. It could move around the Martian landscape, take pictures and conduct 
a number of scientific experiments.  It was just over two feet long and could 
travel at a top speed of two feet per minute. 

Sojourner was controlled from Earth.  Because radio signals take ap-
proximately 11 minutes to travel from Earth to Mars, Sojourner could not be 
controlled in real time. (Imagine trying to drive a car with a minimum of 22 
minutes elapsing between turning the steering wheel and receiving feedback 
about the change in direction!) Instead, controllers on Earth carefully mapped 
out the movements and tasks Sojourner was to do, encoding them as a se-
quence of messages. These messages were sent to Sojourner, which then at-
tempted to carry them out. Feedback regarding the entire sequence of mes-
sages was sent back to Earth, where controllers then worked out the next se-
quence of messages. 
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10 Chapter 1 Programming With Objects 

Sojourner had a computer on board to interpret the messages sent from 
Earth into electrical signals to control its motion and scientific instruments. 
The computer�s processor was an Intel 80C85 processor containing only 
6,500 transistors and executing about 100,000 instructions per second. This 
processor was used almost 15 years earlier in the Radio Shack TRS-80 home 
computer. 

In contrast, a top-of-the-line Pentium processor in 1997 had about 7.5 
million transistors and executed about 300,000,000 instructions per second.  

Why use such a primitive processor? The 80C85 consumes tiny amounts 
of power compared with its state-of-the-art cousins and is much more im-
mune to errors from cosmic rays and other sources.  
 

1.2 Karel’s World 
The city where karel2 the robot lives is pretty plain.  There are other robots, 
with a range of capabilities. There are intersections connected by avenues and 
streets on which robots travel, and where there may be several kinds of 
things.  There are, however, no office buildings, restaurants, traffic lights, 
newspaper dispensers or homes.  As you learn to program, you may want to 
change that fact. 

                                                 
2 We will often name robots �karel� (pronounced  �kär-əl� � the same as �Karl� or 

�Carl�) in recognition of the Czechoslovakian dramatist Karel Capek (1890-1938), 
who popularized the word robot in his 1921 play R.U.R. (Rossum�s Universal Ro-
bots).  The word robot is derived from the Czech word robota, meaning �forced la-
bor.�  The name is lowercase, in keeping with Java style. 

Figure 1-5: Sojourner, a robotic explorer landed on Mars by NASA.  (Photo courtesy of 
NASA/JPL/CalTech.) 

 

Key Idea:  Karel�s world is 
one of the �realities� we will 
be modeling with software. 
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1.2.1 Avenues, Streets and Intersections 
What a city does have are roads.  Some roads, called Avenues, run north and 
south, while other roads, called Streets, run east and west.  (A helpful way to 
remember which is which is that the �A� and �v� in �Avenue� point up and 
down � or north and south on a map � while the crosspieces of the �t�s in 
�Street� run east and west.)   

Avenues and streets are both numbered starting with 0.  This convention 
is a little unusual among urban planners, but is quite normal among Java pro-
grammers.  Avenue 0 is located on the west-most (left) side, while Street 0 
runs along the north-most (top) side.  The place where these two roads meet 
is called the origin.  

Figure 1-6 shows a small portion of a city with a robot at the origin facing 
east and another at the intersection of 2nd Avenue and 1st Street facing south.  
There is a shorthand notation for specifying intersections. Instead of �2nd 
Avenue and 1st Street,� we can write (2,1).  The first number in the pair gives 
the avenue, and the second gives the street. 

Intersections are unusually wide.  Many robots can be on the same inter-
section at the same time without interfering with each other. 

1.2.2 Walls and (Other) Things 
Intersections may have walls on them.  A wall may stand at an edge of an in-
tersection and block robots from either entering or leaving the intersection in 
that direction.  Robots can�t move walls out of the way.  A small extension on 
the end of each wall extends towards the intersection containing the wall.   

The city in Figure 1-6 contains three walls, two on the intersection at (3,1) 
that block robots from going south and east.  Another is immediately in front 

Looking Ahead:  Mathe-
maticians normally place 
the origin in the lower left or 
the center of the plane.  
Placing it in the upper left 
corner is common for com-
puter windowing systems 
because the windows typi-
cally grow down and to the 
right. At the end of Chapter 
2, we will explore painting a 
picture on a window and 
will again see the origin in 
the upper left corner. 

Figure 1-6: A small city with two robots, one at the origin facing east and one at the intersec-
tion of 2nd Avenue and 1st Street facing south. 
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12 Chapter 1 Programming With Objects 

of the robot at (2,1) and blocks it from proceeding south.  The robot may go 
around the wall, of course. 

Intersections may also have non-descript things.  They are purposefully 
non-descript so we can imagine them to be whatever we want them to be:  
newspapers, lights, pieces of carpet, or flags.  One such thing appears at (1,2) 
in Figure 1-6.  Robots can usually pick a thing up, put it in a backpack to carry 
it somewhere else, and then put it down again. 

1.2.3 Robots 
Robots exist to serve their clients.  The four services we will use most often 
are moving, turning, picking things up and putting things down.  Some addi-
tional services they provide include answering queries about their location and 
direction, as well as a command to control their speed. 

These are very primitive services.  Clients using a robot will be required 
to give many small instructions to tell the robot how to perform a task.   Be-
ginning with Chapter 2, we will learn how to create new kinds of robots that 
provide services tailored to solving the problem at hand. 

Robots don�t do anything of their own volition.  They only respond to 
messages sent to them from outside themselves. A robot performs a service 
only when it is invoked by a corresponding message. 

In the following sections, we will look at these services in more detail. 

Turning 
When a robot is sent a turnLeft message, it responds by turning left 90 de-
grees.  When a robot facing north is sent the turnLeft message, it will turn 
to face west.  A south-facing robot will respond to a turnLeft message by 
turning to face east.  When a robot turns, it remains on the same intersection. 

Robots always start out facing one of the four compass points: north, 
south, east or west.  Because robots can only turn in 90 degree increments, 
they will always face one of those four directions (except while they are in the 
act of turning). 

Robots do not have a turnRight instruction because it is not needed; 
three turnLeft messages will accomplish the same thing. 

Turning is a safe activity. Unlike moving, picking things up and putting 
things down, nothing can go wrong. 

Moving 
When a robot is sent a move message, it attempts to move from its current 
intersection to the next intersection in the direction it is facing.  It remains 
facing the same direction.  Robots can�t stop in between intersections; they 
are either on an intersection or in the process of moving to another one.  

Looking Ahead:  This is just 
the beginning of things.  
Eventually we will learn 
how to give them different 
appearances and services.  
We might have, for in-
stance, different kinds of 
lights that turn on and off, 
some that are moveable 
and some that are not. 

Key Idea:  Software objects 
such as robots don�t do 
things of their own volition, 
only in response to mes-
sages. 

Looking Ahead:  In Chapter 
2, we will learn how to 
make a new kind of robot 
that can respond to a 
turnRight message.  
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Things can go wrong when a robot receives a move message.  In particu-
lar, if there is a wall immediately in front of a robot, moving will cause that 
robot to break so that it can no longer respond to any commands.  A broken 
robot is displayed in three pieces, as shown in Figure 1-8. 

Figure 1-7:  A robot facing a wall.  If sent a 
move command, the robot will crash into the 
wall and break. 

 
Figure 1-8:  After being sent a move com-
mand, the robot breaks into several pieces 
and will no longer respond to commands. 

 

 

Handling Things 
When a robot is sent a pickThing message, it will attempt to pick up a thing 
from its current intersection.  If there are several things the robot could pick 
up, it will randomly choose one of them.  Robots have a backpack where they 
carry the things they pick up.  Things are small and the backpack is large, so 
many things will fit into it.  Robots can also put things down, of course. This 
is done in response to the putThing message.   

As you might expect, a robot may experience difficulties in handling 
things.  If a robot is sent a pickThing message when there is nothing to pick 
up on the current intersection, the robot will break. Similarly, when a robot is 
sent a putThing message and its backpack is empty, the robot will break.  
After such a malfunction, the robot appears damaged as shown in Figure 1-8 
and will not respond to any further messages.  

1.3 Modeling Robots with Software Objects 
Not surprisingly, the software we will use to model robots will mirror the de-
scription in the previous section in many ways. Software objects will model 
intersections, robots, walls, and things.  

The software does not actually control real, physical robots that you can 
touch.  Instead, it displays images of robots on the computer monitor.  The 
programs we will write cause the images to move about the city (also dis-
played on the monitor) and perform various tasks.  These programs are, in 
and of themselves, not useful except that they are an excellent way to learn 
how to program a computer.  You will easily transfer the knowledge you gain 
in writing robot programs to writing programs that model the problems that 
concern you. 

Looking Ahead:  In Chapter 
4 we will learn how to write 
programs which make deci-
sions.  Then our robots will 
be able to detect if some-
thing is present which it can 
pick up. 
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14 Chapter 1 Programming With Objects 

As we discussed on page 8, we can summarize objects with a class dia-
gram which shows the attributes and services of each object belonging to the 
class.  A class diagram for the Robot class is shown in Figure 1-9.  The class 
diagram shows the four services discussed earlier, along with a special service 
to construct Robot objects. 

What can we learn from this class diagram?  A lot! 

1.3.1 Attributes 
The middle section of the class diagram lists the attributes.  From the Robot 
class diagram, we can infer that each Robot object has four attributes.  We 
might guess that the two named avenue and street record the street and 
avenue the robot currently occupies, and that direction records the direc-
tion it is facing.  Finally, the backpack attribute might plausibly be where 
each robot keeps track of the things it is carrying.  We can�t know any of 
these details with absolute certainty, but it makes sense given what we know 
about the robot world described on pages 10-13 and the names of the attrib-
utes themselves. 

Preceding the names of the attributes is the type of information to which 
they refer.  The avenue and street attributes are preceded by int, short for 
�integer.�  This information makes sense because we have been referring to 
streets and avenues with integer numbers such as 0, 1 or 5, never with real 
numbers such as 3.14159 that have a decimal portion. 

The type of backpack is a ThingList.  ThingLists can store a variable 
number of Thing objects.  This attribute illustrates that a robot object makes 
use of other objects � these objects cooperate to model the problem. 

Figure 1-9:  A class diagram for the Robot class.  We will later see that this diagram is incom-
plete and the attributes are somewhat simplified. 

Robot
int avenue
int street
int direction
ThingList backpack
Robot(City theCity, int avenue, int street,

int direction)
void move()
void turnLeft()
void pickThing()
void putThing()

 

Looking Ahead:  Attributes 
can have types other than 
int, including some which 
can store approximations of 
real numbers such as 
3.14159 (π).  See Chapters 
5 and 7. 
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Sometimes a class diagram does not include the attributes.  Why?  The 
important part of a class is the services its objects provide � the things they 
can do.  It is quite legitimate to say that the programmer implementing the 
class  needs to know the attributes (obviously!), but it�s no one else�s business 
how the object works internally.   Nevertheless, we will find it helpful in dis-
cussing the services to know what attributes they need to maintain.  The class 
diagram shown in Figure 1-9 occupies a middle ground.  It shows attributes 
that contribute to understanding the class, but omits others that don�t, even 
though they are necessary to implement the class.   

1.3.2 Constructors 
The Robot class diagram lists five services:  Robot, move, turnLeft, 
pickThing, and putThing.   

The first, Robot, is actually a constructor rather than a service, but is listed 
here for convenience.  Although constructors have some similarities to ser-
vices, there are important differences.  The key difference is their purposes:  
services are performed by an object for some client, while constructors are 
used by a client to construct a new object.  (Recall that the client is the object 
using the services of the Robot object.)  Constructors always have the same 
name as the class. 

When a new object is constructed, its attributes must be set to the correct 
initial values.  The initial position of the robot is determined by the client.  
The client communicates the desired initial position to the constructor via the 
constructor�s parameters.  The parameters are shown in the class diagram be-
tween parentheses:  Robot(City theCity, int avenue, int street, 
int direction).  Notice that there is a remarkable similarity between the 
constructor�s parameters and the classes� attributes. 

1.3.3 Services 
Turning now to the true services, suppose we have a robot named sue.  We 
can tell sue what to do by sending her messages such as �move� or 
�turnLeft�.  The services in the Robot class diagram tell us which messages 
may be sent to a robot object.  To send sue a message, we give her name, a 
dot, and then the name of the message followed by a parameter list and a 
semi-colon.  For example, see Figure 1-10. 

Key Idea:  Class diagrams 
exist to help understand a 
class.  They may omit low-
level details in the interests 
of clarity. 

Key Idea:  Constructors 
create new objects.  Ser-
vices are performed by an 
object that already exists. 

Key Idea:  The constructor 
is responsible for correctly 
initializing the attributes. 

Key Idea:  A client requests 
a service from an object by 
sending a message to the 
object.  The message has 
the same name as the 
desired service. 
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16 Chapter 1 Programming With Objects 

 �sue� identifies who is supposed to move.  It�s not just any robot (or 
vehicle or cow or anything else that can move), it�s the particular robot named 
�sue� that we want to move.  Stating the object first is just like a conversation 
with a group of people.  When you speak to a specific person within the 
group, you often start by saying his or her name � �Sue, please pass the pota-
toes.�  Because a program almost always contains many objects, identifying 
the recipient of the message is a requirement. 

After the name of the object comes a dot.  It simply connects the object 
with the message.  In this example, the message itself is move.  The message 
must be one of the services the object knows how to perform � a service 
listed in the class diagram.  Sending the message �jump� to sue would result 
in an error, because sue does not have a jumping service. 

Like the constructor, a service may have a list of parameters to convey in-
formation the object needs to carry out this service.  Parameter lists always 
begin and end with parentheses.  None of the four Robot services listed re-
quire additional information, and so all their parameter lists are empty.   

Finally, the message ends with a semi-colon. 
When a robot is sent the move message, it moves.  Some of what happens 

is that it updates the avenue and street attributes to reflect its new location.  
If sue is standing at 1st Avenue and 2nd Street facing south, avenue and 
street will contain 1 and 2, respectively.  After executing the move service, 
avenue will still be 1, but street will have been updated to 3.  In addition, 
the Robot object will send many messages to other objects in the program to 
make an image move on the computer�s monitor. 

The move service is preceded in the class diagram with the word void.  
This word means that move is a command that changes the state of a robot 
object rather than a query that answers a question.  If it were a query, void 
would be replaced with the type of the answer it returns � an integer, a real 
number, a string of characters, and so forth.  Using the keyword void to 

Figure 1-10:  The details of sending a message to an object named �sue�. 

sue.move();

object
name

message
requesting
a service

parameter
list�dot�

semicolon

 

Key Idea:  A message is 
always sent to a specific 
object. 
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mean �returns no answer� can be related, perhaps with a stretch, to an Eng-
lish meaning of the word:  �containing nothing.� 

Invoking the remaining services listed in the class diagram (turnLeft, 
pickThing, and putThing) follows the same pattern just seen with move.  
Give the name of the robot, a dot, the message you want to send the robot, 
an empty parameter list and a semi-colon.  The designated robot will respond 
by turning, picking or putting, as described earlier.  Furthermore, the services 
of any other class are invoked by following this same pattern.  Not just the 
Robot, Wall, and Thing classes, but also classes modeling students or em-
ployees or printers or checkbooks or concerts follow this pattern.  All objects 
follow this pattern. 

Learning to recognize common patterns is an important part of becoming 
a good programmer.  When we use a common pattern, it will be marked with 
an icon in the margin.  One of these icons is beside the previous paragraph.  
A section towards the end of each chapter will explain the patterns in more 
detail and generalize them to be more broadly applicable.  The first such sec-
tion is Section 1.7. 

1.4 Two Example Programs 
It�s time to put all this background to use.  You know about the program�s 
model, you know about classes and objects, and you know how to send an 
object a message to invoke one of its services.  In this section, we�ll take a 
look at a computer program that puts all these concepts to use to accomplish 
a task. 

1.4.1 Situations 
When writing a program (or reading a program someone else has written), it 
is important to understand what the program is supposed to do.  Let�s take a 
look at a simple robot program that moves a Thing from one intersection to 
another. The initial situation, shown in Figure 1-11, is the status of the city be-
fore the robot does its task.  The final situation,  shown in Figure 1-12, is how 
we want the city to be after the task is done. 

 
Command Invocation

Key Idea:  Many tasks can 
be specified by giving an 
initial situation and the 
desired final situation � the 
way things are at the be-
ginning and how we want 
things to end up. 
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18 Chapter 1 Programming With Objects 

There are many ways in which this task could be accomplished.  Perhaps 
the simplest is for the robot to 

 
move forward until it reaches the thing, 
pick up the thing, 
move one block further, 
turn right, 
move a block, 
put the thing down, 
move one more block. 
 
This path is illustrated in Figure 1-13.  A more roundabout path is shown 

in Figure 1-14.  It also accomplishes the task but results in a less efficient so-
lution.  If the robot were real, which solution would cause the robot to use 
the least power from its battery pack? 

Figure 1-11:  The initial situation. 
 

Figure 1-12:  The final situation. 
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Sequential Execution 

Looking Ahead:  Pseudo-
code, a mixture of English 
and programming lan-
guage, helps us think about 
a program before we write 
the code. 
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Obviously, there are many, many possible paths the robot could take to 
solve this problem.  In the following program, we�ll take the more efficient 
approach outlined in Figure 1-13.  

1.4.2 Program Listing 
Listing 1-1 shows the source code of a program to carry out the task just de-
scribed.  The source code comprises the words and other symbols we write to 
instruct the computer.  

Based on the previous discussion, you should be able to read the main 
body of the program and have a pretty good feel for how it works.  Try it and 
see!  Of course, you won�t understand everything.  Don�t worry about that.  It 
will all be explained in due course.  You may be interested in knowing that 
much of the code in Listing 1-1 is repeated in every Java program and even 
more is repeated in every program using robots.   

The line numbers on the left are not part of the program.  They are pre-
sent only so we can easily refer to specific parts of the program. 

Figure 1-13:  An efficient way for the robot to 
perform the task. 

 
Figure 1-14:  A less efficient way to perform 
the task. 
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Looking Back:  Before you 
can run this program you 
will need to have software 
installed on your computer.  
See page xxiii in the Pref-
ace. 
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20 Chapter 1 Programming With Objects 

Listing 1-1:  An application to move a Thing from (2,1) to (3,2).  

 1 import becker.robots.*; 
 2  
 3 public class FirstExample extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  {  
 7   // Set up the initial situation 
 8   City prague = new City(); 
 9   Robot karel = new Robot(prague, 0, 1, Directions.EAST); 
 10   Thing theThing= new Thing(prague, 2, 1); 
 11   CityFrame frame = new CityFrame(prague); 
 12  
 13   // Direct the robot to the final situation 
 14   karel.move(); 
 15   karel.move(); 
 16   karel.pickThing(); 
 17   karel.move(); 
 18   karel.turnLeft(); 
 19   karel.turnLeft(); 
 20   karel.turnLeft(); 
 21   karel.move(); 
 22   karel.putThing(); 
 23   karel.move(); 
 24  } 
 25 } 

 

This program divides naturally into three parts:  the code in lines 8-11, 
which constructs objects to set up the initial situation, the code in lines 14-23, 
which sends messages directing the robot to the final situation, and the re-
maining �housekeeping� required by the Java language.  This division is rein-
forced by the comments written by the original programmer at lines 7 and 13. 

At a lower level of detail, the following table gives the purpose of each 
line of code.  Lines 8-23 are the most important for right now;  the remainder 
will be discussed later. 
Line 
Numbers 

 
Purpose 

1 Establish the relationship between this program and the code it 
uses that was written by other people. 

2, 12 Blank lines often add clarity for a person reading the program, 
but do not affect its execution in any way. 

3 Identifies the class being written with the name FirstExample 
and establishes its relationship with a class named Object. 

4, 6, 24, 
25 

Java uses braces to give structure to the program.  The braces 
at lines 4 and 25 contain all the code belonging to the class.  

Find The Code:  The 
source code for this pro-
gram is available from the 
Robots web site.  Download 
the file examples.zip.  
After saving and expanding 
it, look in the directory  
usingObjects/firstProgram. 
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The braces at lines 6 and 24 contain all the code belonging to 
the service named main. 

5 Identify where the program will begin execution.  Every pro-
gram must have a line matching this one. 

7, 13 Text between two consecutive slashes and the end of the line 
are comments.  Comments are meant to help human readers and 
do not affect the execution of the program in any way. 

8-11 Construct the objects required by the program.  The 
CityFrame object displays the City and its contents on the 
monitor. 

14-23 Messages telling the robot named karel which services it 
should perform. 

 
We now turn to a detailed discussion of lines 8-23.  The remainder of the 

program will be discussed in Section 1.4.7, beginning on page 28. 

1.4.3 Setting up the Initial Situation 
The initial situation, as shown in Figure 1-11, is set up by constructing four 
objects in lines 8-11.  The City object corresponds to all the avenues, streets 
and intersections.  The Robot and Thing objects obviously correspond to the 
robot and thing shown in the initial situation.  Lastly, the CityFrame object 
displays a window on the computer monitor which contains a visual represen-
tation of the city and all the things it contains, including the robot and thing. 

Each of the four statements has a similar structure.  Consider line 9 as an 
example: 

 
Robot karel = new Robot(prague, 0, 1, Directions.EAST); 
 

On the left side of the equals sign (�=�) is a variable declaration.  A variable 
declaration first states the type of the object � in this case Robot � and then 
the name of the variable being declared, karel.  Declaring karel with a type 
of Robot  means that it can only refer to Robot objects. 

The object is instantiated on the right side of the equals sign.  The key-
word new signals that a new object will be constructed.  After new, a construc-
tor is named, in this case, Robot.  It must match the type of the variable on 
the left side of the equals sign.  For now, �match� means the two are identi-
cal.  Eventually, we will see cases where that is not true. 

When an object is constructed, the client object may need to provide in-
formation for the constructor to do its job.  In this case, the client specifies 
that the new robot is to be created in the city named prague at the intersec-
tion of avenue 0 and street 1, facing east.  These values correspond to the 
parameters shown in the class diagram:  

Object Instantiation 

Looking Ahead:  We will 
see similar declarations in 
other situations.  All will 
have the type first, then the 
name. 
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22 Chapter 1 Programming With Objects 

 
Robot(City theCity, int avenue, int street, int direction) 
 

The city is given first, then the avenue, street, and direction � in that or-
der.  Furthermore, the types of the values provided match the types given in 
the parameter list.  prague is a City object, just as the parameter list says the 
first value must be.  Similarly, the second and third values are integers, just as 
the types for avenue and street specify. 

But what about Directions.EAST in line 10?  The parameter specifies 
that it must be an integer, the same as avenue and street � but 
Directions.EAST looks completely different from �0� and �1�.  In fact, the 
Robot object uses the integer 2 to mean �east.�  But it is completely unrea-
sonable to expect programmers to remember that bit of trivia, so the name 
Directions.EAST was created.  It translates to the integer 2.  Names like this 
one that have the same value for the entire execution of the program are 
called named constants. 

Finally, line 9 ends with a semi-colon.  The ; marks the end of the state-
ment. 

1.4.4 Sending Messages 
Lines 13-23 in Listing 1-1 direct the robot from the initial situation to the fi-
nal situation.  They give a very precise sequence of instructions the robot 
must perform in order to accomplish the task.  If the instructions were per-
formed in a different sequence, the problem is unlikely to be solved correctly. 

Each instruction follows the command invocation pattern observed ear-
lier:  give the name of the object being addressed, a dot, and then the service 
desired from that object.  For example, karel.move(); instructs the robot 
labeled karel to execute its move service.  The result is that the robot moves 
from one intersection to the next intersection in the direction it is currently 
facing (unless something blocks its way). 

Each of these instructions is one statement in the program.  Lines 8-11 are 
another kind of statement, assignment statements, because they assign a value to 
a variable.  In time, we will learn other kinds of statements that allow the pro-
gram to make decisions, execute other statements repeatedly, and so on.  All 
statements end with a semi-colon. 

1.4.5 Tracing a Program 
Simulating the execution of a program, also known as tracing a program, is one 
way to understand what it does and verify that the sequence of statements is 
correct.  Tracing a program is like building a state diagram such as Figure 1-15 
for each statement in the program.  Notice that the diagram covers two 

Looking Ahead:  We will 
learn how to define our own 
named constants in Chap-
ter 5. 

Sequential Execution 
Command Invocation 
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statements and shows the state before each statement and after each state-
ment. 

A program almost always involves many objects, so this can involve 
tracking a lot of information.  Also, a formal state diagram is difficult to draw 
and maintain.  To overcome these problems, it�s best to decide at the outset 
what information is relevant and to organize its collection in a table.  It seems 
that the relevant information in the FirstExample program (Listing 1-1) in-
cludes the current avenue, street and direction of the robot karel and 
whether or not it is carrying the thing.  These are listed as headings in Figure 
1-16.  

Like the state diagram, the table is organized to show the state of the 
program both before and after each statement is executed.  It does this by 
interleaving the statements between the rows that record the program�s state. 

The first row of the table gives the initial state as established when the 
objects are constructed in lines 8-11.  This state reflects the initial situation 
shown in Figure 1-11.  As we trace the program, we list the statement exe-
cuted and then the resulting state.  The effect is equivalent to a long series of 
state diagrams like Figure 1-15, but considerably easier to manage. 

Figure 1-15:  A state diagram tracing the execution of two statements. 

Robot
avenue: 0

street: 1
 direction: EAST
backpack: Robot

avenue: 1
street: 1

 direction: EAST
backpack:

karel.move()

Robot
avenue: 1

street: 1
 direction: NORTH
backpack:

karel.turnLeft()

karel:
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24 Chapter 1 Programming With Objects 

Figure 1-16:  A table recording the change of program state while tracing the execution of the 
FirstExample program on page 20. 

Program Statement k
a
r
e
l
’s 

av
e-

nu
e 

k
a
r
e
l
’s 

st
re

et
 

k
a
r
e
l
’s 

di
re

c-
tio

n 

k
a
r
e
l
 is

 c
ar

ry
-

in
g 

th
e 

th
in

g?
 

 0 1 east no 
 14   karel.move();     
  1 1 east no 
 15   karel.move();     
 2 1 east no 
 16   karel.pickThing();     
 2 1 east yes 
 17   karel.move();     
 3 1 east yes 
 18   karel.turnLeft();     
  3 1 north yes 
 19   karel.turnLeft();     
 3 1 west yes 
 20   karel.turnLeft();     
 3 1 south yes 
 21   karel.move();     
 3 2 south yes 
 22   karel.putThing();     
 3 2 south no 
 23   karel.move();     
 3 3 south no 

After tracing the program, we see that the robot finishes on intersection 
(3,3) as the final situation requires.  In addition, it has picked up the thing and 
deposited it again on intersection (3,2).   

Tracing the program helps us understand what it does and increases our 
confidence in the correctness of the solution.  As a program is traced, it is 
vitally important to do exactly what the program says.  It is tempting to take 
short-cuts, updating the table with what we intend the program to do.  The 
computer, however, does not understand our intentions.  It does exactly what 
the program says.  If we don�t do the same while tracing, the value of tracing 
is lost.  We no longer can claim confidence in the correctness of the solution. 

Having performed a trace, we now understand that the order of state-
ments in the program is very important.  If lines 15 and 16 had been reversed, 
for instance, the robot would have tried to pick up the thing before it had 

Key Idea:  Computers 
follow the program exactly.  
When tracing the execution, 
we must also be exact. 
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arrived at the thing�s intersection.  The result would have been a broken robot 
on intersection (1,1). 

Sequential execution is a fundamental pattern in how we solve problems.  
We often give directions that follow the form �do _____, and then _____�:  
�go to the stoplight and then turn right� or �add the eggs and then beat the 
batter for two minutes.�  The and then indicates sequential execution. 

1.4.6 Another Example Program 
A second example program is shown in Listing 1-2.  By comparing it with the 
FirstExample program, we will see many common elements � and where 
the differences are.  The initial and final situations are shown in Figure 1-17 
and Figure 1-18.  In this program, a robot named mark must escape a road-
block and go to the intersection (2,2) to meet a friend, ann.  This program is 
interesting in that it uses multiple objects which belong to the same class (for 
instance, two robot objects and three wall objects). 

One obvious difference between this program and FirstExample is the 
use of Wall objects.  A wall is instantiated using the same pattern as Robot, 
and City objects.  For example 

 
Wall northWall =  
     new Wall(alcatraz, 1, 1, Directions.NORTH); 
 

constructs a wall on the northern boundary of the intersection at (1,1).  This 
is the wall which prevents mark from proceeding north from its current loca-
tion.  The name northWall was chosen by the programmer, as was the name 
of the city, alcatraz. 

You may want to stop here and think about how you would write a pro-
gram to solve this problem.  What changes would you make to the 

Sequential Execution 

Figure 1-17:  The initial situation.  A robot 
named mark is in a roadblock.  ann is out-
side;  they would like to meet. 

 
Figure 1-18:  The final situation where mark 
has escaped the roadblock and met ann. 
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26 Chapter 1 Programming With Objects 

FirstExample program to change it into a program to solve this problem?  
Then look at Listing 1-2 and see how much of it makes sense to you. 

Listing 1-2:  A program where mark escapes from a road block and meets ann. 

 1 import becker.robots.*; 
 2  
 3 public class EscapeRoadBlock extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  { 
 7   // Set up the initial situation 
 8   City ny = new City(); 
 9   Robot mark = new Robot(ny, 1, 1, Directions.EAST); 
 10   Robot ann = new Robot(ny, 2, 1, Directions.WEST); 
 11   Wall eastWall = new Wall(ny, 1, 1, Directions.EAST); 
 12   Wall westWall = new Wall(ny, 1, 1, Directions.WEST); 
 13   Wall northWall = new Wall(ny, 1, 1, Directions.NORTH); 
 14   CityFrame frame = new CityFrame(ny); 
 15  
 16  
 17   // mark escapes the roadblock 
 18   mark.turnLeft(); 
 19   mark.turnLeft(); 
 20   mark.turnLeft(); 
 21   mark.move(); 
 22   mark.turnLeft(); 
 23   mark.move(); 
 24  
 25   // ann goes to meet mark 
 26   ann.turnLeft(); 
 27   ann.move(); 
 28   ann.turnLeft(); 
 29   ann.turnLeft(); 
 30   ann.turnLeft(); 
 31  } 
 32 } 

 

Obviously, EscapeRoadBlock and FirstExample have many features in 
common.  If both programs were written on transparencies and superim-
posed, they would be identical in a number of places.  In particular, the first 
six lines are nearly identical, with the exception of several names chosen by 
the programmers.  In addition, both programs have two closing braces at the 
end and the organization of the code in the inner-most set of braces is similar 
� first objects are declared and then messages are sent to them.  Both pro-
grams have similar patterns of constructing objects, obtaining services from 
those objects, and requiring statements to be in a particular sequence. 

Find The Code:   
usingObjects/roadblock 

Command Invocation 
Object Instantiation 
Sequential Execution 
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Multiple Objects 
The EscapeRoadBlock program contains two robots, mark and ann.  Each 
has it own internal state, which is completely independent of the other.  Mark 
can turn and move without affecting ann;  ann can turn and move without 
affecting mark.  The state diagram shown in Figure 1-19 shows an object for 
mark and another for ann.  After mark turns, ann�s object has not changed 
(although mark�s direction is now different). 

In a well-designed object-oriented program, an object�s state will not 
change unless a message has been sent to the object.  When mark is sent the 
turnLeft message, no message was sent to ann, so that object didn�t change.  
This property is called encapsulation.  An object encloses all of its attributes 
within itself so that only the object�s services may change them.  One of the 
strengths of object-oriented programming is that it makes encapsulation easy.  
Earlier programming methodologies did not make encapsulation as easy, with 
the result that programmers were often left wondering �Now, how did that 
information get changed?�. 

Figure 1-19:  A state diagram showing the independence of two robot objects. 

Robot
avenue: 2

street: 1
 direction: WEST
backpack:

Robot
avenue 1

street 1
 direction: EAST
backpack:

Robot
avenue: 2

street: 1
 direction: WEST
backpack:

Robot
avenue: 1

street: 1
 direction: NORTH
backpack:

mark.turnLeft();

mark:

ann:
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28 Chapter 1 Programming With Objects 

It is possible to write Java programs that do not use encapsulation, but it 
is not recommended. 

1.4.7 The Form of a Java Program 
Let�s turn now to the first six lines and the last two lines of each program.  
Both programs are almost identical in this area;  we take Listing 1-1 on page 
20 as our example.  The statements we are interested in are shown in Listing 
1-3.  For programs involving robots, only one of the 8 lines will vary from 
program to program.  The part that changes is shown in a box. 

Listing 1-3:  The �housekeeping� statements in a Java program. 

 1 import becker.robots.*; 
 2  
 3 public class FirstExample extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  { 
    // lines 7-23 omitted 
 24  } 
 25 }  

 

Lines 1 and 3 establish the relationship between this program and other 
code which it uses � and it does use a lot of other code.  The 25 lines of code 
contained in Listing 1-1 are certainly not enough to specify everything that 
this program does.  The program makes use of more than 3,700 lines of code 
written by the textbook�s author.  That, in turn, uses many tens or even hun-
dreds of thousands of lines of code written by still other programmers. 

All that code is organized into packages.  The code written by the author is 
in the package becker.robots.  It is a group of about 50 classes which work 
together to enable robot programs.  Line 1 makes those classes available to 
your program. 

Finally, the class name on line 3 is simply that � a name by which this 
class will be known.  The name of the file containing the classes� source code 
must be the same as this name, with �.java� added to the end (for example, 
�FirstExample.java�). 

1.5 Compiling and Executing 
Now that we have seen two programs and discussed the overall form of a 
Java program, it is time to discover how to run them on a computer to see 
them in action.  The exact steps to follow vary from computer to computer, 
depending on the operating system (Unix, Windows, Macintosh OS, and so 
on), which software is being used, and how that software has been installed.  

Key Idea:  The only way to 
change an object�s attrib-
utes should be via its ser-
vices. 

 
Java Program 

Looking Ahead:  In Section 
1.8, we will see programs 
that import packages for 
manipulating a window on 
the screen. 
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Your instructor will provide details3 for your environment.  In broad strokes, 
however, there are 3 steps: 
! Enter the source code into an appropriately named file with a text 

editor such as vi (Unix), Notepad (Windows), or TextEdit (Macin-
tosh) or an integrated development environment (IDE) such as 
JCreator, JBuilder, or Together. 

! Translate the program from the Java source code you entered into an 
internal representation called byte code which is more easily under-
stood by the computer.  This process is called compiling and is per-
formed by a program called a compiler. 

! Run the compiled program. 
Errors often show up at one of the last two steps.  You must then go 

back to the first step, make changes, and try again.  These steps result in a 
cycle, illustrated in Figure 1-20, of editing, compiling, and running, which is 
repeated until the program is finished.  When things go right, the light path is 
followed, resulting in the desired output.  When things go wrong, one of the 
two dark paths is taken and the source code must be edited again to fix the 
error. 

                                                 
3  If not, see Appendix xx. 

Figure 1-20:  The edit-compile-run cycle. 
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What kinds of things can go wrong?  There are three kinds of errors:  
compile-time errors, run-time errors, and intent errors.  Compile-time errors are 
exposed when the compiler translates the program into byte code.  Run-time 
errors are discovered when the program runs, but attempts to do something 
illegal.  Intent errors occur when the program does not carry out the program-
mer�s intentions.  These errors can be among the hardest to find.  The com-
puter can help find compile-time and run-time errors because it knows some-
thing is wrong.  With an intent error, however, the computer cannot tell that 
something is wrong, and therefore provides no help other than executing the 
program.  

1.5.1 Compile-Time Errors 
Compile-time errors occur when the program does not obey the rules of the 
Java language.  People are very good at figuring out (or even overlooking) 
errors in written English.  Computers are not.  The rules must be obeyed ex-
actly. 

Listing 1-4 contains a program with many compile-time errors.  Each is 
explained by the boxed annotation beside it.  These are certainly not all the 
possible compile-time errors, but they do represent the most common errors 
made by beginning Java programmers.  You may find the code in 
usingObjects/compileTimeErrors. 

Every time the compiler finds an error it will print an error message.  
These error messages are very helpful in finding the errors � be sure to read 
them carefully and use them!  For instance, misplaced semi-colons can be a 
struggle for beginning programmers.  The missing semi-colon at line 8 results 
in the an error message similar to 

 
Errors.java:8: ';' expected 
   Robot karel = new Robot(london, 1, 1, Directions.EAST) 
                      ^ 

There are three parts to this message.  The first is where the error was 
found.  �Errors.java� is the name of the file containing the error.  It won�t 
be long before our programs will be large enough to spread over several files;  
you need to know which one contains the error.  It is followed by the line 
number, 8. 

Second, �’;’ expected� says what the compiler thinks is the problem.  
Third, is the line from the program where the compiler found the error.  

Beneath it is a ^ symbol showing where in the line the error was detected. 
If you use an integrated development environment (IDE), it may show 

errors in a different format.  It may even move the cursor to the line contain-
ing the error.  No matter what the format is, however, you should still be able 
to learn the nature and location of the error. 

Key Idea:  The compiler 
can help you find compile-
time errors. 



 1.5 Compiling and Executing 31 

 
 

Sometimes the messages are much more cryptic and occasionally the lo-
cation will be wrong.  For instance, the compiler will report many errors if 
you misspell the variable name at line 8 where it is declared, but spell it cor-
rectly everywhere else.  Unfortunately, none of the errors will be at line 8.  
This example shows how one error can cause many error messages. 

Because one error can cause many error messages, a reasonable debug-
ging strategy is to: 
! compile the program to get a list of errors; 
! fix the most obvious errors, beginning with the first error reported, 

and finally; 
! compile the program again to get a revised list of the remaining er-

rors. 
 

Listing 1-4:  A program with compile-time errors. 

 1 import becker.robots.*; 

 2  

 3 publik class CompileErrors extends Object 

 4 { 

 6  public static void main(String[] args) 

 7   City 1ondon = new City(); 

 8   Robot karel = new Robot(1ondon, 1, 1, Directions.EAST)  

 9   CityFrame my frame = new CityFrame(london);; 

 10  

 11   karal.move(); 

 12   karel.mvoe(); 

 13   karel.turnRight(); 

 14   karel.turnleft(); 

 15   move(); 

 16   karel.move; 

 17  } 

 18  karel.move(); 

 19 } 
 

Misspelled keyword.

Missing semi-colon.

Extra semi-colon. 

Variable name contains a space. 

Misspelled variable name. 

Misspelled service name. 

Undefined service name. 

Incorrect capitalization. 

Not addressed to a robot. 

No parentheses. 

Statement outside of a met-
hod. 

Invalid variable name (begins with 
the digit one, not lower case L). 

Missing opening brace. 
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1.5.2 Run-Time Errors 
Run-time errors are discovered when the program is actually run or traced.  
They are the result of instructions executing in an illegal context.  For exam-
ple, the instruction karel.move(); will compile just fine (so long as a robot 
named karel has been constructed).  However, if karel is facing a wall 
when this instruction executes, it will break.  The instruction is executed in an 
illegal context. 

Running a robot into a wall is an error that is caught by code contained in 
the Robot class.  Feedback is given to the user by changing the robot�s icon 
to show that it is broken.  Other kinds of run-time errors might not be caught 
and could result in the Java system printing an error message such as: 

This error message results from changing line 8 in Listing 1-4 from  
 
Robot karel = new Robot(london, 1, 1, Directions.EAST); 
 

to 
 
Robot karel = new Robot(london, 1, 1, 5); 
 

Recall that the Robot constructor�s parameter list specifies an integer for the 
fourth parameter.  We usually use a constant such as Directions.EAST.  
Substituting an arbitrary integer such as 5 results in a run-time error. 

This message also helps locate the error, but you must work harder.  The 
first line, IllegalArgumentException, says that an �argument� or parame-
ter had an illegal value.  The message following it gives a clue as to what valid 
values are.  The next line, containing Robot.java:37 says that the error was 
found at line 37 in the file Robot.java.  That isn�t much help, since it isn�t a 
file we wrote or have access to.  However, the next line says that it was called 
from the main method in Errors.java at line 8.  This file is one we can 
change.  Looking at line 8 we can quickly see the wrong parameter. 

One situation that can be very confusing for beginning programmers is 
when the Java system cannot even begin running your program.  Usually, the 
run-time error message will contain the �word� NoClassDefFoundError.  In 
this case, read the information in Appendix xx or consult with your instruc-
tor. 

Figure 1-21:  An error message generated at run-time. 

java.lang.IllegalArgumentException:  
          Precondition: direction in {Directions.NORTH, SOUTH, EAST, WEST}. 
    at becker.robots.Robot.<init>(Robot.java:37) 
    at examples.ch01.executionErrors.Errors.main(Errors.java:8) 
Exception in thread "main" 
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1.5.3 Intent Errors 
An intent error occurs when the program fails to carry out its intended pur-
pose.  The program may not have any compile-time or run-time errors, yet 
still fail to accomplish the job for which it was written.  An intent error is also 
called a logic error. 

Consider a program intended to move a thing from (1,2) to (1,1).  The 
initial and final situations are shown in Figure 1-22 and Figure 1-23. 

Figure 1-22:  The initial situation. 
 

Figure 1-23:  The final situation. 
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Suppose the programmer omitted the turnLeft instruction, as in the fol-

lowing program fragment: 
 
katrina.move(); 
katrina.pickThing(); 
          // should have turned left here 
katrina.move(); 
katrina.putThing(); 
katrina.move(); 
 

As a result, the robot would finish the task at (3,2) instead of (1,0), and 
the thing would be at (2,2) instead of (1,1) � not what was intended! 

Fortunately, the visual nature of robot programs make intent errors easy 
to find.  It is not always this easy. 

 

Background Item 1-2: Bugs and Debugging 
Programming errors of any kind are often called bugs.  The process of finding 
and fixing the errors is called debugging.  The origin of the term is not known, 
but it is known that Thomas Edison talked about bugs in electrical circuits in 
the 1870s.  In 1947, an actual bug (a moth) was found in one of the electrical 
circuits of the Mark II computer at Harvard University, causing errors in its 
computations.  When the moth was found, it was taped into the operator�s 

 
Sequential Execution 
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log book with the notation that it is the �first actual case of bug being found�.  
Apparently, the term was already in use for non-insect causes of computer 
malfunctions. 

 

1.6 Documentation 
The becker.robots package contains about 50 classes.  Of these, only the 
Robot class has been discussed at any length in this text.  How can you find 
out about the others? 

The creators of Java have included a very nice facility to extract informa-
tion from the Java source code and put it in a form suitable for the World 
Wide Web.  A sample web page documenting the Robot class is shown in 
Figure 1-25.  Your instructor will tell you how to access these web pages.  If 
not, use a browser to look at www.learningwithrobots.com. 

On the left side of the figure there is an area labeled �Packages�.  It con-
tains becker.robots.  The documentation shows that there are several other 
packages.  Clicking on one of these links will display in the area below it a list 
of the classes contained in that package.  The web page shown is displaying 
the classes contained in the becker.robots package.  The classes used in our 
programs thus far (City, Robot, Wall, Thing, and CityFrame) are listed here 
� along with many others! 

Figure 1-24:  An 1947 entry from a log book for the Mark II computer at Harvard University.  
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Clicking on one of the class names displays documentation for that class 
in the right-most, and largest, area.  The example, above, shows only a part of 
this information for the Robot class.  We can recognize descriptions of the 
move, pickThing, and putThing services.  There are also versions of 
pickThing and putThing that we don�t know how to use (yet). 

The class documentation contains other information that is not shown in 
Figure 1-25 such as an overview of the class, the author of the class, and how 
this class is related to other classes. 

Figure 1-25:  A sample web page showing some of the documentation for the Robot class. 

 

Looking Ahead:  As we 
learn more and more Java, 
more and more of the in-
formation in the 
documentation will become 
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1.7 Patterns 
There are many patterns in software � problems 
which appear over and over that have the same 
solution.  A number of these have already been 
identified for you in the margins of this text.  Figure 
1-26 shows the icon used to identify a pattern. Ex-
pert software developers can recognize many pat-
terns, almost without thinking about it, and apply 
the appropriate solution to solve the problem at 
hand.  Much of your work, as you learn to program, 
will involve learning to recognize which software patterns apply to the prob-
lem you are solving. 

Software patterns may be big ideas, such as how to structure many classes 
and objects to model a particular reality.  A pattern may also be a small idea, 
covering only one or two lines of code.  As beginning programmers, our at-
tention will be focused primarily on these elementary patterns. 

Patterns have four elements:  a name, a problem, a solution, and conse-
quences.  The solution normally contains one or more examples and a gener-
alized solution.  Please look ahead to Section 1.7.1 on page 37 to examine the 
first pattern, Command Invocation. 

Pattern names give programmers a common vocabulary with which to 
discuss their work.  Soon you will be able to say to a classmate, �I think the 
Command Invocation pattern applies here� and your classmate will know the 
kind of problem you think needs solving, your proposed solution, and the 
consequences of implementing that solution.  Naming concepts increases our 
ability to work with abstractions and communicate them to others. 

The second part of a pattern, the problem, says what the pattern is trying 
to solve.  Obviously, the pattern�s problem must match your problem for the 
pattern to be useful.   

The pattern�s solution shows how to solve the problem.  For many pat-
terns, the most appropriate form for the solution will be several lines of code, 
likely with well-defined places where the code must be customized for the 
particular problem at hand.  The places to customize will appear in italics be-
tween « and ».  For other patterns, an appropriate form for the solution will 
be a class diagram that shows how two or more classes work together to solve 
the problem.  The pattern icon, shown in Figure 1-26, draws on one of these 
patterns. 

Every application of a pattern also has consequences � the natural by-
products of applying this particular pattern.  Sometimes these consequences 
are good, and sometimes they are bad;  sometimes they are some of both.  
Weighing the consequences is part of the process of deciding whether this 

Figure 1-26:  The icon used 
to identify an example of a 
pattern. 

Example Pattern 
 

Looking Ahead:  Naming is 
a powerful idea.  Here we 
are naming patterns.  In the 
next chapter, we will name 
a sequence of instructions.  
Doing so will greatly in-
crease our power to think 
about complex problems. 
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pattern is the one to apply to your problem.  It may be that another pattern 
can be applied to the same problem with a better result. 

Patterns are found or discovered, not invented.  They result from the 
feeling of having done something before, investigating it enough to find the 
common elements, and then documenting it for yourself and others.  Because 
patterns arise from experience, they are a good way to help inexperienced 
programmers gain expertise from experienced programmers. 

The patterns listed here should feel very familiar.  You have seen them a 
number of times already, often accompanied with a margin note like the one 
shown here.  Once the pattern has been formally presented, however, we will 
no longer call attention to its application with margin notes. 

1.7.1 Command Invocation 
Problem:  An available object provides one or more commands.  The code 
you are writing requires the object to perform one of the commands.  Your 
code, a client, requires the object to perform a service for it. 
Solution:  Provide a reference to the object, a dot, the name of the desired 
service, and any parameters.  A command invocation is always terminated 
with a semi-colon.  Examples: 

 
karel.move(); 
collectorRobot.pickThing(); 
frame.setBounds(250, 100, 150, 200); 
contents.add(saveButton); 
 

In general, a command is invoked with a statement matching the follow-
ing template: 

 
«objectReference».«serviceName»(«parameterList»); 
 

Consequences:  The command is performed by the named object.  It is 
possible to invoke a command in an invalid context, resulting in a run-time 
error. 

1.7.2 Object Instantiation 
Problem:  A client needs to instantiate or construct an object to carry out 
various services for it. 
Solution:  Construct the new object using the new keyword and a construc-
tor from the appropriate class.  Provide values for any parameters the con-
structor requires.  Assign the object reference provided by new to a variable.  
Examples: 

 
Command Invocation 

Looking Ahead:  Queries 
are invoked in a different 
context than commands.  
Although they are both 
services, they have differ-
ent invocation patterns. 
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38 Chapter 1 Programming With Objects 

 
City manila = new City(); 
Robot karel = new Robot(manila, 5, 3, Directions.East); 
JButton saveButton = new JButton("save"); 
 

In general, a new object is instantiated with a statement matching the fol-
lowing template: 

 
«variableType» «variableName» =  
       new «className»(«parameterList»); 
 

Until we have studied polymorphism in Chapter 12, «variableType» 
and «className» will be the same.  After that, they will often be different, 
but related.  The «className», of course, determines what kind of object is 
constructed.  The «variableName» should reveal the purpose or intent of 
what it names. 
Consequences:  A new object is constructed and assigned to the given vari-
able. 

1.7.3 Sequential Execution 
Problem:  The problem you�re working on can be solved by executing a se-
quence of steps.  The order of the steps matters, because later steps depend 
on earlier steps to establish the correct context for them to execute. 
Solution:  List the steps to be executed in the correct order.  A correct order 
is one where each statement appears after all the statements upon which it 
depends.  Each statement is terminated with a semicolon.  An example from 
the FirstExample program demonstrates the solution: 
 
 7   // Set up the initial situation 
 8   City prague = new City(); 
 9   Robot karel = new Robot(prague, 0, 1, Directions.EAST); 
 10   Thing theThing= new Thing(prague, 2, 1); 
 11   CityFrame frame = new CityFrame(prague); 
 12  
 13   // Direct the robot to the final situation 
 14   karel.move(); 
 15   karel.move(); 
 16   karel.pickThing(); 

 

Lines 9, 10 and 11 require the city named prague when they are constructed;  
they therefore depend on line 8, where the city is constructed.  The robot 
karel cannot pick up a Thing at (2,1) until it has reached that intersection.  
Lines 14 and 15 must come before the pickThing command in line 16 to 
establish the context for it to execute (that is, move the robot to the intersec-
tion containing the Thing it picks up). 

Looking Ahead:  We will 
say much more about 
choosing variable names 
wisely in Section 2.3.4. 

Looking Ahead:  Problem 
1.4 on page 47 explores the 
idea of �correct order� fur-
ther. 
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Consequences:  Each statement, except the first one, depends on state-
ments that come before it.  If any of those statements are out of order or 
wrong, an error or unexpected result may appear later in the program, which 
can make programming a very tedious process. 

This model of execution assumes that each statement executes com-
pletely before the next one is begun.  It is as if each statement were strung on 
a thread.  Follow the thread from the beginning and each statement is reached 
in order.  Follow the thread back through time and you have a complete his-
tory of the statements executed prior to the current statement.  One such 
thread defines a flow of control.  One program may have many flows of control 
executing simultaneously.  Each of these is called a thread of execution. 

1.7.4 Java Program 
Problem:  You want to write a Java program. 
Solution:  Implement a class that contains a method or service declaring a 
method or service named main.  In particular, customize the following tem-
plate: 

import «importedPackage»;  // may have 0 or more import statements 
  
public class «className» extends Object 
{  
 public static void main(String[] args) 
 { «list of statements to be executed» 
 } 
} 
 

The import statement makes available classes from another package.  
Typical values for the «importedPackage» include becker.robots.* for 
robot programs, and java.awt.* and javax.swing.* for programs with 
graphical user interfaces. 

The «className» is chosen by the programmer and must match the file 
name containing the source code. 

The «list of statements to be executed» may include statements 
following the Object Instantiation pattern and Command Invocation pat-
terns, among others. 
Consequences:  A class is defined that can be used to begin execution of 
the program. 

1.8 GUI:  Creating a Window 
We have learned a lot of Java programming in the context of Robot objects.  
These concepts include: 

Looking Ahead:  Higher 
levels of abstraction can 
help us reduce the length of 
these sequences of state-
ments.  Doing so can help 
immeasurably in the pro-
gramming process.  We�ll 
learn how in Chapter 2 
. 
Looking Ahead:  It is possi-
ble to start two or more 
robots in separate threads 
so that they appear to move 
simultaneously. 
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40 Chapter 1 Programming With Objects 

! A class, such as Robot or Thing, is like a factory for making as many 
objects as you want.  Each class or factory only makes one kind of 
object. 

! A new object is instantiated with the new operator, for instance 
Robot karel = new Robot(ny, 1, 1, Directions.NORTH);. 

! All objects belonging to the same class have the same services, but 
each has its own attributes that are independent of all other objects. 

! A client can invoke an object�s services with the object�s name, a dot, 
and then the name of the desired service. 

These concepts are not just for robot programs!  These concepts apply to 
every object-oriented Java program ever written.  To illustrate, the last section 
of each chapter will apply the concepts learned using robots to graphical user 
interfaces, or GUIs (pronounced �gooey�).  Applying the concepts to classes 
supplied with the Java language that have nothing to do with robots will show 
you how these concepts can be used in many other contexts. 

Graphical user interfaces are the part of the program which interacts with the 
human user.  It probably obtains input from the user and displays results to 
the user.  In terms of what the user sees, the GUI consists of the windows, 
dialog boxes, and lists of items to select;  it�s how the user tabs between input 
fields or moves the cursor with the mouse.  

1.8.1 Displaying a Frame  
GUIs add a lot of complexity to a program.  Many program development 
projects invest up to 90% of the effort in the graphical user interface.  Fortu-
nately, Java provides a rich set of resources to help develop interfaces.  The 
beginning point is the window, called a frame in Java.  The simplest possible 
frame is shown in Figure 1-27.   
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Though it is empty, the frame nevertheless has substantial functionality.  
If the user clicks on the close box, the program will quit.  If the user clicks on 
the minimize box, the frame will become as small as possible, while clicking 
on the maximize box enlarges the frame to take up the entire screen.  The 
user may also adjust the size of the frame by clicking on one edge and drag-
ging it. 

The program that displays this frame is even simpler than a robot pro-
gram and is shown in Listing 1-5.  Notice the similarity to Listing 1-1, includ-
ing the following features: 
! Both programs follow the Java Program pattern, including package 

and import statements (although the actual packages differ), the dec-
laration of the class at line 6 (although the class name differs), the 
placement of braces, and the declaration of the special service main. 

! Both programs instantiate an object with the Object Instantiation 
pattern. 

! Both programs use the services of an object by applying the Com-
mand Invocation pattern. 

Figure 1-27:  The simplest Java frame. 

Close Box
Maximize Box
Minimize Box
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42 Chapter 1 Programming With Objects 

Listing 1-5:  A program to display an empty window. 

 1 import javax.swing.*; 
 2  
 3 public class FirstFrame extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  { 
 7   JFrame frame = new JFrame(); 
 8   frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE); 
 9   frame.setBounds(250, 100, 150, 200); 
 10   frame.setVisible(true); 
 11  } 
 12 } 

 

The FirstFrame program differs from the FirstExample program in 
the kinds of objects created and the services demanded of them.  A JFrame 
object serves as a container for information given to the user.  By default, 
however, the frame is not visible on the screen, has no area for displaying 
information, and hides the frame when the close box is clicked (leaving us 
with no good way to stop the program).  The services invoked in lines 8-10 
override those defaults to provide the functionality we need. 

The service setDefaultCloseOperation specifies what the frame ob-
ject should do when the close box is clicked.   JFrame.EXIT_ON_CLOSE is a 
constant that gives a meaningful name to a value, just as Directions.EAST is 
more meaningful than �2�. 

The setBounds service says where the frame should appear and how 
large it should be.  The first two parameters give the desired location of the 
upper left corner of the frame when compared to the upper left corner of the 
computer�s screen.  The last two parameters give the width and height of the 
frame, respectively.  All four values are given in pixels, short for picture elements, 
which are the tiny dots on the screen which make up the image shown.  See 
Figure 1-28.   

Finally, the setVisible service specifies whether or not the frame is 
visible on the screen.  If the parameter is true, it will be visible, while a value 
of false will hide it.  Alternating many calls to frame.setVisible(true) 
and frame.setVisible(false) causes the frame to flash quickly. 

 

Find The Code:   
usingObjects/firstFrame 

Looking Ahead:  The val-
ues true and false are 
Boolean values used to 
represent true/false or 
yes/no answers.  In Chap-
ter 4, we will see that they 
are crucial to building flexi-
ble software that can make 
decisions based on the 
conditions it tests.  
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1.8.2 Adding User Interface Components 
A frame with nothing in it is rather boring and useless.  We can fix that by 
setting the content pane, the part of a frame designed to display information.  
To the content pane, we can add buttons, textboxes or labels, all user inter-
face elements familiar to modern computer users. 

An early warning, however:  The 
resulting programs may look like they 
do something, but they won�t.  We 
are still a long way from writing a 
graphical user interface which actu-
ally accepts input from the user.  
These programs will have a greater 
emphasis on the graphical than on the 
interface, and even more so on instan-
tiating a variety of objects and using 
their services.  

Figure 1-29 shows a snapshot of 
a running program that has a button 
and a text area displayed in a frame.  
The frame�s content pane has been 
set to hold a JPanel object.  The 
JPanel, in turn, holds the button and 

Figure 1-28:  The relationship of the setBounds parameters to the frame�s size and posi-
tion.  The outer rectangle represents the computer monitor. 

250

1
0
0

2
0
0

frame.setBounds(250, 100, 150, 200);

150

 

Figure 1-29:  A frame with a content pane 
containing a button and a text area.  The 
user typed, �I love Java� while the program 
was running. 
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44 Chapter 1 Programming With Objects 

text area.  Listing 1-6 shows the source code for the program. 

Listing 1-6:  A program to display a frame containing a button and a text area. 

 1 import javax.swing.*;      // use JFrame, JPanel, JButton, JTextArea 
 2 import java.awt.*;         // use Color 
 3  
 4 public class FramePlay extends Object 
 5 { 
 6  public static void main(String[] args) 
 7  { // declare the objects 
 8   JFrame frame = new JFrame(); 
 9   JPanel contents = new JPanel(); 
 10   JButton saveButton = new JButton("Save"); 
 11   JTextArea textDisplay = new JTextArea(5, 10); 
 12   Color backgroundColor = new Color(255, 0, 0); 
 13  
 14   // set up the frame 
 15   frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE); 
 16   frame.setBounds(300, 300, 150, 200); 
 17  
 18   // set up the contents 
 19   contents.setBackground(backgroundColor); 
 20   contents.add(saveButton); 
 21   contents.add(textDisplay); 
 22  
 23   // show the contents 
 24   frame.setContentPane(contents); 
 25   frame.setVisible(true); 
 26  } 
 27 } 

 

In lines 8-12, we declare and instantiate several objects.  The JPanel in-
stance named contents is simply a container.  It will hold the things we are 
really interested in, the button and text area.  The button and text area are 
instances of  JButton and JTextArea, respectively.  The JPanel�s add ser-
vice in lines 20 and 21 adds them to the list of things it will display.  

When the button is constructed in line 10, "Save" is passed to the con-
structor�s parameter.  This text will appear on the button when it is displayed.  
When the text area is constructed in line 11, the number of lines of text it 
should hold and how many characters wide it should be are passed to the pa-
rameters.  Both measures are very approximate. 

The setBackground service sets the background color of the JPanel 
object.  Its parameter is passed an object of type Color.  When the object is 
created, the parameters specify how much red, green and blue should be dis-
played.  Together, these three values can make any color you desire.  These 
values vary from 0 to 255.  Setting all three values to 0 results in black, while 

Find The Code:   
usingObjects/frames 

Looking Ahead:  See prob-
lem 1.17 on page 51 for a 
program to help you choose 
colors. 
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setting all three to 255 results in white.  Color(255, 0, 0) is very bright 
red, while Color(100, 0, 0) is a much darker red. 

You can learn much more about these classes by browsing the on-line 
documentation at java.sun.com/j2ee/1.4/docs/api/index.html. 

If you run this program, you will find that the objects used have quite a 
bit of built-in functionality.  The frame will respond to the close, minimize 
and maximize boxes, and will resize.  The save button will flash when clicked, 
and you can type in the textbox.  This amount of functionality is remarkable 
for a 27 line program!  As with the robot programs, this functionality is due to 
the programmers who encapsulated so much functionality into the classes we 
are using. 

Again, notice the similarity between this program and all the others in this 
chapter.  The concepts we learned with the robot programs truly are general 
and can be used in all Java programs.  In fact, many of the ideas apply to all 
programs, whether or not they are written in Java.  Some ideas, such as mod-
eling, abstraction, and patterns apply to lots of different problems, whether or 
not they have a computer solution.  You are learning a truly portable set of 
skills that can be applied in many circumstances. 

 

Key Idea:  The ideas you 
learn with robots � classes, 
objects, services, etc. � 
apply to all object-oriented 
programs. 
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46 Chapter 1 Programming With Objects 

1.9 Concept Map 
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1.10 Problem Set 
Written Exercises 
1.1 Figure 1-4 on page 8 shows a class diagram for the Concert class.  Cre-

ate a class diagram for a Ticket class.  What attributes are printed on 
the tickets you received the last time you went to a concert?  What ser-
vices might a Ticket class provide that are related to those attributes? 
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1.2 Trace the following program.  In a table similar to Figure 1-16 on page 
24, record karel�s current position, direction, and whether or not it has 
theThing.  If a run-time error occurs, describe what went wrong and at 
which line.  There are no compile-time errors. 

 
 1 import becker.robots.*; 
 2  
 3 public class Simulate extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  { City paris = new City(); 
 7   Robot karel = new Robot(paris, 0, 1, Directions.EAST); 
 8   Thing theThing = new Thing(paris, 2, 1); 
 9   Wall w = new Wall(paris, 2, 1, Directions.WEST); 
 10   CityFrame frame = new CityFrame(paris); 
 11  
 12   karel.move(); 
 13   karel.turnLeft(); 
 14   karel.turnLeft(); 
 15   karel.turnLeft(); 
 16   karel.move(); 
 17   karel.turnLeft(); 
 18   karel.move(); 
 19   karel.turnLeft(); 
 20   karel.move(); 
 21   karel.turnLeft(); 
 22   karel.pickThing(); 
 23   karel.move(); 
 24  } 
 25 } 
 

1.3 Make a table similar to Figure 1-16 on page 24 and trace the program in 
Listing 1-2 on page 26.  You will need to add extra columns so you can 
record values for both robots. 

1.4 The FirstExample program makes extensive use of the Sequential Exe-
cution pattern.  For most pairs of consecutive statements, interchanging 
the statements will cause the program to fail.  Give a pair of statements 
(that are not identical) where changing the order does not cause the pro-
gram to fail. 

1.5 In the FirstExample program on page 20, change line 12 to read 
CityFrame frame = new CityFrame(prague, 5, 5);.  Based on 
the on-line documentation for CityFrame, what effect will this have?  
You may want to verify your answer by running the program. 

1.6 The following program contains 12 compile-time errors.  List at least 9 
of them by giving the line number and a short description of the error. 
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 1 import becker.robots; 
 2  
 3 Public class Errors extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  { City ny = new City(); 
 7   Robot karel = new Robot(2ny, 0, 1, Directions.EAST); 
 8   Thing aThing = new Thing(ny, 2, 1); 
 9   Wall eastWall = Wall(2, 1, EAST); 
 10   CityFrame frame = new CityFrame(ny); 
 11  
 12   karel.move(); 
 13   karel.move(); move(); 
 14   karel.pickthing(); 
 15   karel..turnLeft();  karel.turnLeft(); 
 16   kerel.mve(); 
 17   karel.turnLeft(); 
 18   karel.move;(); 
 19   karel.putThing(); 
 20  } 
 21 } 
 

Programming Exercises 
1.7 Beginning with the program in Listing 1-1 on page 20, deliberately intro-

duce one compile-time error at a time.  Record the compiler error gener-
ated and the cause of the error.  Find at least 6 distinct compile-time er-
rors. 

Programming Projects 
1.8 Describe what happens if you create a robot at (1,1) and move it north, 

beyond street 0, turn it around and then bring it back to its starting point 
again.  Using the on-line documentation, find a way to adjust the pro-
gram�s display so you can watch what happens. 

1.9 Write a program that begins with the initial situation shown in Figure 
1-30.  Instruct the robot to go around the walls counter-clockwise and 
return to its starting position.  Hint:  Setting up the initial situation re-
quires eight walls. 
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1.10 Every morning karel is awakened when the newspaper, represented by 
a Thing, is thrown on the front porch of its house.  Instruct karel to 
retrieve the newspaper and return to �bed�.  The initial situation is as 
shown in Figure 1-31;  the final situation is with karel on the same in-
tersection, facing the same direction, with the newspaper. 

1.11 The wall sections shown in Figure 1-32 represent a mountain (north is 
up).  Write a program that constructs the situation, and then instructs 
the robot to pick up a flag (a thing), climb the mountain, and plant the 
flag at the top, descending down the other side.  The robot must follow 
the face of the mountain as closely as possible, as shown by the path in-
cluded in the final situation. 

Figure 1-30:  Walking around the walls. 
 

Figure 1-31:  Fetching the newspaper. 
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50 Chapter 1 Programming With Objects 

1.12 On the way home from the supermarket karel�s bag ripped slightly at 
the bottom, spilling a few expensive items (things) on the ground.  For-
tunately, karel�s neighbor maria noticed it and called just as karel got 
home.  This initial situation is shown in Figure 1-33a.  Write a program 
in which  karel and maria both begin picking up the items, meeting as 
shown in the final situation.  Use the setLabel service in Robot to label 
each robot. 
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Figure 1-32a:  Initial Situation 
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Figure 1-32b:  Final Situation 

  

Figure 1-33a:  Initial Situation 
 

Figure 1-33b:  Final Situation 
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1.13 Write a program that begins with the initial situation and ends with the 
final situation shown in Figure 1-34a.  In the final situation, the robot 
originally at (0, 0) is facing east and the robot originally at (1,0) is facing 
west.  

Figure 1-34a:  Initial Situation 
 

Figure 1-34b:  Final Situation 
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1.14 The JButton constructor used in the FramePlay program uses a string 
as a parameter.  JFrame has a constructor that also has a string as a pa-
rameter.  What is the effect of replacing line 9 in the FramePlay pro-
gram on page 44 with  JFrame frame = new JFrame("Hello, 

world!");?  Answer the question by consulting the on-line documenta-
tion, then run the program to confirm your answer. 

1.15 The JTextArea class includes the services  setLineWrap and append.  
Read the on-line documentation to understand what they do and how to 
use them.  The parameter to append might be something like, "Hello, 
world!". 
a. Modify the FramePlay program so that it displays a short sentence 

such as, �I love Java�.  Note that the sentence appears as soon as the 
program runs;  it is not typed in by the user as shown in Figure 1-29. 

b. What happens if you use a much longer sentence? 
c. Use setLineWrap so that all the words in your longer sentence are 

displayed. 
1.16 Make a copy of the FramePlay program.  Add a new component, a 

JCheckBox.   
a. Run the program and describe the behavior of the new component. 
b. The JCheckBox constructor can take a string as a parameter, just like 

JButton.  What happens if you use the string �Send Mail�? 
1.17 Make a copy of the FramePlay program.  Make the frame about three 

times as wide and twice as tall.  Instead of adding a JButton and 
JTextArea, add a JColorChooser component.  Run the program to an-
swer the following questions: 
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52 Chapter 1 Programming With Objects 

a. What color results from a red value of 255, a green value of 255, and 
a blue value of 200 (255, 255, 200)? 

b. How is (255, 255, 0) different from (255, 255, 200)? 
c. What color is (255, 193, 0)?  
d. The RGB color model specifies the amount of red, green and blue to 

make up each color.  There are other models.  The HSB model speci-
fies the hue, saturation and brightness.  Find HSB values for a brown 
color that pleases you.  Which model is easiest for you to use?  Why? 

 



 

2 Extending Classes with Services 

2 
Author�s Do-List: 
• add a concept map 

 
 

Extending an existing class to do something new is the fundamen-
tal activity of object-oriented programming.  Sometimes an exist-
ing class already does almost all of what is needed � but not quite.  
For example, in the previous chapter, you may have found it pain-
ful to write karel.turnLeft() three times just to make the 
robot turn right.  Java makes extending classes to add related ser-
vices easy.   

Sometimes extending an existing class doesn�t make sense.  
The required functionality may not be related to any existing class, 
or a class may do some of what is needed, while other parts of it 
are inappropriate.  In these cases, we extend the class Object, a 
class which contains the minimal functionality expected of all Java 
classes. 

Chapter Objectives 
! To learn how to extend an existing class with new commands. 
! To learn how a method invocation is resolved by a particular method. 
! To learn how an extended class inherits services from its parent class. 
! To learn how to access and override services in the parent class. 
! To learn important stylistic conventions for Java programs. 
! To learn how to reuse code and how to package your own code for 

easy reuse. 
! To learn how to extend a graphical user interface component. 
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2.1 An Experiment 
Let�s try an experiment.  Find a watch or a clock with a second hand. Measure 
the number of seconds it takes you to understand the following program.  In 
particular, describe the path the robot takes, its final position and direction. 

Listing 2-1:  An experiment in understanding a longer program. 

 1 import becker.robots.*; 
 2  
 3 public class Longer extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  {  
 7   City austin = new City(); 
 8   Robot lisa = new Robot(austin, 2, 2, Directions.EAST); 
 9   CityFrame frame = new CityFrame(austin); 
 10  
 11   lisa.move(); 
 12   lisa.move(); 
 13   lisa.move(); 
 14   lisa.turnLeft(); 
 15   lisa.turnLeft(); 
 16   lisa.turnLeft(); 
 17   lisa.move(); 
 18   lisa.move(); 
 19   lisa.move(); 
 20   lisa.turnLeft(); 
 21   lisa.turnLeft(); 
 22   lisa.move(); 
 23   lisa.move(); 
 24   lisa.move(); 
 25   lisa.turnLeft(); 
 26   lisa.move(); 
 27   lisa.move(); 
 28   lisa.move(); 
 29   lisa.turnLeft(); 
 30   lisa.turnLeft(); 
 31  } 
 32 } 

 

Now, imagine that we had a new kind of robot with commands to turn 
around, turn right and move ahead three times. Time yourself again while you 
try to understand the program in Listing 2-2.  The robot in this program does 
something different.  How fast can you accurately figure out what? 

Find The Code:   
extend/experiment 
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Listing 2-2: An experiment in understanding a shorter program. 

 1 import becker.robots.*; 
 2  
 3 public class Shorter extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  { 
 7   City austin = new City(); 
 8   ExperimentRobot lisa =  
 9    new ExperimentRobot(austin, 3, 2, Directions.SOUTH); 
 10   CityFrame frame = new CityFrame(austin); 
 11  
 12   lisa.move3(); 
 13   lisa.turnRight(); 
 14   lisa.move3(); 
 15   lisa.turnAround(); 
 16   lisa.move3(); 
 17   lisa.turnLeft(); 
 18   lisa.move3(); 
 19   lisa.turnAround(); 
 20  } 
 21 } 

 

You probably found the second program easier � and faster � to read and 
understand.  A group of beginning Java programmers who performed the 
same experiment produced the results shown in Table 2-1. 

Table 2-1:  Results of an experiment in understanding programs. 

 
Program 

Minimum Time 
(seconds) 

Average Time 
(seconds) 

Maximum Time 
(seconds) 

Longer 12 87 360 
Shorter 10 46 120 

 
Why did we comprehend the second program faster?  We raised the level 

of abstraction; the language we used (turnAround, turnRight, move3) 
matches our thinking more closely than the first program.  Essentially, we 
created a more natural programming language for ourselves. 

Raising the level of abstraction with a language that matches our thinking 
has a number of benefits.   First, it makes it easier to write the program.  It�s 
easier for a programmer to think, �And then I want the robot to turn around� 
than to think, �The robot should turn around so I need to tell it to turn left 
and then turn left again.� We can think of a task such as turnAround, defer-
ring the definition of the task until later.  Abstraction allows us to concentrate 
on the big picture instead of getting stuck on low-level details. 

Find The Code:   
extend/experiment 

Key Idea:  Adapt your lan-
guage to express your 
ideas clearly and concisely. 
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56 Chapter 2 Extending Classes with Services 

Second, raising the level of abstraction allows us to understand programs 
better.  An instruction such as turnAround allows the programmer to express 
her intent.  Knowing the intent, we can better understand how this part of the 
program fits with the rest of the program.  It�s easier to be told that the pro-
grammer wants the robot to turn around than to infer it from two consecu-
tive turnLeft commands.  

Third, when we know the intent, it is easier to debug the program.  Figur-
ing out what went wrong when faced with a long sequence of service invoca-
tions is hard.  When we know the intent, we can first ask if the programmer is 
intending to do the correct thing, and then we can ask if the intent is imple-
mented correctly.  This task is much easier than facing the entire program at 
once and trying to infer the intent from individual service invocations. 

Fourth, we will find that extending the language makes it easier to modify 
the program.  With the intent more clearly communicated, it is easier to find 
the places in the program that need modification.   

Fifth, we can create commands that may be useful in other parts of the 
program, or even in other programs.  By reusing old services and creating 
new services that will be easy to reuse in the future, we can save ourselves 
effort.  We�re working smarter rather than harder, as the saying goes. 

In the next section, we will learn how to extend an existing class such as 
Robot to add new services such as turnAround.  And, of course, we�ll see 
that these ideas apply to all Java programs, not just those involving robots. 

2.2 Extending the Robot Class 
Let�s see how the new kind of robot used in Listing 2-2 was created.  What 
we want is a robot that can turn around, turn right, and move ahead three 
times � in addition to all the services provided by ordinary robots, such as 
turning left, picking things up and putting them down.  In terms of a class 
diagram, we want a robot class that corresponds to Figure 2-1. 

Looking Ahead:  The ideas 
of making software easier 
to understand, write, debug, 
reuse, and modify are im-
portant attributes of soft-
ware quality.  We will ex-
plore this further in Chapter 
11. 

Key Idea:  Work smarter by 
reusing code. 
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Writing the Robot class was a lot of work.  The class shown in Figure 2-1 
is almost the same as Robot � but not quite.  We would like a way to augment 
all that previous work rather than repeating it, similar to the camper shown in 
Figure 2-2.  

This vehicle has a number of features for people who enjoy camping: a 
bed in the pop-up top, a small sink and stove, a table, and so on.  Did the 
camper�s manufacturer design and build the entire vehicle just for the rela-
tively few customers who want such a vehicle for camping? No.  The manu-
facturer started with a simple cargo van and then added on the special options 

Figure 2-1: Class diagram for the new robot class, ExperimentRobot. 

ExperimentRobot
int avenue
int street
int direction
ThingList backpack
ExperimentRobot(City aCity, int anAvenue,

int aStreet, int aDirection)
void move()
void turnLeft()
void pickThing()
void putThing()
void turnAround()
void turnRight()
void move3()

 

Figure 2-2: A van extended to be a camper. 

 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

58 Chapter 2 Extending Classes with Services 

for camping.  The cargo van gave them the vehicle�s basic frame, engine, 
transmission, driver�s seat, instrument panel, and so on.  Using all this infra-
structure from an existing vehicle saved them a lot of work, so they could 
focus on the unique aspects required by a camper.  The same cargo van, by 
the way, is also extended in different ways to carry more passengers. 

Just as the camper manufacturer extended a van, we will extend Robot.  
Figure 2-3 shows a class diagram where ExperimentRobot extends Robot.  
Notice that the Robot class diagram is exactly the same as Figure 1-9 on page 
14.  The ExperimentRobot class diagram shows only the attributes and ser-
vices that are added to the Robot class.  In the case of an ExperimentRobot, 
only services are added; no attributes.  The hollow-tipped arrow between the 
two classes shows the relationship between them:  ExperimentRobot, at the 
tail of the arrow, extends Robot, at the head of the arrow. 

2.2.1 Language 
When communicating about extending a class, we say that the extended class 
is the superclass and the extending class is the subclass.  In this case, Robot is the 

Key Idea:  Start with some-
thing that does most of 
what you need.  Add to it 
and modify it to customize it 
for your particular use. 

Figure 2-3: A class diagram showing ExperimentRobot extending Robot. 

ExperimentRobot

ExperimentRobot(City aCity, int anAvenue,
int aStreet, int aDirection)

void turnAround()
void turnRight()
void move3()

Robot
int avenue
int street
int direction
ThingList backpack
Robot(City aCity, int anAvenue,

int aStreet, int aDirection)
void move()
void turnLeft()
void pickThing()
void putThing()
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superclass and ExperimentRobot is the subclass.  We might also say that 
ExperimentRobot inherits from Robot or that ExperimentRobot extends 
Robot. 

In a class diagram such as Figure 2-3, the superclass is generally shown 
above the subclass, and the arrow always points from the subclass to the su-
perclass. 

2.2.2 The Form of an Extended Class 
An extended class will look very familiar to you because you have already 
done it!  The programs we wrote in Chapter 1 are subclasses of the class 
Object.  That is, FirstExample, Escape, and FramePlay were all classes 
that extended a built-in class, Object.  What makes them somewhat different 
from what we are doing here is the special method named main, which is 
where the execution of a program begins. 

Compare the following class template with the Java Program pattern on 
page 39.  You will see a number of similarities.  

 
 1 import «importedPackage»; 
 2  
 3 public class «className» extends «superClass» 
 4 {  
 5  «list of attributes used by this class» 
 6  «list of constructors for this class» 
 7  «list of services provided by this class» 
 8 } 

 

The import statement is the same here as in the Java Program pattern.  
In line 3, we establish the relationship between the class we are writing and its 
superclass.  For an ExperimentRobot, «superClass» would be replaced 
with Robot. 

Lines 5, 6 and 7 of the code template are slots for attributes, constructors, 
and services.  In the next section, we will implement a constructor.  In the 
following sections, we will implement the services turnAround, turnRight, 
and move3.  We will not be adding attributes to our classes until Chapter 5.  
Until then, we will use only the attributes inherited from the superclass. 

2.2.3 Implementing the Constructor 
The purpose of the constructor is to initialize each object that is constructed.  
That is, when the statement Robot karel = new Robot(austin, 1, 1, 
Directions.SOUTH) is executed, the constructor for the Robot class ensures 
that the attributes avenue, street, direction, and backpack are all given 
appropriate values.  

 
Java Class 
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60 Chapter 2 Extending Classes with Services 

We are not adding any attributes to the ExperimentRobot.  So what is 
there to initialize?  Is a constructor necessary?  Yes. Because Experiment-
Robot extends the Robot class, each ExperimentRobot object can be visual-
ized as having a Robot object inside of it (see Figure 2-4).  We need to ensure 
that the Robot-inside-the-ExperimentRobot object is correctly initialized 
with appropriate values for avenue, street, direction, and backpack.   

The constructor for ExperimentRobot is only four lines long � three if 
all the parameters fit on the same line: 

 
 1 public ExperimentRobot(City theCity, int avenue,  
 2       int street, int direction) 
 3 { super(theCity, avenue, street, direction); 
 4 } 

 

Line 3 initializes the Robot-inside-the-ExperimentRobot object with a 
City and an initial avenue, street, and direction.  The superclasses� construc-
tor automatically initializes the number of things in its backpack to 0.  You 
would think that it would simply call the constructor of the superclass with  

Figure 2-4:  Visualizing an ExperimentRobot as containing a Robot. 

ExperimentRobot
Robot

int avenue
int street
int direction
ThingList backpack
Robot(City aCity, int anAvenue,

int aStreet, int aDirection)
void move()
void turnLeft()
void pickThing()
void putThing()

ExperimentRobot(City aCity, int anAvenue,
int aStreet, int aDirection)

void turnAround()
void turnRight()
void move3()
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Robot(theCity, avenue, street, direction); 
 

but for whatever reason, the designers of Java chose to use a keyword, super, 
instead.  The effect is just the same as you would expect from using Robot. 

Notice that the parameter list to ExperimentRobot matches the parame-
ter list to the Robot constructor in the class diagram in Figure 2-3.  Notice 
further that the same names are used in the call to super.  When we say 

 
ExperimentRobot lisa =  
 new ExperimentRobot(austin, 3, 2, Directions.SOUTH); 
 

this naming mechanism passes on the values austin, 3, 2, and 
Directions.SOUTH to wherever the names theCity, avenue, street, or 
direction are used within the constructor. 

Two other details about the constructor are that it must have the same 
name as the class and it does not have a return type � not even void.   If a 
constructor is accidentally given a name different from the class, the compiler 
will think it is a method without a return type, and will issue a compile-time 
error.  If a constructor is accidentally given a return type, the compiler will 
think it is a method, and may not give an error until a client tries to use the 
constructor.  Then the compiler will complain that it can�t find it � because 
the constructor is being interpreted as a method. 

Listing 2-3 contains the first steps in defining the ExperimentRobot 
class.  It has a number of the template slots filled in, including the package 
name, imported classes, the class name and the extended classes� name.  It 
also includes a constructor, but none of the new services.  Just like the classes 
we wrote in Chapter 1, this class should be placed in its own file that is named 
ExperimentRobot.java. 

Listing 2-3:  The ExperimentRobot class with a constructor but no services. 

 1 import becker.robots.*; 
 2  
 3 public class ExperimentRobot extends Robot 
 4 {  
 5  public ExperimentRobot(City aCity, int anAvenue,  
 6            int aStreet, int aDirection) 
 7  { super(aCity, anAvenue, aStreet, aDirection); 
 8  } 
 9 } 

 

With this modest beginning, we can write a program that includes the 
statement 

Looking Ahead:  In Section 
2.6 we will see another use 
for the keyword super. 

Looking Ahead:  We will 
explore parameters further 
in Section 6.1.3 in the con-
text of writing services with 
parameters. 

Find The Code:   
extend/experiment 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

62 Chapter 2 Extending Classes with Services 

 
ExperimentRobot lisa = new ExperimentRobot(austin,  
           3, 2, Directions.SOUTH); 
 

The robot lisa can do all things any normal robot can do.  lisa can move, 
turn left, pick things up and put them down again.  It is a Robot object and 
has inherited all those services from the Robot class.  It cannot yet respond to 
the messages turnAround, turnRight, or move3. 

2.2.4 Adding a Service 
A service is an idea such as �turn around.� To actually implement this idea, 
we add a method to the class, which contains code to carry out the idea.  When 
we want a robot to turn around, we send a message to the robot naming the 
turnAround service.  This message causes the code in the corresponding 
method to be executed.   

An analogy may help distinguish these three concepts.  Every child can 
eat.  This is a service provided by the child.  It is something the child can do.  
A message from a parent, �Come and eat your supper.�, causes the child to 
perform the service of eating.  The particular method the child uses to eat, 
however, depends on the instructions he or she has received while growing 
up.  The child may use chopsticks, or a fork, or both a fork and a knife, and 
so on.  The idea (eating) is the service.  The message (�eat your supper�) 
causes the service to be performed.  How the service is performed (chop-
sticks, fork, and so on), is determined by the instructions in the method.  

The service turnAround may be added to the ExperimentRobot class by 
inserting the following method between lines 8 and 9 in Listing 2-3: 

 
public void turnAround() 
{ this.turnLeft(); 
 this.turnLeft(); 
} 
 

Now the robot lisa can respond to the turnAround message.  When a client 
says lisa.turnAround();, the robot will know that turnAround is defined 
as turning left twice, once for each turnLeft command in the body of 
turnAround. 

Flow of Control 
Recall the Sequential Execution pattern from page 38.  It says that each state-
ment is executed, one after another.  Each statement finishes before the next 
one in the sequence begins.  So what happens when a program uses 
lisa.turnAround();? We break out of the Sequential Execution pattern! 
The flow of control does not (yet) go to the next statement.  First it goes to 
the statements contained in turnAround, as illustrated in Figure 2-5.  

Key Idea:  A class with only 
a constructor, like Listing 
2-3, is complete and can be 
used in a program.  It just 
doesn�t add any new ser-
vices. 

Key Idea:   Services are 
ideas.  Methods contain 
code to implement the idea.  
Services are invoked with a 
message.  The object re-
sponds by executing a 
method. 

Parameterless Com-
mand 

Looking Back:  Flow of 
control was first discussed 
on page 39.  Each flow of 
control threads statements 
together, one after another, 
in sequence. 
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When main sends the message lisa.turnAround(), Java finds the defi-
nition of turnAround and executes each of the statements it contains.  It 
then returns to the statement following lisa.turnAround().  Whenever a 
message is sent to an object, this same pattern is followed: 
! The method implementing the named service is found. 
! The statements contained in the method are executed.  Unless told 

otherwise, the statements are executed sequentially according to the 
Sequential Execution pattern. 

! Flow of control returns to the statement following the statement that 
sent the message. 

Look again at Figure 2-5.  This same pattern is followed when lisa is 
sent the move message, although we don�t know what the statements in the 
move method are, and so they are not shown in the figure.  Similarly, when 
turnAround is executed, each turnLeft message it sends follows the same 
pattern:  Java finds the method implementing turnLeft, executes the state-
ments it contains, and then it returns, ready to execute the next statement in 
turnAround. 

When we are considering only main, the Sequential Execution pattern 
still holds.  When we look only at turnAround, the Sequential Execution pat-
tern holds there, too.  But when we look at a method together with the meth-
ods it invokes, we see that the Sequential Execution pattern does not hold.  
The flow of control jumps from one place in the program to another � but 
always in an orderly and predictable manner. 

The Implicit Parameter: this 
In previous discussions, we have said that parameters provide information 
necessary for a method or constructor to do its job.  Since turnAround has 
no parameters, we might conclude that it doesn�t need any information to do 
its job.  That conclusion is not correct. 

One vital piece of information turnAround needs is which robot it 
should turn around.  When a client says lisa.turnAround(), the method 
must turn lisa around, and if a client says collectorBot.turnAround(), 

Figure 2-5:  Flow of control when executing methods. 

public ... main(...)
{  ...
  lisa.turnAround();
  lisa.move();
  ...

}

public void turnAround()
{  this.turnLeft();
   this.turnLeft();
}
public void move()
{   ...
}
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64 Chapter 2 Extending Classes with Services 

the method must turn collectorBot around.  Clearly the method must 
know which object it is to act upon! 

This piece of information is needed so often and is so vital that the de-
signers of Java made accessing it extremely easy for programmers.  Whenever 
a method is invoked with the pattern «object».«method»(…), «object» 
becomes an implicit parameter to «method».  The implicit parameter is the ob-
ject receiving the message.  In the case of lisa.turnAround(), the implicit 
parameter is lisa, and for collectorBot.turnAround(), the implicit pa-
rameter is collectorBot. 

The implicit parameter is accessed within a method with the keyword 
this.  The statement this.turnLeft() means that the same robot that 
called turnAround will be instructed to turn left.  If the client said 
lisa.turnAround(), then lisa will be the implicit parameter and 
this.turnLeft() will instruct lisa to turn left. 

Public and void Keywords 
There are two remaining keywords in the method definition: public and 
void.  The keyword public simply says that this method is available for any 
client to use.  In Section 3.6, we will learn about situations where we might 
want to prevent some clients from using certain methods.  Then, we will use a 
different keyword. 

The keyword void distinguishes a command from a query.  Its presence 
tells us that turnAround does not return any information to the client. 

2.2.5 Implementing move3 
The move3 method is very similar to turnAround, except that we want the 
robot to move forward three times.  The complete method follows.  Like 
turnAround, it is placed inside the class, but outside of any constructor or 
method. 

 
public void move3() 
{ this.move(); 
 this.move(); 
 this.move(); 
} 
 

As with turnAround, we want the same robot that is executing move3 to 
do the moving.  We therefore use the keyword this to specify which object 
receives the move messages. 

Looking Ahead:  What if we 
also need methods to move 
ahead 5, 8 and 50?  Do we 
need three more methods?  
No.  Eventually we will 
learn how to write a method 
with a parameter so we can 
say lisa.move(50) � or 
any other distance. 

Parameterless Com-
mand 
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2.2.6 Implementing turnRight 
To tell a robot to turn right, we could say �turn left, turn left, turn left.� We 
could also say �turn around, then turn left.� Both work.  The first approach 
results in the following method: 

 
public void turnRight() 
{ this.turnLeft(); 
 this.turnLeft(); 
 this.turnLeft(); 
} 
 

The second approach is more interesting, resulting in this method: 
 
public void turnRight() 
{ this.turnAround(); 
 this.turnLeft(); 
} 
 

The second version works by asking the ExperimentRobot object to 
execute one of its own methods, turnAround.  So robot finds the definition 
of turnAround and executes it (that is, it turns left twice just as the definition 
of turnAround says it should).  When it has finished executing turnAround, 
it is told to turnLeft one more time.  The robot has then turned left three 
times, as desired. 

This discussion completes the ExperimentRobot class.  The entire pro-
gram is shown in Listing 2-4. 

 
Parameterless Com-
mand 

Key Idea:  An object can 
send messages to itself, 
invoking its own methods. 

Looking Ahead:  Methods 
calling other methods is a 
core idea of Stepwise Re-
finement, the topic of the 
next chapter. 
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66 Chapter 2 Extending Classes with Services 

Listing 2-4:  The complete listing for ExperimentRobot. 

 1 import becker.robots.*; 
 2  
 3 // A new kind of robot which can turn around, turn right and move forward 
 4 // three intersections at a time. 
 5 // author: Byron Weber Becker 
 6 public class ExperimentRobot extends Robot 
 7 { 
 8  // Construct a new ExperimentRobot. 
 9  public ExperimentRobot(City theCity, int avenue,  
 10        int street, int direction) 
 11  { super(theCity, avenue, street, direction); 
 12  } 
 13  
 14  //Turn the robot around so it faces the opposite direction.  
 15  public void turnAround() 
 16  { this.turnLeft(); 
 17   this.turnLeft(); 
 18  } 
 19  
 20  //Move the robot forward three times. 
 21  public void move3() 
 22  { this.move(); 
 23   this.move(); 
 24   this.move(); 
 25  } 
 26  
 27  //Turn the robot 90 degrees to the right by turning around and then left by 90 degrees. 
 28  public void turnRight() 
 29  { this.turnAround(); 
 30   this.turnLeft(); 
 31  } 
 32 } 

 

2.2.7 RobotSE 
It is easy to imagine other programs requiring robots that can turn around 
and turn right.  FirstExample (page 20) could have used turnRight in one 
place, while Escape (page 26) could have used it twice.  Several of the prob-
lems at the end of Chapter 1 could have used either turnAround or 
turnRight or both. 

Find The Code:   
extend/experiment 
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When we write methods that are applicable to more than one problem, it 
is a good idea to add that method to a class where it can be easily reused.  The 
becker library has a class containing commonly used extensions to Robot, 
including turnRight and turnAround.  It�s called RobotSE, short for �Robot 
Special Edition.�  In the future, you may want to extend RobotSE instead of 
Robot so that you can easily use these additional methods. 

2.3 Another Example 
Robot is not the only class that can be extended.  For example, City can be 
extended to provide services that places several walls or other things.  At the 
end of this chapter you will find that graphical user interface components can 
be extended to do new things as well.  In fact, every class can be extended 
unless the programmer has taken specific steps to prevent extension. 

To demonstrate extending a class other than Robot, let�s extend Thing to 
create a Lamp class.  Lamp objects will have two services, one to turn them 
�on� and another to turn them �off.�  When a lamp is �on� it will display 
itself with a soft yellow circle and when it is �off� it will display itself with a 
black circle.  Because Lamp extends Thing, lamps will behave like things � 
robots can pick them up, move them, and put them down again. 

2.3.1 Implementing a Simple Lamp Object 
Our experience with extending Robot has taught us that to extend a class we 
need to 
! use the class and extends keywords to specify the classes� name 

and the name of the class it extends (page 59). 
! write a constructor that will initialize the superclass appropriately 

(page 60). 
! write a method implementing each of services offered by the class 

(page 62). 
Knowing these three things, we can write the beginnings of our Lamp 

class as shown in Listing 2-5.  We still need to replace each ellipsis (�) with 
additional Java code. 

Looking Ahead:  You don�t 
have to wait for someone 
else to put useful methods 
in a package.  It�s easy to 
build your own package of 
useful classes.  We�ll see 
how in Chapter 8. 
 
Looking Ahead:  The 
turnRight method in 
RobotSE actually turns 
right instead of turning left 
three times.  Page 140 
explains how. 

Java Class 
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68 Chapter 2 Extending Classes with Services 

Listing 2-5:  The beginnings of a Lamp class. 

 1 import becker.robots.*; 
 2  
 3 public class Lamp extends Thing 
 4 {  
 5  // construct a new lamp object 
 6  public Lamp(...) 
 7  { super(...); 
 8  } 
 9  
 10  // turn the lamp on 
 11  public void turnOn() 
 12  { ...  
 13  } 
 14  
 15  // turn the lamp off 
 16  public void turnOff() 
 17  { ... 
 18  } 
 19 } 

 

Implementing the Constructor 
The Lamp constructor must ensure that the attributes in  its superclass, Thing, 
are completely initialized when a lamp is created.  Recall that this initialization 
is done by calling one of the constructors in the Thing class using the key-
word super.  The parameters passed to super should match the parameters 
of a constructor in the superclass.  Consulting the documentation for Thing 
confirms that one of the constructors requires a city, initial avenue and initial 
street as parameters.  As with the ExperimentRobot class, this information 
will come via the parameters to Lamp.  Putting all this together, lines 6, 7 and 
8 in Listing 2-5 should be replaced with the following: 

 
public Lamp(City aCity, int initAvenue, int initStreet) 
{ super(aCity, initAvenue, initStreet); 
} 

Implementing turnOn and turnOff 
When the turnOn service is invoked, the lamp should display itself as a soft 
yellow circle.  How can we do this?  Everything in the robot world � robots, 
things, flashers, intersections � are displayed with icons.  By changing the icon 
we change the appearance of an object in the robot world.  For example, the 
following few lines of code would make a Thing object look like a Wall: 

Find The Code:   
extend/extendThing 

Constructor 
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Thing deceptiveThing = new Thing(aCityObject, 3, 4); 
WallIcon anIcon = new WallIcon(); 
deceptiveThing.setIcon(anIcon); 
 

We can use the same principle inside the turnOn method.  When the 
method is invoked, we will create an icon that displays a soft yellow circle and 
then call the  setIcon method located in the lamp�s superclass. 

Scanning the robot documentation, we see a number of classes that in-
clude the word �Icon� such as RobotIcon, ShapeIcon, WallIcon, 
FlasherIcon, and CircleIcon.  The last one sounds promising.  According 
to the documentation, however, constructing a CircleIcon requires a Color 
object.  We�ll need a Color object before we construct the CircleIcon object. 

In summary, to change the appearance of our Lamp we must  
 
create a Color object named “onColor” 
create a CircleIcon named “onIcon” using “onColor” 
call setIcon to replace this lamp’s current icon with “onIcon” 
 
Converting these steps to Java and inserting them in the turnOn method 

results in the following five lines of code: 
 
public void turnOn() 
{ Color onColor = new Color(255, 255, 200); 
 CircleIcon onIcon = new CircleIcon(onColor); 
 this.setIcon(onIcon); 
} 

 
The turnOff method is identical except that onColor and onIcon 

should be appropriately named offColor and offIcon, and offColor 
should be constructed with new Color(0, 0, 0). 

Complete Implementation and Main Method 
With these pieces, we can put together the code for the entire class;  see 
Listing 2-6.  A short test program that uses the Lamp class follows in Listing 
2-7.  It instantiates two Lamp objects, turning one on and turning one off.  A 
robot then picks one up and moves it to a new location. 

This example illustrates that many classes can be extended, not just the 
Robot class.  To extend a class,  
! create a new class that names the superclass you want to extend.  In 

this example the superclass was Thing;  in the first example the su-
perclass was Robot. 

Looking Back:  The first two 
lines of code use the Object 
Instantiation pattern dis-
cussed on page 37. 

Looking Back:  Finding 
robot documentation was 
discussed on page 34. 

Looking Back:  Defining 
colors was discussed on 
page 44.  Color(255, 
255, 200) is a soft yel-
lowish color. 

 
Parameterless Com-
mand 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

70 Chapter 2 Extending Classes with Services 

! create a constructor for the new class that has the same name as the 
class.  Make sure it calls super with parameters appropriate for one 
of the constructors in the superclass. 

! add a method for each of the services the new class should offer. 
 

Listing 2-6:  The Lamp class. 

 1 import becker.robots.*; 
 2 import java.awt.Color; 
 3  
 4 public class Lamp extends Thing 
 5 { 
 6  // construct a new lamp object 
 7  public Lamp(City theCity, int avenue, int street) 
 8  { super(theCity, avenue, street); 
 9  } 
 10  
 11  // turn the lamp on 
 12  public void turnOn() 
 13  { Color onColor = new Color(255, 255, 0); 
 14   CircleIcon onIcon = new CircleIcon(onColor); 
 15   this.setIcon(onIcon); 
 16  } 
 17  
 18  // turn the lamp off 
 19  public void turnOff() 
 20  { Color offColor = new Color(0, 0, 0); 
 21   CircleIcon offIcon = new CircleIcon(offColor); 
 22   this.setIcon(offIcon); 
 23  } 
 24 } 

 

 

Find The Code:   
extend/extendThing 
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Listing 2-7:  A main method for a program which uses the Lamp class. 

 1 import becker.robots.*; 
 2  
 3 public class Main extends Object 
 4 { 
 5    public static void main(String[] args) 
 6    { // Construct the initial situation   
 7    City prague = new City(); 
 8       Lamp lamp1 = new Lamp(prague, 1, 0); 
 9       Lamp lamp2 = new Lamp(prague, 1, 1); 
 10       Thing t = new Thing(prague, 1, 2); 
 11       Robot r = new Robot(prague, 0, 0, Directions.EAST); 
 12       CityFrame frame = new CityFrame(prague); 
 13  
 14    // turn one lamp on and the other off 
 15       lamp1.turnOn(); 
 16       lamp2.turnOff(); 
 17  
 18       // use the robot to move one of the lamps 
 19       r.move(); 
 20       r.pickThing(); 
 21       r.turnLeft(); 
 22       r.turnLeft(); 
 23       r.turnLeft(); 
 24       r.move(); 
 25       r.putThing(); 
 26       r.move(); 
 27       r.move(); 
 28    } 
 29 } 

 

Figure 2-6 shows the initial situation, after lines 7-16 have been executed.  
Figure 2-7 shows the result after lines 19-27 have been executed.  Both Lamp 
objects are on the same intersection.  The lamp that is �on� is simply cover-
ing up the lamp that is �off.� 

Find The Code:   
extend/extendThing 
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72 Chapter 2 Extending Classes with Services 

Figure 2-6:  The initial situation. 
 

Figure 2-7:  The final situation. 
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2.3.2 Completely Initializing Lamps 
In Listing 2-7, the main method instantiates two Lamp objects in lines 8 and 9, 
and then explicitly turns one on and one off in lines 15 and 16.  Suppose that 
these two lines were omitted, so that the lamps were turned neither on nor 
off explicitly.  How would they appear?  Unfortunately, they would appear 
just like any other Thing � as a medium-sized, bright yellow circle.  It seems 
wrong that a Lamp object should appear to be a Thing just because the client 
forgot to explicitly turn it on or off. 

The problem, of course, is that the Lamp constructor did not completely 
initialize the object.  A complete initialization for a lamp not only calls super 
to initialize the superclass, it also sets the icon so the lamp appears to be ei-
ther on or off. 

A constructor can execute statements other than the call to super.  It 
could, for instance, call setIcon.  But to follow the Service Invocation pat-
tern of «object».«serviceName»(…), we need to have an object.  The ob-
ject we want is the object the constructor is now creating.   

The methods we have written often use the implicit parameter, this, to 
refer to the object executing the method.  The implicit parameter, this, is 
also available within the constructor.  It refers to the object being con-
structed.  We can write this.setIcon(…); within the constructor.  Think of 
this as referring to this object, the one being constructed. 

The new version of the constructor is then as follows.  It initializes the 
superclass with the call to super, and then finishes the initialization by replac-
ing the icon with a new one.  

Looking Back:  The implicit 
parameter was discussed in 
more depth on page 63.  
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 1 public Lamp(City aCity, int anAvenue, int aStreet) 
 2 { super(aCity, anAvenue, aStreet); 
 3  Color offColor = new Color(0, 0, 0); 
 4  CircleIcon offIcon = new CircleIcon(offColor); 
 5  this.setIcon(offIcon); 
 6 } 

 

You may recognize lines 3-5 as being identical to the body of turnOff.  
Do we really need to type in the code twice, and then fix it twice if we dis-
cover a bug or want to change how a Lamp looks when it is off?  No.  Recall 
that an object can call its own methods.  We saw this concept when 
ExperimentRobot called turnAround from the turnRight method.  Simi-
larly, the constructor can call turnOff directly, a much better solution. 

 
 1 public Lamp(City aCity, int anAvenue, int aStreet) 
 2 { super(aCity, anAvenue, aStreet); 
 3  this.turnOff(); 
 4 } 

 

2.3.3 Fine-Tuning the Lamp Class (Optional) 
The Lamp class can be fine-tuned in several ways to be more visually pleasing. 

Changing the Size of an Icon 
It may bother your esthetic sense that a turned-off Lamp appears just as large 
as the yellow �light� given off by a lamp that is on.  It�s also a little weird to 
have a lamp represented by an icon that is as large as an intersection.  Lamps 
aren�t really that big! 

The answer, of course, is to find a way to make a smaller icon.  The 
documentation to CircleIcon actually includes two constructors, one that 
takes a single parameter and another that takes two.  The two-parameter ver-
sion takes a Color object and a number between 0.0 and 1.0 for the size of 
the icon.  A value of 1.0 makes it full-size, while 0.5 makes it half-size.  The 
size must be larger than 0.0. 

With this knowledge, let�s change turnOff to make a smaller icon: 
 
 public void turnOff() 
 { Color offColor = new Color(0, 0, 0); 
  CircleIcon offIcon = new CircleIcon(offColor, 0.25); 
  this.setIcon(offIcon); 
 } 
 

The only change in this code, compared to Listing 2-6, is to add the extra 
parameter to the constructor for CircleIcon. 

Constructor 

Looking Ahead:  When two 
or more constructors or 
methods have the same 
name but different parame-
ter lists it�s called �overload-
ing�.  More when we dis-
cuss parameters in Chapter 
5. 

Parameterless Com-
mand 
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74 Chapter 2 Extending Classes with Services 

Transparent Colors 
Finally, wouldn�t it be cool if the �light� from a lamp let the intersection show 
through?  With a real intersection, after all, the light from a lamp would not 
hide what�s there.  With the previous change to turnOff and a small change 
to turnOn, the initial situation will look like Figure 2-9 instead of Figure 2-8.  
Unfortunately, the difference is not as striking in black and white as it is on-
screen in full color. 

The simple change to obtain a transparent color is to again use a different 
constructor.  The Color class has a total of seven constructors.  The con-
structor we have been using takes three values � one each for the red, blue 
and green components of a color.  There is also a constructor that takes these 
three, plus a fourth value representing the transparency of the color � how 
much of what is beneath shows through.  A value of 0 is completely transpar-
ent � the color won�t even show.  A value of 255 is completely opaque � 
nothing from underneath would show through.  In this case, a value of about 
150 works well.  The new version of turnOn follows. 

 
 public void turnOn() 
 { Color onColor = new Color(255, 255, 200, 150); 
  CircleIcon onIcon = new CircleIcon(onColor, 0.75); 
  this.setIcon(onIcon); 
 } 

2.3.4 Other Subclasses of Thing 
The becker.robots package includes several subclasses of Thing that have 
already been defined.  They are really no different from Lamp, except that 
someone else did the programming, and they have been put into the 
becker.robots package. 

One subclass of Thing is called Flasher.  It represents the flashing lights 
used by road maintenance crews to mark hazards.  It�s like a Lamp except that 

Figure 2-8:  The original initial situation. 
 

Figure 2-9:  The new initial situation. 
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when it is turned on, it flashes.  An example is shown in Figure 2-10.  The 
flasher at the origin is �on.�  The flasher beside it is �off.� 

Another provided subclass of Thing is Streetlight.  Two instances are 
shown at (1,2) and (2,2).  Like walls, streetlights can occupy different posi-
tions on an intersection.  These streetlights occupy the southwest and north-
west corners of their respective intersections.  They were created with  

 
Streetlight sLight1 =  
   new Streetlight(prague, 1, 2, Directions.SOUTHWEST); 
Streetlight sLight2 =  
   new Streetlight(prague, 2, 2, Directions.NORTHWEST); 
 

Another similarity to walls is that streetlights cannot be picked up and 
carried by robots.  One of the constructors to Thing includes a parameter 
which controls whether or not robots can pick the thing up;  the 
Streetlight constructor makes use of that feature. 

The streetlights shown in Figure 2-10 are �on�.  Streetlights that are �off� 
show only the �pole� in the corner of the intersection.  An intersection may 
have more than one streetlight. 

2.4 Style  
As programs become more complex, presenting them clearly to anyone who 
reads them (including ourselves) becomes vitally important.  Attention to 
presentation, choosing names wisely, indenting, and commenting code all 
contribute greatly to a program�s clarity.  You should form these habits now;  
the payoff will come later as your programs grow in complexity. 

Figure 2-10:  The appearance of Flashers and Streetlights. 

0 1 2

0

1

2

 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

76 Chapter 2 Extending Classes with Services 

2.4.1 Whitespace and Indentation 
Whitespace is the empty space between the symbols in a program.  The Java 
compiler ignores whitespace, but its presence (or absence) is very important 
to people reading the program.  Consider the program in Listing 2-8.  It is 
identical to the ExperimentRobot class in Listing 2-4, except that the 
whitespace has been removed.  Both classes execute in exactly the same way, 
but one is considerably easier to read and understand than the other. 

Listing 2-8:  A class without whitespace. 

 1 import becker.robots.*; public class ExperimentRobot  
 2 extends Robot { public ExperimentRobot(City theCity, int  
 3 avenue, int street, int direction){ super(theCity,  
 4 avenue, street, direction);} public void turnAround(){  
 5 this.turnLeft(); this.turnLeft();} public void  
 6 move3(){this.move();this.move(); this.move();} public void  
 7 turnRight(){this.turnAround();this.turnLeft();}} 

 

The following recommendations concerning whitespace are considered 
good programming practice: 
! Begin each statement on a new line. 
! Include at least one blank line between blocks of code with different 

purposes.  For instance, Listing 1-2 on page 26 includes blank lines 
between the statements that construct the required objects and the 
statements that direct the robot mark out of the road block.  There is 
another blank line between the instructions to mark and the instruc-
tions to ann. 

! Line up curly braces so that the closing brace is directly beneath the 
opening brace. 

! Indent everything inside a pair of braces by three spaces. 
Many conventions exist for indenting programs and lining up braces.  

None of them are �right� or �wrong�.  They are subject to personal prefer-
ence, and people may have reasons to support their preferences.  I like this 
style because I find it easy to ensure that braces match.  Also, putting the first 
statement on the same line as the opening brace makes the listing very read-
able, yet compact, fitting more of the program onto a printed page or your 
computer�s monitor. 

Nevertheless, your instructor or future employer may have other conven-
tions, complete with reasons to support their preference.  As an employee (or 
student), you will need to accommodate their preferences. 
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2.4.2 Identifiers 
The symbols which make up a Java program are divided into three groups:  
special symbols, reserved words, and identifiers.  Special symbols include the 
braces { and }, periods, semi-colons, and parentheses.  Reserved words, also 
called keywords, have a special meaning to the compiler.  They include class, 
package, import, public, and int.  A complete list of reserved words is 
shown in Figure 2-11.  Finally, identifiers are names:  the names of variables 
(karel), the names of classes  (Robot), the names of services (move), and the 
names of packages (becker.robots). 

Programmers have lots of choice in the names they use as identifiers.  
Wise choices make a program much easier to read and understand, thereby 
increasing the likelihood that it is correct.  Programs that use well chosen 
identifiers need much less documentation because the identifiers are self-
documenting. 

A well-chosen identifier will clearly indicate the purpose of the thing it 
names.  It is better to name a class Robot than R, for instance.  Naming an 
icon onIcon is much better than on or icon or even just i.  

Balanced with the need for a clear intent are readability and brevity for 
the sake of the person who must type the name over and over.  Naming a 
robot robotThatMovesTheThingFrom2_1To3_2 is clearly overkill! 

Most Java programmers use existing conventions when naming parts of 
their program.  The name of a class, for instance, should be a descriptive, sin-
gular noun like Robot, Wall, or Lamp.  Class names begin with an uppercase 
letter followed by lowercase letters.  If the name is composed of two or more 
words, such as CityFrame, then capitalize each word. 

The name of a variable should be a descriptive noun or noun phrase:  
warningLamp, westWall, or a robot named collectorRobot in a program 
where lots of things are collected.  The variable name should describe what 

Figure 2-11:  Java reserved words.  const and goto are reserved but not currently used. 

abstract 
assert 
boolean 
break 
byte 
case 
catch 
char 
class 
const 
continue 
default 
do 

double 
else 
extends 
false 
final 
finally 
float 
for 
goto 
if 
implements 
import 
instanceof 

int 
interface 
long 
native 
new 
null 
package 
private 
protected 
public 
return 
short 
static 

strictfp 
super 
switch 
synchronized 
this 
throw 
throws 
transient 
true 
try 
void 
volatile 
while 

 

Key Idea:  A name should 
clearly reveal the purpose 
of what it names. 

Key Idea:  Naming conven-
tions make it easier to rec-
ognize what an identifier is. 
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78 Chapter 2 Extending Classes with Services 

the variable represents.  A variable name begins with a lowercase letter.  
Names composed of more than one word should have the first letter of each 
subsequent word capitalized, as in collectorRobot.  Variable names may 
also contain digits and underscores after the first letter, but not spaces or tabs 
or punctuation. 

A method name should be a verb or verb phrase that describes what the 
method does.  Like a variable name, a method name begins with a lowercase 
letter.  Names composed of two or more words have the subsequent words 
capitalized.  Examples we have seen so far include move, turnLeft, 
turnAround, and setBackground.  Note that setBackground might be 
more aptly named setBackgroundColor. 

Package names are similar to variable names.  The name itself should be a 
noun or noun phrase describing the purpose of the classes it contains.  Pack-
age names begin with lowercase letters and embedded words, other than the 
first, are capitalized.  Packages and their subpackages are separated with peri-
ods. 

Capitalization matters in identifiers.  westWall is not the same as 
westwall.  The Java compiler will notice the difference between the upper-
case W and the lowercase w � even if we don�t � and will treat them as two 
different identifiers. 

 

Figure 2-12:  A summary of naming conventions. 

Identifier Conventions Examples 

Variable A descriptive noun or noun phrase, beginning with  a lower case 
letter.  If the name is composed of several words, each word, except 
the first, begins with a capital letter. 

karel 
newYorkCity 

Class A descriptive, singular, noun, beginning with an uppercase letter.  
Subsequent characters are lower case letters, except for capitalizing 
the first letter of words.   

Robot 
Lamp 
CityFrame 

Method A descriptive verb or verb phrase, beginning with a lower case let-
ter.  If the method name is composed of several words, each word, 
except the first, begins with a capital letter. 

move 
pickThing 
isBesideThing 
setBounds 

Package A descriptive noun or noun phrase, beginning with a lower case 
letter.  Packages and subpackages are separated with periods.  

becker.robots 
javax.swing 
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2.4.3 Comments 
Comments are annotations inserted by the programmer to help others under-
stand how to use the code she is writing, how it works, or how to modify it.  
The comments help establish the proper mindset in the reader so that he can 
more quickly understand the code.  Comments are for humans;  they do not 
affect the execution of the program.  In this way, they are like whitespace. 

You should complete comments as you write the code, when the things 
that should be documented are freshest in your mind.  And, if comments are 
left until the end, they almost never get written.  It�s just too tempting to 
move on to other things. 

Java has three different kinds of comments: single-line comments, multi-
line comments, and documentation comments.   

Single-Line Comments 
A single-line comment begins with two consecutive slashes and extends to the 
end of the line.  Single-line comments have already been used in the programs 
in Chapter 1 to document the purpose of a block of code.  For example,  

 
// mark escapes the roadblock 
mark.turnLeft(); 
mark.turnLeft(); 
mark.turnLeft(); 
mark.move(); 
mark.turnLeft(); 
mark.move(); 
 

The comment explains the intent of the code; it does not repeat how the code 
works.  A reader may then consider a) whether the intent is appropriate at this 
point in the program, and b) whether the code correctly carries out the intent. 

It is also possible to place a comment on the same line as the code.  This 
is less useful, because usually a comment should be broad enough to cover 
several lines of code.  One example where we have already used this form is 
from the FramePlay program in Chapter 1: 

 
import javax.swing.*; // use JFrame, JPanel, JButton, JTextArea 
 

Multi-Line Comments 
Sometimes you have more to say than will fit on a single line.  In this case, 
consider using a multi-line comment.  A multi-line comment begins with /* and 
extends, possibly over many lines, until the next */.  For example,  

 

Key Idea:  Comments do 
not affect the execution of 
the program. 
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80 Chapter 2 Extending Classes with Services 

/* Set up the initial situation to match the figure given for problem 5.   
    It consists of eight walls positioned to form a 2x2 square. 
*/ 

 

Such a comment should go immediately before the first line of code that im-
plements what is described. 

Another use of a multi-line comment is to temporarily remove some lines 
of code, perhaps so another approach can be tested without losing previous 
work.  For example, in Section 2.2.6 on page 65, we explored two different 
ways to implement turnRight.  The programmer could have started out with 
the solution that uses turnLeft three times.  Perhaps she then thought of the 
other solution, which turns around first.  If she wasn�t quite sure the second 
solution would work, her code might have looked like this: 

 
public void turnRight() 
{ /* 
 this.turnLeft(); 
 this.turnLeft(); 
 this.turnLeft(); 
 */ 
 this.turnAround(); 
 this.turnLeft(); 
} 
 

This practice is called commenting out code.  One of the consequences of us-
ing the next */ to end a comment is that a comment can not include a com-
ment.  That is, you can�t comment out multi-line comments.  For this reason, 
some programmers reserve multi-line comments for commenting out code, 
using single-line comments for actual annotations. 

Documentation Comments 
Single-line and multi-line comments are directed at people reading the code.  
They explain the intent of the code.  Documentation comments are used to gener-
ate the documentation we saw in Figure 1-25 on page 35.  They describe the 
purpose of a class or a method and provide information useful to people who 
simply want to use the class or method without necessarily understanding 
how it works internally. 

Each class and each method in the class should have a documentation 
comment.  The comment must appear immediately before the class or 
method is declared; that is, immediately before the line containing public 
void «methodName»() or public class «className» extends 

«superClass».  Documentation comments may also be attached to 
constructors and other Java constructs we have not yet studied. 

A documentation comment is very similar to a multi-line comment, ex-
cept that it begins with /** rather than /*.  Another difference is that a 
documentation comment may contain tags to identify specific information 

Key Idea:  Document each 
method�s purpose. 
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that should be displayed distinctively on the web page.  For example, the 
documentation comment for a class may contain the @author tag to identify 
the person who wrote the class. 

One of the most important tags is @param.  It allows you to document 
each parameter�s purpose.  The @param tag is followed by the name of the 
parameter and a description of that parameter. 

Listing 2-9 shows the ExperimentRobot listing again, this time with ap-
propriate documentation comments. 

Listing 2-9:  A listing of ExperimentRobot showing appropriate documentation. 

 1 import becker.robots.*; 
 2  
 3 /** A new kind of robot which can turn around, turn right and move forward 
 4  three intersections at a time. 
 5  @author Byron Weber Becker  */ 
 6 public class ExperimentRobot extends Robot 
 7 {  
 8  /** Construct a new ExperimentRobot. 
 9   @param aCity the city in which the robot will be located. 
 10   @param anAvenue the robot�s initial avenue 
 11   @param aStreet the robot�s initial street 
 12   @param aDirection the robot�s initial direction */ 
 13  public ExperimentRobot(City aCity, int anAvenue, 
 14           int aStreet, int aDirection) 
 15  { super(aCity, anAvenue, aStreet, aDirection); 
 16  } 
 17  
 18  /** Turn the robot around so it faces the opposite direction. */ 
 19  public void turnAround() 
 20  { this.turnLeft(); 
 21   this.turnLeft(); 
 22  } 
 23  
 24  /** Move the robot forward three times. */ 
 25  public void move3() 
 26  { this.move(); 
 27   this.move(); 
 28   this.move(); 
 29  } 
 30  
 31  /** Turn the robot right 90 degrees by turning around and then left. */ 
 32  public void turnRight() 
 33  { this.turnAround(); 
 34   this.turnLeft(); 
 35  } 
 36 } 
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Advanced Topic:  Extracting Documentation Com-
ments 
The tool that extracts the documentation comments and formats them for the 
web is known as javadoc.  Your development environment may have a sim-
pler way to run this tool;  if it does not, you can perform the following steps 
on a computer running Windows (with analogous steps for Unix computers).  
The tool usually extracts comments for one or more packages at a time. 
! Open a window for a command prompt.  You can usually open a 

command prompt window from the �Start� menu. 
! Change directories to the directory containing the package. 
! Make a directory to hold the web pages. 
! Run javadoc, specifying which package to process and where the 

output should be placed. 
! View the result with a web browser. 
For example, suppose we wanted to generate documentation for the 

three classes in the examples.ch03.experiment package and that the files 
reside in the directory E:\java\examples\ch02\experiment.  In the com-
mand prompt window, you would issue the following commands (the > is 
called a prompt and is displayed by the system to indicate that it is ready to ac-
cept your input). 

 
> e: 
> cd java 
> mkdir doc 
> javadoc –d doc examples.ch03.experiment 
 

The first two commands change the focus of the command prompt, first 
to the correct disk drive and then to the correct directory on that disk.   The 
third command creates a new directory named doc to hold the web pages.  
The last command starts the program that produces the web pages.  The 
javadoc command is shown with two parameters.  The first, -d doc¸ speci-
fies where on the disk the documentation should be placed.  The second, 
examples.ch03.experiment, specifies which package should be processed.  

Depending on how your software is installed, the system may not find the 
javadoc program.  In that case, you will need to find javadoc�s location on 
the disk drive and provide the complete path to it.  For instance, on my sys-
tem, I used the search feature of the Windows Explorer program to search 
for javadoc.  The results told me that the program was in 
D:\java\jdk1.3\bin\javadoc.exe.  I could then modify the last line, 
above, to be  
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> D:\java\jdk1.3\bin\javadoc –d doc examples.ch03.experiment 
 

Alternatively, you may be able to set your system�s path variable to in-
clude the directory containing javadoc. 
 

2.5 Meaning and Correctness 
Nothing prevents a programmer from implementing a method called move3 
with 5, 10 or even 100 calls to move.  In fact, nothing requires a method 
named move3 to even contain move commands.  It could be defined as fol-
lows. 

 
public void move3() 
{ this.turnLeft(); 
 this.pickThing(); 
 this.turnLeft(); 
} 
 

If we did that, someone else reading our program would certainly be confused 
and surprised!  Over time, we would probably even confuse ourselves, intro-
ducing errors into the program in spite of the fact that we (consciously or 
unconsciously) defined move3 ourselves to behave in this bizarre manner. 

The meaning of a command is the list of commands contained in its 
body, not its name.  When a program is executed, the command does exactly 
what the commands in the body instruct it to do.  There is no room for inter-
pretation. 

A good programmer gives each command a meaningful name.  Another 
person should be able to look at the name and make a reasonable guess about 
what the command does.  There should be no surprises such as the robot 
picking something up in the middle of a command whose name does not im-
ply picking things up. 

When we write new programs, it is common to trace the program by 
hand to verify how it behaves.  Because the command name only implies 
what it does, it is important to execute the actual instructions in each com-
mand.  The computer cannot and does not interpret the names of commands 
when it executes a program;  we shouldn�t either when we trace a program 
manually. 

The correctness of a command is determined by whether or not it fulfills 
its specification.  The specification is simply a description of what the method is 
supposed to do.  It might be given in the method�s documentation or in the 
problem statement given by your instructor.  A command may be poorly 
named, but still correct.  For instance, the specification of ExperimentRobot 

Parameterless Com-
mand 

Key Idea:  Use meaningful 
names. 

Key Idea:  Correct methods 
meet their specifications. 
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at the beginning of the chapter requires a command to turn the robot around.  
It could have been given the idiotic name of doIt.  As long as doIt does, 
indeed, turn the robot around (and nothing else) the specification is met and 
the command is correct. 

The move3 command is quite simple and it is easy to convince ourselves 
that it is correct.  Many commands will be much more complex, however.  
The correctness of these commands must be verified by writing test programs 
that execute the command, checking the actual result against the expected 
result.  This practice is not fool-proof, however.  Conditions in which the 
command fails may go undetected. 

It is possible for a correct command, such as move3, to be used incor-
rectly.  A client may, for instance, place an ExperimentRobot facing a wall.  
Instructing this robot to move3 will result in an error shutoff when the robot 
attempts to move into the wall.  In this case, we say the command�s precondi-
tions have not been met.  Preconditions are conditions that must be true for a 
command to execute correctly. 

2.6 Modifying Inherited Methods 
We don�t want to only add new services to an object; sometimes we would 
like to modify existing services so that they do something slightly different.  
We might use this facility to make a dancing robot that, when sent a move 
message, first spins around on its current intersection and then moves.  We 
might build a kind of robot that turns very fast even though it continues to 
move relatively slowly, or (eventually), a robot which checks to see if some-
thing is present before attempting to pick it up.  In a graphical user interface, 
we might make a special kind of panel that paints a picture on itself.  In all of 
these situations, we replace the definition of a method in a superclass with a 
new definition.  This replacement process is called overriding. 

2.6.1 Overriding a Method Definition 
To override the definition of a method,  you simply create a new method with 
the same name, return type and parameters in a subclass.  These constitute 
the method�s signature.  As an example, let�s create a new kind of robot that 
can turn left very quickly.  That is, we will override the turnLeft method 
with a new method that does it just a bit differently. 

You may have noticed that the on-line documentation for Robot includes 
a method named setSpeed.  setSpeed allows a robot�s speed to be changed.  
Our general strategy will be to write a method that increases the robot�s 
speed, turns, and then returns the speed to normal.  Turning quickly doesn�t 
seem to be something we would use often, so it has not been added to 

Key Idea:  A subclass can 
make limited modifications 
to inherited methods as well 
as adding new methods. 
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RobotSE.  On the other hand, it seems reasonable that fast turning robots will 
need to turn around and turn right, so our new class will extend RobotSE. 

As the first step in creating the FastTurnBot class, we will create the 
constructor and the shell of the new turnLeft method, as shown in Listing 
2-10. 

Listing 2-10:  An incomplete class which overrides turnLeft. 

 1 import becker.robots.*; 
 2  
 3 /** A FastTurnBot turns left very quickly relative to its normal speed. 
 4  @author Byron Weber Becker*/ 
 5 public class FastTurnBot extends RobotSE 
 6 { 
 7  public FastTurnBot(City theCity, int avenue, int street,  
 8          int direction) 
 9  { super(theCity, avenue, street, direction, numThings); 
 10  } 
 11  
 12  public void turnLeft() 
 13  { 
 14  } 
 15 } 

 

When this class is instantiated and sent a turnLeft message, it does 
nothing.  When the message is received, Java starts with the object�s class 
(FastTurnBot) and looks for a method matching the message.  It finds one 
and executes it.  Since the body of the method is empty, the robot does noth-
ing. 

How can we get it to turn again?  We cannot simply write 
this.turnLeft(); in the body of turnLeft.  When a turnLeft message is 
received, Java would find the turnLeft method and execute it.  The 
turnLeft method would then execute this.turnLeft, sending another 
turnLeft message to the object.  Java would find the same turnLeft 
method and execute it.  The process of executing it would send another 
turnLeft message to the object, so Java would go and find the turnLeft 
method�.  The program would continue sending turnLeft messages to 
itself until it ran out of memory and crashed.  This problem is called infinite 
recursion. 

What we really want is the turnLeft message in the FastTurnBot class 
to execute the turnLeft method in a superclass.  We want to send a 
turnLeft message in such a way that Java begins searching for the method in 
the superclass rather than the object�s class.  We can do so by using the key-
word super instead of the keyword this.  That is, the new definition of 
turnLeft should be  

Class 
Constructor 
Parameterless Com-
mand 

Looking Ahead:  Recursion 
occurs when a method calls 
itself.  In spite of the fact 
that it is not what we want 
here, recursion is a very 
powerful idea. 
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86 Chapter 2 Extending Classes with Services 

 
public void turnLeft() 
{ super.turnLeft(); 
} 
 

We are now back to where we started.  We have a robot that turns left at 
the normal speed.  When a FastTurnBot is sent a turnLeft message, the 
above turnLeft method is found and executed.  It sends a message to the 
superclass to execute its turnLeft method, which occurs at the normal 
speed. 

To make the robot turn faster, we add two calls to setSpeed, one before 
the call to super.turnLeft() to increase the speed, and one more after-
wards to decrease the speed back to normal.  The documentation indicates 
that setSpeed requires a single parameter, the number of milliseconds the 
robot should take to execute a move or turnLeft.  There are 1,000 millisec-
onds in each second. 

The default speed of a robot is 600 milliseconds per move or turnLeft.  
This method speeds that up so a turn takes only 1/10 of the normal time and 
then returns the speed back to normal. 

 
public void turnLeft() 
{ this.setSpeed(60); 
 super.turnLeft(); 
 this.setSpeed(600); 
} 
 

The FastTurnBot class could be tested with a small program such as the 
one listed next.  Running the program shows that speedy does, indeed, turn 
very quickly when compared to a move. 

Key Idea:  Using super 
instead of this causes 
Java to search for a method 
in the superclass rather 
than the object�s class. 

Parameterless Com-
mand 
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Listing 2-11:  A program to test a FastTurnBot. 

 1 import becker.robots.*; 
 2  
 3 /** A program to test a FastTurnBot. 
 4  @author Byron Weber Becker*/ 
 5 public class Main extends Object 
 6 { 
 7  public static void main(String[] args) 
 8  { City cairo = new City(); 
 9   FastTurnBot speedy = new FastTurnBot(cairo,  
 10            1, 1, Directions.EAST); 
 11   CityFrame frame = new CityFrame(cairo, 5, 5); 
 12  
 13   speedy.move(); 
 14   speedy.turnLeft(); 
 15   speedy.move(); 
 16   speedy.turnLeft(); 
 17   speedy.turnLeft(); 
 18   speedy.turnLeft(); 
 19   speedy.turnLeft(); 
 20   speedy.turnLeft(); 
 21   speedy.move(); 
 22  } 
 23 } 

 

2.6.2 Method Resolution 
So far, we have glossed over how Java finds the method to execute, a process 
called method resolution.  Consider Figure 2-13, which shows the class diagram 
of a FastTurnBot.  Details not relevant to the discussion have been omitted, 
including constructors, attributes, some services, and even some of the Ro-
bot�s superclasses (represented by an empty rectangle).  The class named 
Object is the superclass, either directly or indirectly, of every other class. 

Find The Code:   
extend/override 
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88 Chapter 2 Extending Classes with Services 

When a message is sent to an object, Java al-
ways begins with the object�s class, looking for a 
method implementing the message.  It keeps going 
up the hierarchy until it either finds a method or it 
reaches the ultimate superclass, Object.  If it 
reaches Object without finding an appropriate 
method, a compile-time error is given. 

Let�s look at several different examples.  If we 
have the code 

 
FastTurnBot speedy =  
      new FastTurnBot(…); 
speedy.move(); 
 

Java will begin with speedy�s class, FastTurnBot, 
in the search for the method.  When Java doesn�t 
find the method, it looks in RobotSE and then in 
Robot, where a method matching the move method 
is found and executed. 

If we have the code 
 
RobotSE special = new RobotSE(…); 
special.move(); 
 

the search for a move method begins with RobotSE, 
the class which instantiated special.  It doesn�t 
matter that RobotSE has been extended;  what mat-
ters is that when special was constructed, the 
programmer used the constructor in RobotSE.  
Therefore, searches for methods begin with 
RobotSE. 

Once again, consider speedy.  What happens if speedy is sent the 
turnAround message?  Obviously, the search for the turnAround method 
begins with speedy�s class, FastTurnBot.  It�s found in RobotSE and exe-
cuted.  As it is executed, it calls turnLeft.  Which turnLeft method is exe-
cuted; the one in FastTurnBot or the one in Robot? 

The turnLeft message in turnAround is sent to the implicit parameter, 
this.  The implicit parameter is the same as the object that was originally sent 
the message, speedy.  So Java begins with speedy�s class, searching for 
turnLeft.  It finds the one that turns quickly and executes it.  Therefore, a 
subclass can affect how methods in a superclass are executed! 

If turnAround had been written as follows, the result would have been 
very different. 

Figure 2-13:  The class dia-
gram of a FastTurnBot. 

Robot

void turnLeft()
void move()
...

RobotSE

void turnAround()
void turnRight()

FastTurnBot

void turnLeft()

. . .

Object

 

Key Idea:  Overriding a 
method can affect other 
methods which call it, even 
methods in a superclass. 
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public void turnAround() 
{ super.turnLeft(); 
 super.turnLeft(); 
} 
 

Now the search for turnLeft begins with the superclass of the class contain-
ing the method, or Robot.  Robot contains a turnLeft method.  It is exe-
cuted, and the robot turns around at the normal pace. 

Suppose you occasionally want speedy to turn left at its normal speed.  
Can you somehow skip over the new definition of turnLeft and execute the 
normal one, the one that was overridden?  No.  If we really want to execute 
the original turnLeft, we should not have overridden it.  Instead, we should 
have simply created a new method, perhaps called fastTurnLeft. 

2.6.3 Side Effects 
FastTurnBot has a problem, however.  Suppose that Listing 2-11 contained 
the statement speedy.setSpeed(200); just before line 14.  This statement 
would speed speedy up dramatically.  Presumably, the programmer wanted 
speedy to be speedier than normal all of the time.  After its first turnLeft, 
however, speedy would return to its normal pace of  600 milliseconds per 
move. 

This phenomenon is called a side effect.  Invoking turnLeft changed 
something it should not have changed.  Our programmer will be very an-
noyed if she must reset the speed after every command that turns the robot!  
Ideally, a FastTurnBot would return to its previous speed after each turn. 

The programmer can use the getSpeed query to find out how long the 
robot currently takes to turn.  This information can be used to adjust the 
getSpeed back to its original value after the turn is completed.  The steps are: 

 
set the time to turn to 1/10 of the current time; 
turn left; 
set the time to turn to 10 times the (now faster) current time to turn. 
 

The query this.getSpeed() will obtain the current time to turn.  Dividing 
the current time to turn by 10 and using the result as the value to setSpeed 
will increase the speed by a factor of 10.  After we�ve turned, we can do the 
reverse to decrease the speed back to its previous value.  Using queries and 
doing arithmetic will be discussed in much more detail in the following chap-
ters. 

Key Idea:  The search for 
the method matching a 
message sent to super 
begins in the method�s 
superclass. 

Key Idea:  Not only are 
side effects annoying, they 
can lead to errors.  Avoid 
them where possible; oth-
erwise, document them. 

Looking Ahead:  Another 
approach is to remember 
the current speed.  When 
the robot is done turning, 
set the speed back to the 
remembered value.  More 
in Chapter 5. 
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90 Chapter 2 Extending Classes with Services 

 
public void turnLeft() 
{ this.setSpeed(this.getSpeed() / 10); 
 super.turnLeft(); 
 this.setSpeed(this.getSpeed() * 10); 
} 
 

2.7 Patterns 

2.7.1 Class 
Problem:  You need a new kind of object to provide services for a program 
you are writing.  An existing class provides objects with closely related ser-
vices. 
Solution:  Extend the existing class to provide the new or different services 
required.  For example, the following listing illustrates a new kind of robot 
that provides a service to turn around. 

 
import becker.robots.*; 
 
public class TurnAroundBot extends Robot 
{  
 public TurnAroundBot (City theCity, int avenue, 
     int street, int direction) 
 { super(theCity, avenue, street, direction); 
 } 
 
 public void turnAround() 
 { this.turnLeft(); 
  this.turnLeft(); 
 } 
} 
 

This listing also makes use of the Constructor and Method patterns.  
More generally, a Java class uses the following code template: 

 
import «importedPackage»; // may have 0 or more import statements 
 
public class «className» extends «superClass» 
{ «list of attributes used by this class» 
 «list of constructors for this class» 
 «list of services provided by this class» 
} 
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The Java Program pattern can be seen as a special version of the Class 
pattern, which has no constructors or attributes and contains only the special-
ized service named main. 
Consequences:  Objects instantiated from a subclass respond to the same 
messages as objects instantiated from the superclass.  It is possible that the 
subclass will behave differently than the superclass, depending on whether 
methods have been overridden.  The subclasses� objects may also respond to 
messages not defined by the superclass. 

It should make sense for a subclass to use any of the superclasses� meth-
ods.  If not, think carefully about the superclass; it may have been chosen 
incorrectly.  If there is no class to serve as the superclass, use Object,   a class 
that contains the minimal set of methods required of every Java class. 

2.7.2 Constructor 
Problem:  Instances of a class must be initialized when they are constructed. 
Solution:  Add a constructor to the class.  A constructor has the same name 
as the class and is usually preceded by the keyword public.  It will often have 
parameters so that the client constructing the object can provide initialization 
details at run-time.  The constructor must also ensure that the object�s super-
class is appropriately initialized, using the keyword super.  The types of the 
parameters passed to super should match the types required by one of the 
constructors in the superclass.  Constructors and their parameters should al-
ways have a documentation comment. 

An example of a constructor that simply initializes its superclass is 
 
/** Construct a new special edition robot. 
 @param theCity the city where the robot will reside 
 @param ave the avenue where the robot will start out 
 @param str the street where the robot will start out 
 @param dir the direction the robot will face   */ 
public RobotSE(City theCity, int ave, int str, int dir) 
{ super(theCity, ave, str, dir); 
} 
 

More generally, a constructor makes a call to super and may then execute 
other Java statements to initialize itself. 
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/** «Description of what this constructor does.» 
 @param «parameterName» «Description of parameter» 
*/ 
public «className»(«parameter list») 
{ super(«parameters»); 
 «list of Java statements» 
} 
 

If the parameter list is empty, there will be no @param keywords in the 
documentation comment.  Otherwise, there will be one @param for each pa-
rameter. 
Consequences:  A constructor should ensure that each object it creates is 
completely and consistently initialized to appropriate values.  Doing so will 
lead to higher quality software. 

In some circumstances the compiler will supply a missing constructor, 
but don�t rely on the compiler to do so.  If you always supply a constructor, 
you increase your chances of remembering to initialize everything correctly.  
You also minimize the possibility that future changes will break your soft-
ware. 

2.7.3 Parameterless Command 
Problem:  You are writing or extending a class and need to provide a new 
service to clients.  The service does not require any information other than 
the object to act upon (the implicit parameter) and does not return any in-
formation. 
Solution:  Use a parameterless command with the following form: 

 
/** «Description of the command.» 
*/ 
public void «commandName»() 
{ «list of statements» 
} 
 

One example that implements this pattern is the turnAround method: 
 
/** Turn the robot around to face the opposite direction. */ 
public void turnAround() 
{ this.turnLeft(); 
 this.turnLeft(); 
} 
 

Consequences:  The new service is available to any client of objects instan-
tiated from this class. 
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2.8 GUI: Extending GUI Components 
The Java package that implements user interfaces is known as the Abstract 
Windowing Toolkit or AWT.  A newer addition to the AWT is known as Swing.  
These packages contain classes to display components such as windows, but-
tons, and textboxes.  Other classes work to receive input from the mouse, to 
define colors, and so on.   

The AWT and Swing packages make extensive use of inheritance.  Figure 
2-14 on page 94 is a class diagram showing a simplified version of the inheri-
tance hierarchy.  Many, many classes are omitted, as are many methods and all 
attributes.   

One new aspect of this class diagram is that some classes have two or 
more subclasses.  For instance, Container is the superclass for both Window 
and JComponent.  The effect is that Window objects and JComponent objects 
(and their subclasses) have much in common � the set of services they inherit 
from the Container class. 

What can we learn from this class diagram?  Several things. 
! When we implemented the FramePlay program at the end of Chap-

ter 1, we sent four different messages to a JFrame object:  
setDefaultCloseOperation, setContentPane, setBounds, and 
setVisible.  We now realize that only the first two of these are ac-
tually declared by the JFrame class.  The other two services are of-
fered by JFrame because they are inherited from Component. 

! Because JFrame, JPanel, JButton, and so on, all indirectly extend 
Component, they can all answer queries about their width, height and 
visibility, and can all1 set their background color, position, size, and  
visibility. 

! The JComponent class overrides two of the services provided by 
Component.  JComponent must be doing something extra for each of 
those services. 

! The statement contents.add(saveButton); in the FramePlay 
program added a button to an instance of JPanel.  We now see that 
add is actually a service of the Container class, inherited by JPanel. 

! Each of the classes extending JComponent inherits the method 
paintComponent.  Perhaps if this method were overridden, we could 
affect how the component looks.  This result would, indeed, be the 
case and is the topic of the next section. 

                                                 
1  There is, unfortunately, some fine print.  The statements above are true, but in 

some circumstances you can�t see the results.  For example, setting the background 
color of a JFrame doesn�t appear to have an effect because the content pane com-
pletely covers the JFrame, and you see the content pane�s color.   



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

94 Chapter 2 Extending Classes with Services 

Figure 2-14:  A simplified class diagram showing the inheritance hierarchy for some AWT and Swing classes. 

Component

int getHeight( )
int getWidth( )
boolean isVisible( )
void setBackground(Color c)
void setBounds(int x, int y,

int width, int height)
void setVisible(boolean b)

Object

Window

void toFront( )
void toBack( )
void pack( )

JFrame

void setContentPane(Container pane)
void setDefaultCloseOperation(int op)

JComponent

void paintComponent(Graphics g)
void setBackground(Color c)
void setVisible(boolean b)

Container

void add(Component c)

JTextArea

void append(String s)
void setLineWrap
   (boolean b)

JButton

void paintComp...(...)

JPanel JColorChooser

Color getColor( )
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2.8.1 Extending JComponent 
In this section we will write a program that paints a picture.  Figure 2-15 
shows a simple stick figure.  When viewed in color, the pants are blue, the 
shirt is red and the head is yellow. 

Our overall strategy will be to create 
a new class, StickFigure, which ex-
tends JComponent.  We choose to ex-
tend JComponent because it is the sim-
plest of the components shown in the 
class diagram, and it doesn�t already have 
its own appearance.  We will extend it by 
overriding paintComponent, the meth-
od responsible for the appearance of the 
component. As we did with the several 
components in the FramePlay program 
on page 44, our stick figure component 
will be placed in a JPanel.  The JPanel 
will be set as the content pane in a 
JFrame.  

Listing 2-12 shows the beginnings 
of the StickFigure class.  It provides a 
parameterless constructor and nothing 
more.  The constructor doesn�t need 
parameters because JComponent has a 
constructor that does not need parame-
ters.  Our constructor calls JCompo-
nent�s constructor by invoking super without parameters. 

The constructor performs one important task:  it specifies a preferred size 
for our stick figure component.  The preferred size says how many pixels 
wide and high we would like the component to be, if possible.  Line 12 cre-
ates a Dimension object 180 pixels wide and 270 pixels high.  The next line 
uses this object to set the preferred size for the stick figure. 

The StickFigure class imports the classes in the javax.swing and 
java.awt packages to gain access to JComponent and Dimension.  

Figure 2-15:  A simple stick figure. 
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Listing 2-12:  An extended JComponent. 

 1 import javax.swing.*; 
 2 import java.awt.*; 
 3  
 4 /** A new kind of component that displays a stick figure. 
 5  @author Byron Weber Becker */ 
 6 public class StickFigure extends JComponent 
 7 { 
 8  public StickFigure() 
 9  { super(); 
 10  
 11   // Specify the preferred size for this component 
 12   Dimension prefSize = new Dimension(180, 270); 
 13   this.setPreferredSize(prefSize); 
 14  } 
 15 } 

 

Now would be a good time to implement the main method for the pro-
gram and verify that it works so far.  Listing 2-13 is such a program.  It cre-
ates a stick figure component in line 8.  The rest of the code is concerned 
with displaying that stick figure in a frame.  In lines 11 and 12 a panel is cre-
ated to hold all of the components we�re going to display � in this case, only 
the stick figure.  In lines 15-19 a frame is created set up to display the panel 
containing the stick figure. 

Listing 2-13:  A program which uses a class extending JComponent. 

 1 import javax.swing.*; 
 2  
 3 /** Create a stick figure and display it in a frame. */ 
 4 public class Main extends Object 
 5 { 
 6  public static void main(String[] args) 
 7  { // create the stick figure 
 8   StickFigure sf = new StickFigure(); 
 9    
 10   // set up a panel for the contents 
 11   JPanel contents = new JPanel(); 
 12   contents.add(sf); 
 13    
 14   // display in a frame 
 15   JFrame frame = new JFrame(); 
 16   frame.setContentPane(sf); 
 17   frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE); 
 18   frame.pack(); 
 19   frame.setVisible(true); 
 20  } 
 21 } 

 

Find The Code:   
extend/stickFigure 

Find The Code:   
extend/stickFigure 
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One difference between this program and  the FramePlay program on 
page 44 is in how the frame is sized.  The previous program explicitly set the 
size and location of the frame using the setBounds method.  This version 
uses the method pack in line 18.  This method uses the preferred sizes of all 
the components to figure out the best size for the frame. 

The result of running this program is shown in Figure 2-16.  It looks ex-
actly like an empty JFrame because the JComponent is invisible until we over-
ride paintComponent to change its appearance. 

2.8.2 Overriding paintComponent 
To actually draw the stick figure, we need to override paintComponent to 
provide it with additional functionality.  We know from both the class dia-
gram on page 94 and the on-line documentation that it has a parameter of 
type Graphics.  This parameter is often named simply g.  We will have much 
more to say about parameters in later chapters.  For now, we will just say that 
g is a reference to an object that is used for drawing.  It is provided by the 
client that calls paintComponent and may be used by the code contained in 
the paintComponent method. 

The superclasses� implementation of paintComponent may have impor-
tant work to do, and so it should be called with the statement 
super.paintComponent(g);.  It requires a Graphics object as a parameter, 
and so we pass it g, the Graphics object received as a parameter.  Doing so 
results in the following method.  The method still has not added any func-
tionality, but adding it to Listing 2-12 between lines 8 and 9 still results in a 
running program. 

Figure 2-16:  The result of running the program in Listing 2-13 with the incomplete 
StickFigure class from Listing 2-12. 

 

Looking Ahead:  We are 
practicing incremental de-
velopment:  code a little, 
test a little, code a little, test 
a little.  We�ll have more to 
say about development 
strategies in Chapter 11. 
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98 Chapter 2 Extending Classes with Services 

 
public void paintComponent(Graphics g) 
{ super.paintComponent(g); 
} 
 

The Graphics parameter, g, provides services such as drawRect, 
drawOval, drawLine, and drawArc, each of which draw the shape described 
in the service�s name.  A companion set of services includes fillRect, 
fillOval, and fillArc, each of which also draws the described shape and 
then fills the interior with a color.  The color used is determined by the most 
recent setColor message sent to g.  The color specified is used until the next 
setColor message. 

All of the draw and fill methods require parameters specifying where 
the shape is to be drawn and how large it should be.  Like robot cities and 
positioning a frame, measurements are given in relation to an origin in the 
upper left corner, and are in pixels. 

The next four figures show the relationship between the parameters and 
the figure that is drawn.  For drawRect, drawOval and drawArc, the first two 
parameters specify the position of the upper left corner of the figure, while 
the 3rd and 4th parameters specify the width and height.  For an oval and an 
arc, the width and height are of the smallest box that can contain the oval or 
the oval the arc is taken from, respectively.  This box is called the bounding box 
and is shown in the following figures as a dashed line.  Of course, the bound-
ing box is not actually drawn on the screen. 

 

Figure 2-17:  drawRect parameters 
 

Figure 2-18:  drawOval parameters 

30

50

140

100

 
g.drawRect(30, 50, 140, 100);

 

30

50

140

100

 
g.drawOval(30, 50, 140, 100);
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Note that the rectangle and the oval were painted with drawRect and 
drawOval, respectively, while the arc was painted with fillArc.  Method 
names beginning with draw simply paint the outline;  names beginning with 
fill paint the interior of the shape with the color set most recently via the 
method setColor.  There is no filled version of drawLine. 

The parameters for a line are different than the parameters for other 
shapes.  The first two parameters specify one end of the line in relation to the 
origin, while the last two parameters specify the other end of the line in rela-
tion to the origin. 

With this background information, we can finally add the statements to 
draw the stick figure.  The complete code for the stickFigure class is given 
in Listing 2-14.  Running it  with the main method in Listing 2-13 produces 
the image shown in Figure 2-15 on page 95. 

Listing 2-14:  Overriding paintComponent to draw a stick figure. 

 1 import java.awt.*; 
 2 import javax.swing.*; 
 3  
 4 public class StickFigure extends JComponent 
 5 { 
 6  public StickFigure () 
 7  { super (); 
 8   Dimension prefSize = new Dimension(180, 270); 
 9   this.setPreferredSize(prefSize); 
 10  } 
 11  
continued... 

 

Figure 2-19:  drawLine parameters 
 

Figure 2-20:  drawArc parameters 

30

50

140

100

 
g.drawLine(30, 50, 140, 100);

 

30

50

140

100

4
5

270

 
g.fillArc(30, 50, 140, 100, 
      45,270); 

   

Find The Code:   
extend/stickFigure 
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100 Chapter 2 Extending Classes with Services 

Listing 2-14:  continued 

 12  
 13  // A version that does NOT scale the image 
 14  public void paintComponent(Graphics g) 
 15  { super.paintComponent(g); 
 16  
 17   // "erase" the old image by filling the entire area with light gray 
 18   g.setColor(Color.lightGray); 
 19   g.fillRect(0, 0, 500, 500); 
 20  
 21   // head 
 22   g.setColor(Color.yellow); 
 23   g.fillOval(60, 0, 60, 60); 
 24  
 25   // shirt 
 26   g.setColor(Color.red); 
 27   g.fillRect(0, 60, 180, 30); 
 28   g.fillRect(60, 60, 60, 90); 
 29  
 30   // pants 
 31   g.setColor(Color.blue); 
 32   g.fillRect(60, 150, 60, 120); 
 33   g.setColor(Color.black); 
 34   g.drawLine(90, 180, 90, 270); 
 35  } 
 36 } 

 

2.8.3 Scaling Coordinates 
One of the problems of drawing with pixel coor-
dinates, as we have so far in this section, is that 
they depend on the size of the frame.  If the user 
resizes the frame, part of the picture may be ob-
scured or large parts of the frame may be unused.  
Pixels are also an unnatural unit of measurement 
in many cases.  It might be more convenient to 
think in percentages.  For example, the head of 
the stick figure should be 20% of the entire im-
age. 

The stick figure shown in Figure 2-15 was 
originally designed using an 6 x 9 grid, as shown 
in Figure 2-21.  Each cell of the grid is 30 pixels 
wide and 30 pixels high.  To draw the rectangle 
representing the arms, note that the upper left 
corner is at (0, 2) on the grid and that the rectan-
gle is 6 units wide and 1 unit high.  Multiplying 
these values by 30, the size of each cell in the 

Figure 2-21:  The stick figure 
and a grid used to design it. 
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grid, gives the following call to the drawRect method: 
 
g.fillRect(0, 60, 180, 30); 
 

An easier approach is to use the coordinates on the grid and let the com-
puter do the multiplications.  The paintComponent contained in Listing 2-15 
uses this approach.  Look how easy it is to specify the coordinates for each 
drawing method in lines 12-28. 

 

Listing 2-15:  Painting a stick figure by scaling the image. 

 1  public void paintComponent(Graphics g) 
 2  { super.paintComponent(g); 
 3  
 4   // Standard stuff to scale the image 
 5   Graphics2D g2 = (Graphics2D)g; 
 6   g2.scale(this.getWidth()/6, this.getHeight()/9); 
 7   BasicStroke stroke =  
 8       new BasicStroke(1.0F/this.getWidth()); 
 9   g2.setStroke(stroke); 
 10  
 11   // "erase" the old image by filling the entire area with light gray 
 12   g2.setColor(Color.lightGray); 
 13   g2.fillRect(0,0,6,9); 
 14  
 15   // head 
 16   g2.setColor(Color.yellow); 
 17   g2.fillOval(2, 0, 2, 2); 
 18    
 19   // shirt 
 20   g2.setColor(Color.red); 
 21   g2.fillRect(0, 2, 6, 1); 
 22   g2.fillRect(2, 2, 2, 3); 
 23    
 24   // pants 
 25   g2.setColor(Color.blue); 
 26   g2.fillRect(2, 5, 2, 4); 
 27   g2.setColor(Color.black); 
 28   g2.drawLine(3, 6, 3, 9); 
 29  } 

 

Explaining lines 4-9 is beyond us for right now.  Suffice it to say that you 
can use this technique if you do the following: 
! Import the package java.awt.*. 
! Copy lines 2-9 into the beginning of your paintComponent method. 
! Decide on the size of your grid, and change the 6 and 9 in line 6 ac-

cordingly.  For a 50 x 100 grid, change the 6 to 50 and the 9 to 100. 
! Use g2 instead of g to do the painting. 
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102 Chapter 2 Extending Classes with Services 

2.8.4 How paintComponent is Invoked 
You may have noticed that paintComponent is not invoked from anywhere in 
our program.  Look all through the code, and you will not find an instance of 
the Command Invocation pattern  sf.paintComponent(g);.  And yet we 
know it is invoked because it paints the stick figure.  How? 

In the Sequential Execution pattern on page 38, we mentioned the possi-
bility of more than one thread of control.  Recall that each thread of control 
is a sequence of statements executed one after another.  The program we just 
wrote has at least two threads of control.  The first one can be seen in the 
main method.  It creates a JFrame and invokes a number of its commands 
such as setDefaultCloseOperation and setVisible.  When it gets to the 
end of the main method, that thread of control ends. 

When a JFrame is instantiated a second thread of control begins.  This 
thread of control monitors the frame and detects when it has been damaged 
and must be repainted.  A frame can be damaged in many ways.  It might be 
resized by dragging its border or clicking the minimize or maximize buttons.  
It�s damaged when it is first created because it hasn�t been drawn yet.  It�s 
damaged if another window is placed on top of it and then moved again.  In 
each of these cases, the second thread of control calls paintComponent, pro-
viding the Graphics object that paintComponent should draw upon. 

2.8.5 Extending Icon 
Icon is the class used to represent im-
ages of things in the robot world � 
robots, intersections, things, flashers, 
walls, and so on, all use icons to dis-
play themselves.  As you might expect, 
Icon has been extended a number of 
times to provide different icons for 
different kinds of things.  If you exam-
ine the on-line documentation, you 
will find classes named FlasherIcon, 
RobotIcon, WallIcon, and so on. 

You, too, can extend the Icon 
class to create your own custom icons.  
The example shown in Figure 2-22 
was produced by the code shown in 
Listing 2-16. 

As with any other subclass, it gives 

Figure 2-22:  A custom robot icon. 
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the name of the class it extends (line 6).  Before that are the classes and pack-
ages it relies on.  In this case, it relies on the Icon class and classes such as 
Graphics2D and BasicStroke in the package java.awt. 

One difference, when compared to extending JComponent, is that we 
must override a method named renderImage instead of paintComponent.  
This fact can be gleaned from reading the documentation for Icon. 

Lines 12-15 are similar to the code used to scale the image in paint-
Component.  The difference here is that the image has already been scaled to 
1x1, so line 13 uses 1.0 instead of getting the number of pixels with 
getWidth and getHeight.  The robot icon was made with an 11x11 grid. 

The robot icon can rotate, of course, as the robot turns.  To get it ori-
ented correctly, imagine that the robot is facing north when you draw the 
icon. 

Listing 2-16:  Code for a customized robot icon. 

 1 import becker.robots.Icon; 
 2 import java.awt.*; 
 3  
 4 /** Create an icon for a robot that looks more like a robot. 
 5  @author Byron Weber Becker */ 
 6 public class CustomIcon extends Icon 
 7 { 
 8  public CustomIcon() 
 9  { super(); 
 10  } 
 11  
 12  protected void renderImage(Graphics2D g2,  
 13     int width, int height) 
 14  { // Icons are 1x1.  Scale to an 11x11 grid. 
 15   g2.scale(1.0/11, 1.0/11); 
 16   BasicStroke stroke = new BasicStroke(1.0F/11); 
 17   g2.setStroke(stroke); 
 18  
 19   g2.setColor(Color.black); 
 20   // body 
 21   g2.fillRoundRect(4, 5, 3, 3, 1, 1); 
 22   // shoulders 
 23   g2.fillRect(3, 6, 1, 1); 
 24   g2.fillRect(7, 6, 1, 1); 
 25   // arms 
 26   g2.fillOval(3, 4, 1, 3); 
 27   g2.fillOval(7, 4, 1, 3); 
 28  } 
 29 } 
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104 Chapter 2 Extending Classes with Services 

Use the setIcon method to change the icon used to display a robot.  
One way to call setIcon is to create a new class of robots, as shown in 
Listing 2-17. 

Listing 2-17:  A CustomIconRobot uses a CustomIcon to display itself. 

 1 import becker.robots.*; 
 2  
 3 /** A robot that looks more like a robot.  */ 
 4 public class CustomIconRobot extends Robot 
 5 { 
 6  public CustomIconRobot(City c,  
 7            int ave, int str, int dir) 
 8  { super(c, ave, str, dir); 
 9   CustomIcon icon = new CustomIcon(); 
 10   this.setIcon(icon); 
 11  } 
 12 } 

 

2.9 Concept Map 
To be prepared. 

2.10 Problem Set 
Written Exercises 
2.1 Write a new class, MileMover, that includes a method named moveMile, 

which moves a robot 8 blocks.  Also, include a method named 
moveKiloMile, which moves the robot 1,000 miles.  Your solution 
should be much shorter than 1,000 lines of code! 

2.2 Based on what you now know about the getSpeed and setSpeed ser-
vices from Section 2.6.1, revise the Robot class diagram shown in Figure 
1-9 on page 14. 

Programming Exercises 
2.3 Extend RobotSE to create the RobotSE2 class.   

a. Robots of this class will respond to the backup message by moving 
to the intersection immediately behind them.  They end up facing 
their original direction.   

b. Arrange for the backup method to take the same amount of time as 
the move method. 
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2.4 Extend RobotSE to create a LeftDancer class.  A LeftDancer, when 
sent a move message, ends up at the same place and facing the same di-
rection as a normal robot.  But it gets there more gracefully.  A 
LeftDancer first moves to the left, then forward, and then to the right. 

Programming Projects 
2.5 You would like to send a greeting to astronauts in the International 

Space Station orbiting Earth.  Create a WriterBot class which can be 
used to �write� the message �Hello� by lighting bonfires (Things).  The 
final situation is shown in Figure 2-23. The WriterBot class will contain 
a method to write each letter. 
a. Write a main method that uses a single WriterBot to write the entire 

message.  Instantiate the robot with at least 48 Things in its back-
pack.  (Check the documentation for the Robot or RobotSE class for 
an alternate constructor.) 

b. Write a main method that uses five WriterBots, one for each letter.  
Instantiate each robot with enough Things to write its assigned let-
ter. 

2.6 When a Lamp is on all that is visible is a soft yellow circle representing 
the �light.�  The �lamp� itself doesn�t show unless it is off.  Read the 
documentation for CompositeIcon.  Then modify Listing 2-6 to make 
Lamp objects show both the �lamp� and the �light� when they are on. 

2.7 Extend Robot to make a new class, PokeyBot.  PokeyBots require 1,500 
milliseconds to make a move and to turn.  However, the statement 
pokey.setSpeed(1000); makes a robot named pokey go faster until 
another setSpeed command is given.  Write a program which instanti-

Figure 2-23:  A friendly message. 
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106 Chapter 2 Extending Classes with Services 

ates a PokeyBot and verifies that it moves more slowly than a standard 
Robot.  Also verify that setSpeed works as described.  Hint:  you do 
not need to override move or turnLeft. 

2.8 In Section 2.3.1, we extended the Thing class, and in Section 2.3.3, we 
saw that this can be used to invoke methods belonging to the class.   
a. Use these techniques to extend JFrame to obtain CloseableJFrame, 

which sets its default close operation, automatically opens to a default 
position and size of your choice, and is visible.  Write a test program 
to ensure your new class works. 

b. Modify your solution so the client creating the frame can specify its 
position and size via parameters. 

2.9 Extend the functionality of JFrame so that a simple program containing 
public static void main(String[] args) 
{ ColorChooserFrame ccf = new ColorChooserFrame(); 
} 

will cause a frame containing a JColorChooser to appear on the screen, 
appropriately sized.  See problem 1.17 on page 51 for background. 

2.10 Sketch a scene on graph paper that uses a combination of several rectan-
gles, ovals, lines and arcs. 
a. Write a program that displays your scene.  Use pixel measurements 

for the parameters to the draw and fill methods.  The code in Sec-
tions 2.8.1 and 2.8.2 may serve as a model. 

b. Write a program that displays your scene by scaling the coordinates.  
Use the code in Section 2.8.3 as a model. 

2.11 Extend Thing to construct a DetourSign.  A complete implementation 
will display a custom icon, will block robots from entering the intersec-
tion it occupies, and will not allow robots to move the sign.  To accom-
plish the last two parts, you will need to consult the documentation for 
the Thing class. 

 



 

3 Developing and Reusing Methods 

3 
Author�s Do-List: 
• Finish the GUI section. 
• Prepare a concept map. 

 
 

In Chapter 2, we wrote new services such as turnRight and 
turnAround.  These services were very simple, consisting of only a 
few steps to accomplish the task. 

In this chapter, we will examine techniques for implementing 
much more complex services that require many steps to accom-
plish the task. 

 
 
 

Chapter Objectives 
! To be able to use stepwise refinement to implement long or complex 

services. 
! To understand the advantages to using stepwise refinement. 
! To use pseudocode to help design and reason about methods before 

code is written. 
! To gain more experience using multiple objects to solve a problem, in-

cluding an example using threads. 
! To use inheritance to reduce duplication of code and increase flexibil-

ity. 
! To understand why some methods should not be available to all clients 

and how to appropriately hide them. 
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108 Chapter 3 Developing and Reusing Methods 

3.1 Problem-Solving 
Designing solutions for problems and writing programs involve problem 
solving. One model1 describes problem solving as a process that has four ac-
tivities: defining the problem, planning the solution, implementing the plan, 
and analyzing the solution.  

The initial definition of the problem is presented when we are provided 
with figures of the initial and final situations. After we examine these situa-
tions and understand the task to be performed, we begin to plan, implement, 
and analyze a solution. This section examines techniques for planning, im-
plementing, and analyzing solutions. By combining these techniques with the 
new class and instruction mechanism, we can develop solutions that are easy 
to read and understand. 

The word algorithm has a more precise meaning than �solution,� as used 
above.  An algorithm is a finite set of step-by-step instructions that specifies a 
process of moving from the initial situation to the final situation.  That is, an 
algorithm is the �solution� spelled out in a step-by-step manner. 

We find many algorithms in our lives.  A recipe for lasagna is an algo-
rithm, as are the directions for assembling a child�s wagon.  Even bottles of 
shampoo have algorithms printed on them: 

 
wet hair with warm water 
gently work in the first application of shampoo 
rinse thoroughly and repeat 
 
While humans may have no trouble interpreting this algorithm, it is not 

precise enough for computers.  How much warm water?  How much sham-
poo?  What does it mean to �gently work in?�  How many times should it be 
repeated?  Once?  A hundred times?  Indefinitely?  Is it necessary to wet the 
hair (again) for the repeated applications? 

This chapter is about designing algorithms, particularly algorithms that 
can be encoded as computer programs and executed by a computer.  This 
concept is not new � from the very beginning of this text, we have been writ-
ing algorithms and turning them into programs.  It�s just that now, we will 
focus more deliberately on the process. 

Not all algorithms are equally �good.�  Four standards of a good algo-
rithm are that it is  
! easy to read and understand,  
! easy to debug,  
! easy to modify to solve variations of the original task, and 

                                                 
1 G. Polya, How to Solve It, Princeton University Press, 1945, 1973. 
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! efficient, meaning that it should not require performing more steps 
than necessary.  However, efficiency usually should not compromise 
the first three guidelines. 

3.2 Stepwise Refinement 
Stepwise refinement is a method of constructing algorithms.  A complex algo-
rithm to solve a complex problem may be solved by decomposing the prob-
lem into smaller, simpler sub-problems, each with its own algorithm.  Each 
sub-problem solves one logical step in the larger problem.  Solving each sub-
problem by executing its algorithm solves the larger problem. 

When algorithms are expressed as computer programs, algorithms are 
encoded in methods.  Stepwise refinement encourages us to write each 
method in terms of other methods that implement one logical step in solving 
the problem.  In this way, we can naturally write concise programs that are 
correct, simple to read, and easy to understand. 

It may appear natural to define all the new classes and services needed for 
a task first, and then write the program using these services. But how can we 
know what robots and which new services are needed before we write the 
program? Stepwise refinement tells us to first write the program using any 
robots and service names we desire, and then define these robots and their 
services. That is, we write the main method first, and then we write the defini-
tions of the new services we used. Finally, we assemble the class containing 
main and any new classes we wrote into a complete program.  

We will explore this process more concretely by writing a program for the 
task shown in Figure 3-1 and Figure 3-2. These situations represent a harvest-
ing task that requires one or more robots to pick up a rectangular field of 
Things.  The robot(s) may start and finish wherever is most convenient.  The 
city may be read from a file named �Field.txt�. 
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110 Chapter 3 Developing and Reusing Methods 

The first step is to develop an overall plan to guide us in writing a robot 
program to perform the given task. Planning is probably best done as a group 
activity. Sharing ideas in a group allows members to present different plans 
that can be thoughtfully examined for strengths and weaknesses. Even if we 
are working alone, we can think in a question-and-answer pattern such as the 
following one.  

 
Question How many robots do we need to perform this task? 

Answer We could do it with one robot that walks back and forth over all 
of the rows to be harvested, or we could do it with a team of 
robots where each robot picks just some of the rows.  

Question How many shall we use?  
Answer Let's try it with just one robot, named mark, for now.  That 

seems simpler than using several robots. 
Question Where should mark start? 

Answer Probably at one of the corners.  Then it doesn�t need to go back 
to harvest rows behind it.  It should be facing the first row it will 
pick.  Let�s pick the top left corner, facing east.  

 
With these decisions made about how many robots to use and where it 

will start, we can be more definite about the initial situation.  The revised ver-
sion appears in Figure 3-3. 

Figure 3-1: The harvest task�s initial situation. 
 

Figure 3-2: The harvest task�s final situation.
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3.2.1 Identifying the Required Services 
Now that the initial situation is complete, we turn our attention to identifying 
the services mark must offer.  

 
Question What do we want mark to do? 

Answer Harvest all the things in the field. 
Question So it sounds like we need a new service, perhaps called 

harvestField.  Does mark need to have any other services? 
Answer Well, the initial situation doesn�t actually put mark in the field.  

We could either adjust the initial situation so it starts at (1,1) or 
else simply call move before it harvests the field.  Other than 
that, harvestField seems to be the only service required. 

 
Once the services required have been identified, we can make use of 

them in writing the main method.  At this point, we won�t worry about the 
fact that they don�t exist yet.   

We briefly move from planning to implementing our plan. We will call 
the new class of robots Harvester and implement the main method in a 
class named HarvestTask. 

Figure 3-3:  The revised initial situation. 
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112 Chapter 3 Developing and Reusing Methods 

Listing 3-1:  The main method for harvesting a field of things. 

 1 import becker.robots.*; 
 2  
 3 /** A program to harvest a field of things 5 rows wide and 6 rows high. 
 4  @author Byron Weber Becker */ 
 5 public class HarvestTask extends Object 
 6 { 
 7  public static void main (String[] args) 
 8  { 
 9   City stLouis = new City("../Field.txt"); 
 10   Harvester mark = new Harvester( 
 11          stLouis, 0, 1, Directions.EAST); 
 12   CityFrame frame = new CityFrame(stLouis, 8, 8); 
 13    
 14   mark.move (); 
 15   mark.harvestField(); 
 16   mark.move (); 
 17  } 
 18 } 

 

3.2.2 Refining harvestField 
We now know that the Harvester class must offer a service named 
harvestField that harvests a field of things.  As we develop this service, we 
will follow the same pattern as before � asking ourselves questions about 
what it must do and what services we wish we had in implementing it. 

Using other services to implement harvestField builds on the observa-
tion we made on page 65 when we implemented turnRight:  methods may 
use other methods within the same class.  Recall the declaration of 
turnRight: 

 
public void turnRight() 
{ this.turnAround(); 
 this.turnLeft(); 
} 
 

When we implemented turnRight, we noticed that turnAround, a 
method we had already written, would be useful.  However, to implement 
harvestField, we are turning that process around!  We need to write a 
method, harvestField, and begin by asking which methods we wish we had 
to help make writing harvestField easier.  These methods are called helper 
methods.  We will write harvestField as if those methods already existed.   

Eventually, of course, we will have to write each of the helper methods.  
It may be that we will have to follow the same technique for them as well:  
defining the helper methods in terms of other services that we wish we had.  
Each time we do so, the helper methods should be simpler than the method 

Find The Code:   
methods/harvest 
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we are writing.  Eventually, they will be simple enough to be written without 
helper methods.  Then we can stop. 

We must be realistic when imagining which helper methods would be 
useful to implement harvestField.  Step 2 in Figure 3-4 � �then a miracle 
occurs� � would not be an appropriate helper method! 

 

First Refinement Attempt 
If you are working in a group to develop a program, a conversation to define 
the helper methods might proceed as follows.  Even if you are working alone, 
it is still helpful to hold a �conversation� like this with yourself. 

 
Question So, what does a Harvester robot need to do to pick a field of 

things? 
Answer Harvest all the things in each of the rows of the field. 

Question How could a Harvester robot harvest just one row?  
Answer It could move west to east across the northern-most unhar-

vested row of things, picking each thing as it moves.  
Question How can it harvest the entire field? 

Figure 3-4:  A rather vague step!  (Cartoon by Sidney Harris.  Used with permission.) 
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114 Chapter 3 Developing and Reusing Methods 

Answer At the end of each row, the robot could turn around and move 
back to the western side of the field, move south one block, face 
east, and repeat the actions listed earlier. It could do so for each 
row of things in the field.  Since there are six rows, it needs to 
do it six times. 

Question If you were to write this down in an abbreviated form, what 
would it look like? 

Answer  
pick all the things in one row 
return to the start of the row 
move south one block 
 
pick all the things in one row 
return to the start of the row 
move south one block 
 
pick all the things in one row 
return to the start of the row 
move south one block 

These nine lines would harvest the first three rows of the field.  
They need to be repeated again to harvest the last three rows. 

Analysis of the First Refinement Attempt 
Before we continue with this plan, we should analyze it, looking at its 
strengths and weaknesses.  Are we asking for the right helper methods?  Are 
there other ways of solving the problem that might work better?  Our analysis 
might proceed as follows:  

 
Question What are the strengths of this plan?  

Answer The plan simplifies the harvestField method by defining 
three simpler methods, using each one several times.  

Question What are the weaknesses of the plan?  
Answer The same three lines are repeated over and over.  Maybe we 

should have harvestField defined as 
harvest one row 
harvest one row 
harvest one row 

and so on.  The method to harvest one row could be defined 
using the helper methods mentioned above. 
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Question That�s easy enough to do.  Any other weaknesses in this plan? 
Answer The Harvester robot makes some �empty� trips.  

Question What do you mean by �empty trips?�  
Answer The robot returns to the starting point on the row that was just 

harvested.  
Question Why are these bad?  

Answer Because robots (and computers) are valuable resources that 
should generally be used efficiently. Some tasks must be done 
�on time� if solving them is to confer any benefit.  

Question Can the robot pick more things on the way back?  
Answer Instead of harvesting only one row and then turning around 

and returning to the start, the Harvester robot can pick all the 
things in one row, move south one street, and come back to the 
west, harvesting a second row.  It can then move one street 
south to begin the entire process over for the next two rows. If 
mark repeats these steps two more times, the entire field of 
things will be harvested.  A diagram might help: 

0

0 1 2 3 4 5 6

1

2

3

4

5

6

7

 
Question How would you write that in an abbreviated form? 

Answer Well, harvestField would be defined as 
harvest two rows 
position for next harvest 
harvest two rows 
position for next harvest 
harvest two rows 
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Again we analyze this new plan for its strengths and weaknesses.  
 
Question What advantage does this offer over the first plan?  

Answer Now the robot makes only 6 trips across the field instead of 12. 
There are no empty trips.  

Question What are the weaknesses of this new plan?  
Answer The robot harvests two rows at a time.  If the field had an odd 

number of rows, we would have to think of something else.  
 
When we are planning solutions, we should be very critical and not just 

accept the first plan as the best. We now have two different plans, and you 
can probably think of several more. Let�s avoid the empty trips and imple-
ment the second plan. 

Implementing harvestField 
Recall the brief form of the idea: 

harvest two rows 
position for next harvest 
harvest two rows 
position for next harvest 
harvest two rows 
 
Let�s turn each of these statements into a method name such as 

harvestTwoRows and positionForNextHarvest.  We can then begin im-
plementation of the Harvester class and harvestField in particular, as 
shown in Listing 3-2. 

The listing includes the complete implementation of harvestField as 
well as just �shells� for harvestTwoRows and positionForNextHarvest.  A 
method which has just enough code to compile, but not to actually do its job 
is called a stub.  Stubs are useful for at least three reasons. 

First, stubs serve as placeholders for work that must still be completed.  
The associated documentation records our ideas for what the methods should 
do, helping to jog our memory when we come back to actually implement the 
methods.  In large programs with many, many methods, a span of days or 
even months might elapse before you have a chance to complete the method.  
If you are part of a team, perhaps someone else can implement the method 
based on the stub and its documentation. 

Second, a stub allows the program to be compiled even though it is not 
finished.  When we compile the program, the compiler may catch errors that 
are easier to find and fix now rather than later.  

Looking Ahead:  This brief 
form is called pseudocode.  
More about it in Section 
3.4. 

Helper Method 
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Third, a compiled program can be run, which may allow some early test-
ing to be performed that validates our ideas (or uncovers bugs that are easier 
to fix now than later).  We might run the program to verify that the initial 
situation is correctly set up, for instance. 

Listing 3-2:  An incomplete implementation of the Harvester class. 

 1 import becker.robots.*; 
 2  
 3 /** A class of robot which can harvest a field of things.  The field must be 5 things wide 
 4 * and 6 rows high. 
 5 * @author Byron Weber Becker */ 
 6 public class Harvester extends RobotSE 
 7 { 
 8  /** Construct a new Harvester robot. 
 9  * @param theCity the city where the robot will be created. 
 10  * @param ave the robot's initial avenue 
 11  * @param str the robot's initial street 
 12  * @param dir the robot's initial direction, one of {NORTH, SOUTH, EAST, WEST}. */ 
 13  public Harvester(City city, int ave, int str, int dir) 
 14  { super(city, ave, str, dir); 
 15  } 
 16  
 17  /** Harvest a field of things.  The robot is assumed to be on the north-west corner  
 18  * of the field. */ 
 19  public void harvestField() 
 20  { this.harvestTwoRows(); 
 21   this.positionForNextHarvest(); 
 22   this.harvestTwoRows(); 
 23   this.positionForNextHarvest(); 
 24   this.harvestTwoRows(); 
 25  } 
 26  
 27  /** Harvest two rows of the field, returning to the same avenue but one street  
 28  * farther south. */ 
 29  public void harvestTwoRows() 
 30  { // incomplete  
 31  } 
 32  
 33  /** Position robot for the next harvest by moving one street south and facing west. */ 
 34  public void positionForNextHarvest() 
 35  { // incomplete 
 36  } 
 37 } 

 

We must now begin to think about planning the instructions 
harvestTwoRows and positionForNextHarvest.  

Find The Code:   
methods/harvest 
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118 Chapter 3 Developing and Reusing Methods 

3.2.3 Refining harvestTwoRows 
Our plan contains two subtasks: one harvests two rows and the other posi-
tions the robot to harvest two more rows. The planning of these two subtasks 
must be just as thorough as the planning was for the overall task. Let's begin 
with harvestTwoRows.  

Question What does harvestTwoRows do?  
Answer  harvestTwoRows must harvest two rows of things. One will 

be harvested as the Harvester robot travels east and the sec-
ond will be harvested as it returns to the west.  

Question What does the robot have to do?  
Answer It must pick things and move as it travels east. At the end of 

the row of things, it must move south one block, face west, 
and return to the western edge of the field, picking things as it 
travels west.  In an abbreviated form, it must 

harvest one row while moving east 
go south to the next row 
harvest one row while moving west 

 
We analyze this plan as before, looking for strengths and weaknesses.  
 

Question What are the strengths of this plan?  
Answer It seems to solve the problem.  

Question What are the weaknesses of this plan?  
Answer Possibly one�we have two different instructions that harvest a 

single row of things.  
Question Do we really need two different harvesting instructions?  

Answer We need one for going east and one for going west.  
Question Do we really need a separate instruction for each direction?  

Answer Harvesting is just a series of pickThings and moves. The direc-
tion the robot is moving does not matter. If we plan 
goToNextRow carefully, we can use one instruction to harvest a 
row of things when going east and the same instruction for going 
west.  

 
By reusing a method, we make the program smaller and potentially easier 

to understand.  The pseudocode for the new plan is 
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harvest one row 
go to the next row 
harvest one row 
 
Translating this idea to Java, we arrive at the following method and stubs 

which should be added to the code in Listing 3-2. 
 

 1   /** Harvest two rows of the field, returning to the same avenue but one street  
 2  * farther south. */ 
 3  public void harvestTwoRows() 
 4  { this.harvestOneRow(); 
 5   this.goToNextRow(); 
 6   this.harvestOneRow(); 
 7  } 
 8  
 9  /** Harvest one row of five things. */ 
 10  public void harvestOneRow() 
 11  { // incomplete  
 12  } 
 13  
 14  /** Go one row south and face west.  The robot must be facing east.  */ 
 15  public void goToNextRow() 
 16  { // incomplete 
 17  } 
 

This doesn�t look good!  Every time we implement a method, we wind up 
with even more methods to implement.  We now have three outstanding 
methods � positionForNextHarvest, harvestOneRow, and goToNextRow 
all need to be finished.  Rest assured, however, that these methods are getting 
simpler and simpler.  Eventually, they will be implemented only in terms of 
already existing methods such as move, turnLeft, and pickThing.  Then the 
number of methods left to implement will begin to decrease until we have 
completed the entire program. 

3.2.4 Refining positionForNextHarvest 
Let's now plan positionForNextHarvest.  

 
Question What does the positionForNextHarvest method do?  

Answer This method is used when the Harvester robot is on the 
western side of the field. It moves the robot south one block 
facing east, in position to harvest two more rows of things.  

Question What does the robot have to do?  
Answer Turn left to face south, move one block, and turn left again to 

Helper Method 
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face east.  
We implement this instruction as follows.  
 
 /** Position the robot for the next harvest by moving one street south and  
 * facing west. */ 
 public void positionForNextHarvest() 
 { this.turnLeft(); 
  this.move(); 
  this.turnLeft(); 
 } 
 

Take a few moments to analyze this method to make sure it works cor-
rectly.  A diagram may help in which you picture the situation described in the 
documentation.  Then trace the method and ensure that the robot does what 
the documentation says it should. 

This method is defined completely in terms of existing methods, so we 
have reduced the number of incomplete methods from three to two. 

3.2.5 Refining harvestOneRow 
We now focus our efforts on harvestOneRow.  
 

Question What does harvestOneRow do?  
Answer Starting on the first thing and facing the correct direction, the 

robot must harvest each of the intersections that it encounters, 
stopping on the location of the last thing in the row.  

Question What does the Harvester robot have to do?  
Answer It must harvest the intersection it�s on and then move to the 

next intersection.  It needs to do that five times, once for each 
thing in the row. 

Question Are you sure? 
Answer Oh!  The last time it doesn�t need to move to the next intersec-

tion.  It can just go to the next row.  So we have 
harvest an intersection 
move 
harvest an intersection 
move  
harvest an intersection 

 
We can implement harvestOneRow and harvestIntersection as fol-

lows.  
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 /** Harvest one row of five things. */ 
 public void harvestOneRow() 
 { this.harvestIntersection(); 
  this.move(); 
  this.harvestIntersection(); 
  this.move(); 
  this.harvestIntersection(); 
  this.move(); 
  this.harvestIntersection(); 
  this.move(); 
  this.harvestIntersection(); 
 } 
 
 /** Harvest the things on one intersection. */ 
 public void harvestIntersection() 
 { this.pickThing(); 
 } 

 

It may seem silly to define a method such as harvestIntersection that 
contains only one method.  There are several reasons why it is a good idea.  
First, the language of the problem has been about �harvesting�, not �pick-
ing.�  This method carries that language throughout the program, making it 
easier to understand.  Secondly, what it means to harvest an intersection may 
change.  In the future, there might be several things on each intersection.  By 
isolating the concept of harvesting an intersection, we provide a natural place 
to make future changes. 

3.2.6 Refining goToNextRow 
At last, we have only one stub to complete, goToNextRow. 

 
Question What does goToNextRow do?  

Answer This instruction moves the Harvester robot south one block 
to the next row.  

Question Didn�t we do that already? Why can�t we use the instruction 
positionForNextHarvest?  

 
Take a moment to simulate the positionForNextHarvest instruction 

on paper. Start with a Harvester robot facing east and see where the robot is 
when you finish simulating the instruction. 

 
Answer It will not work properly. For positionForNextHarvest, the 

robot must be facing west. Now it�s facing east, so the instruc-
tion positionForNextHarvest will not work.  

Helper Method 
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Question What does the robot have to do?  
Answer It must turn right to face south, move one block, and turn right 

to face west.  
 
The following is the implementation of this new instruction.  
 
 /** Go one row south and face west.  The robot must be facing east.  */ 
 public void goToNextRow() 
 { this.turnRight(); 
  this.move(); 
  this.turnRight(); 
 } 
 

A simple simulation of the method should convince us that it is correct.  
Since we extended RobotSE, the turnRight service is already available for 
our use, as is move.  With no new helper methods to complete, our program 
is done.  

3.2.7 Verifying the Complete Program 
Since we have spread this class out over several pages, it is printed here so 
that you will find it easier to read and study.   

Listing 3-3:  The complete Harvester class. 

 1 import becker.robots.*; 
 2  
 3 /** A class of robot which can harvest a field of things.  The field must be 5 things 
 4 * wide and 6 rows high. 
 5 * @author Byron Weber Becker */ 
 6 public class Harvester extends RobotSE 
 7 { 
 8  /** Construct a new Harvester robot. 
 9  * @param theCity the city where the robot will be created. 
 10  * @param ave the robot's initial avenue 
 11  * @param str the robot's initial street 
 12  * @param dir the robot's initial direction, one of {NORTH, SOUTH, EAST, WEST}. */ 
 13  public Harvester(City city, int ave, int str, int dir) 
 14  { super(city, ave, str, dir); 
 15  } 
 16  
continued… 

 

Find The Code:   
methods/harvest 
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Listing 3-3 continued 

17   /** Harvest a field of things.  The robot is assumed to be on the north-west corner 
 18  * of the field. */ 
 19  public void harvestField() 
 20  { this.harvestTwoRows(); 
 21   this.positionForNextHarvest(); 
 22   this.harvestTwoRows(); 
 23   this.positionForNextHarvest(); 
 24   this.harvestTwoRows(); 
 25  } 
 26  
 27  /** Harvest two rows of the field, returning to the same avenue 
 28  * but one street farther south. */ 
 29  public void harvestTwoRows() 
 30  { this.harvestOneRow(); 
 31   this.goToNextRow(); 
 32   this.harvestOneRow(); 
 33  } 
 34  
 35  /** Harvest one row of five things. */ 
 36  public void harvestOneRow() 
 37  { this.harvestIntersection(); 
 38   this.move(); 
 39   this.harvestIntersection(); 
 40   this.move(); 
 41   this.harvestIntersection(); 
 42   this.move(); 
 43   this.harvestIntersection(); 
 44   this.move(); 
 45   this.harvestIntersection(); 
 46  } 
 47  
 48  /** Go one row south and face west.  The robot must be facing east.  */ 
 49  public void goToNextRow() 
 50  { this.turnRight(); 
 51   this.move(); 
 52   this.turnRight(); 
 53  } 
 54  
 55  /** Position robot for the next harvest by moving one street south and facing west. */ 
 56  public void positionForNextHarvest() 
 57  { this.turnLeft(); 
 60   this.move(); 
 61   this.turnLeft(); 
 62  } 
 63  
 64  /** Harvest the things on one intersection. */ 
 65  public void harvestIntersection() 
 66  { this.pickThing(); 
 67  } 
 68 } 
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We are not done. We have used simulation to analyze the individual in-
structions in the program to see whether they work correctly. We have not 
examined how they work in concert as one large robot program. We must 
now simulate mark�s execution of the entire program to demonstrate that all 
the parts work correctly to be sure that the program is correct. We may have 
relied on some invalid assumptions when writing the instructions that move 
mark between rows, or we may discover another error in our planning or im-
plementing; maybe our analysis was wrong. A skeptical attitude toward the 
correctness of our programs will put us in the correct frame of mind for veri-
fying them.  

Stepwise refinement blends the problem-solving activities of planning, 
implementing, and analyzing into the programming process. It is a powerful 
programming technique and can shorten the time required to write correct 
robot programs.  

3.3 Stepwise Refinement Advantages 
Programs developed using stepwise refinement have a number of advantages 
over programs that are not.  They include 
! understanding the program more easily,  
! avoiding programming errors more easily, 
! fixing programming errors more easily, and 
! modifying the program more easily. 
All of these advantages follow from a few simple facts.  First, as we noted 

on page 3, most humans can only manage about seven pieces of information 
at once.  By breaking each problem down into a small number of sub-
problems, the stepwise refinement technique helps us avoid information 
overload. 

Furthermore, stepwise refinement imposes a structure on the problem.  
Related parts are kept together in methods;  unrelated parts will be in differ-
ent methods. 

Finally, by naming each of these related parts (methods) well, we can 
think at a higher level of abstraction.  We can think about what it does, rather 
than how it does it. 

We now turn to each of the four advantages cited above, to investigate it 
further. 

3.3.1 Understandability 
Writing understandable programs is as important as writing correct ones; 
some say that it is even more important. They argue that most programs ini-
tially have a few errors, and understandable programs are easier to debug. 
Good programmers are distinguished from bad ones by their ability to write 

Looking Back:  Refer back 
to Section 1.4.5 on page 
22, if you aren�t sure how to 
simulate or trace a pro-
gram. 
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clear and concise programs that someone else can read and quickly under-
stand. What makes a program easy to understand? We present three criteria.  
! Each method, including the main method, is composed of a small 

number of easily understood statements or methods. 
! Each method has a single, well defined, purpose.  The purpose is 

succinctly described by the method�s name. 
! Each method can be understood by examining the statements it con-

tains and understanding the purpose of the methods it calls.  Under-
standing the method should not depend on understanding how other 
methods work, only their purpose. 

Each of these criteria help limit the number of details a person must keep 
in mind at one time. 

If a method cannot correctly accomplish its purpose unless it begins in a 
certain situation, that fact should be documented.  For example, an instruc-
tion that always picks something up should indicate in a comment where that 
thing must appear:  

 
public class Collector extends Robot 
{ 
 /** Requires a Thing on the next  corner in front. */ 
 public void collectOneThing() 
 { this.move();  
  this.pickThing();  
 } 
} 

3.3.2 Avoiding Errors  
Many novices think that all of the planning, analyzing, tracing, and simulating 
of programs shown in the Harvester example takes too much time. They 
would rather start typing their programs into a computer immediately, with-
out planning first.   

What really takes time is correcting mistakes. These mistakes fall into two 
broad categories.   

The first category is planning mistakes.  They result in execution and in-
tent errors and happen when we write a program without a well-thought-out 
plan.  Planning mistakes can waste a lot of programming time. They are usu-
ally difficult to fix because large segments of the program may have to be 
modified or discarded. Careful planning and thorough analysis of the plan can 
help avoid planning mistakes.  

The second category is programming mistakes.  They result in lexical and 
syntax errors and happen when we actually write the program. Programming 
mistakes can be spelling, punctuation, or other similar errors. If we write the 
entire program without testing it, we will undoubtedly have many errors to 
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correct, some of which may be multiple instances of the same error. Writing 
the program in slices will both reduce the overall number of errors introduced 
at any one time and help prevent multiple occurrences of the same mistake.  

Stepwise refinement is a tool that allows us to plan, analyze, and imple-
ment our plans in a way that should lead to a program containing a minimum 
of errors.  

3.3.3 Testing and Debugging 
Removing programming errors is easier in a program that has been developed 
using stepwise refinement.  Removing errors has two components:  identify-
ing errors, and fixing the errors.  Stepwise refinement helps in both steps. 

First, each method can be independently tested to identify errors that may 
be present.  When writing a program, we should hand-simulate each method 
immediately after it is written until we are convinced that it is correct. Then 
we can forget how the method works and just remember what it does. Re-
membering should be easy if we name the method accurately. Doing so is 
easiest if the method does only one thing.  

Errors that are found by examining a method independently are the easi-
est ones to fix because the error cannot have been caused by some other part 
of the program.  When testing an entire program at once this assumption 
cannot be made.  And, if methods have not been tested independently, it is 
often the case that one has an error that does not become obvious until other 
methods have executed.  That is, the signs of an error can first appear far 
from where the error actually occurs, making debugging difficult. 

Second, stepwise refinement imposes a structure on our programs, and 
we can use this structure to help us find bugs in a completed program. When 
debugging a program, we should first find which of the methods is malfunc-
tioning. Then we can concentrate on debugging that method, ignoring the 
other parts of our program, which are irrelevant to the bug.  For example, 
suppose our robot makes a wrong turn and tries to pick up a thing from the 
wrong place. Where is the error? If we use new methods to write our pro-
gram, and each new method performs one specific task (such as 
positionForNextHarvest) or controls a set of related tasks (such as 
harvestTwoRows), then we can usually determine the probable location of 
the error easily and quickly. 

3.3.4 Future Modifications 
Programs are often modified because the task to perform has changed in 
some way or there is an additional, related, task to perform.  Programs that 
have been developed using stepwise refinement are easier to modify than 
those that are not, because 

Looking Ahead:  In Section 
7.1.1 we will learn to write 
small programs designed to 
test single methods. 
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! the structure imposed on the program by stepwise refinement makes 
it easier to find the appropriate places to make modifications. 

! methods that have a single purpose and minimal, well-defined, inter-
actions with the rest of the program, can be modified with less 
chance of creating a bug elsewhere in the program. 

! single purpose methods can be overridden in subclasses to do some-
thing slightly different. 

We can illustrate these points with an example modifying the Harvester 
class.  Figure 3-5 and Figure 3-6 show two situations that differ somewhat 
from the original harvesting task.  In the first one, each row has six things to 
harvest instead of just five.  In the second, there are eight rows instead of six. 

Obviously, this problem is very similar to the original harvesting problem.  
It would be much simpler to modify the Harvester program than to write a 
completely new program. 

How difficult would it be to modify our Harvester class to accomplish 
the new harvesting tasks?   We have two different situations to consider.   

Figure 3-5:  Longer rows. 
 

Figure 3-6:  More rows. 
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The first situation is where the original task has really changed, and it 
therefore makes sense to change the Harvester class itself.  In this case, har-
vesting longer rows can be easily accommodated by adding  

 
  this.move(); 
  this.harvestIntersection(); 
 

to the harvestOneRow method.  A similar change to the harvestField 
method would solve the problem of harvesting additional rows.   

Our use of stepwise refinement in developing the original program aids 
this change tremendously.  Stepwise refinement led us to logical sub-
problems.  By naming them appropriately, it was easy to find where to change 
the program and how to change it.  Furthermore, because the interactions 
between the methods were few and well-defined, we could make the changes 
without creating a bug elsewhere in the program. 

A second situation to consider is where we still need to solve the original 
problem.  That is, it is inappropriate to change the original Harvester class, 
because it is still needed.  We can then use inheritance to solve the new prob-
lem.  By overriding harvestOneRow, we can make modifications to harvest 
longer rows, and by overriding harvestField, we can harvest more (or 
fewer) rows.  A new robot class to harvest longer rows is shown in Listing 
3-4. 

Listing 3-4:  An extended version of Harvester that harvests longer rows. 

 1 import becker.robots.*; 
 2  
 3 /** A kind of Harvester robot that harvests fields with 6 
 4 *  things per row rather than just 5. 
 5 *  @author Byron Weber Becker */ 
 6 public class LongRowHarvester extends Harvester 
 7 { /** Construct the harvester. */ 
 8  public LongRowHarvester(City city,  
 9          int ave, int str, int dir) 
 10  { super(city, ave, str, dir); 
 11  } 
 12   
 13  /** Override the harvestOneRow method to harvest the longer row. */ 
 14  public void harvestOneRow() 
 15  { super.harvestOneRow();  // harvest first 5 intersections 
 16   this.move();     // harvest one more 
 17   this.harvestIntersection();  
 18  } 
 19 } 

 

Looking Ahead:  When we 
learn more about parame-
ters (Chapter 5) and repeti-
tion (Chapter 4) we will be 
able to write a much more 
flexible harvestField 
method, eliminating the 
need for changing code just 
because the size of the field 
has changed. 

Find The Code:   
methods/harvestLongRow 
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3.4 Pseudocode 
Sometimes it is useful to focus more on the algorithm than on the program 
implementing it.  When we focus on the program, we also need to worry 
about many distracting details.  Details like placing semicolons appropriately, 
using consistent spelling, and even coming up with the names of methods can 
consume significant mental energy, energy that we would rather put into 
thinking about how to solve the problem. 

Pseudocode is a technique which allows us to focus on the algorithms.  
Pseudocode is a blending of the naturalness of our native language with the 
structure of a programming language.  It allows us to think about an algo-
rithm much more carefully and accurately than with only natural language, the 
language we use in every-day speech, but without all the details of a full pro-
gramming language such as Java.  Think of it as your own, personal, pro-
gramming language. 

We�ve been using pseudocode for a long time without saying much about 
it.  Already on page 18, when planning our very first program, we presented 
the pseudocode for the algorithm before we wrote the program: 

 
move forward until it reaches the thing, 
pick up the thing, 
move one block farther, 
turn right, 
move a block, 
put the thing down, 
move one more block. 
 
Looking back for text set in this distinctive font, you�ll also see that we 

used pseudocode in Chapter 2 when we developed the Lamp class and over-
rode turnLeft to make a faster-turning robot.  And we�ve used it extensively 
in this chapter. 

There are several advantages to using pseudocode.  First, it�s an abstrac-
tion mechanism. As we discussed briefly in Section 1.1.1, abstractions allow 
us to �chunk� information together into higher-level pieces so we don�t need 
to remember as much.  Remember, we humans can only keep seven things, 
plus or minus two, in short-term memory at once.  In this case, we can chunk 
together all the programming syntax rules so that we can disregard them. 

Second, pseudocode allows us to do an extremely early simulation or 
trace of our program.  We can trace the program after only scratching out a 
few lines on paper.  If we find a bug, it is much easier to change and fix than 
if we had invested all the time and energy into obeying the many details of the 
Java language. 
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Third, if we are working with other people, even non-technical users, 
pseudocode can give us a common language.  With it, we can describe the 
algorithm to others.  They might see a special case we missed or a more effi-
cient approach or even help implement it in a programming language. 

Pseudocode�s usefulness increases as the complexity of the algorithm you 
are designing increases.  In the next chapter, we will introduce Java constructs 
that allow us to choose whether or not to execute some statements.  Other 
constructs allow us to repeat statements.  These constructs are very powerful 
and vital to writing interesting programs � but they also add complexity, a  
complexity that pseudocode can help manage in the early stages of program-
ming. 

3.5 Variations on the Theme 
Consider again the field harvesting task discussed in Section 3.2.  There are 
many variations, for instance, several robots may be available to perform the 
task, or perhaps instead of harvesting things, the robot needs to plant things.  
This section explores these variations.  In the process, we will see that early in 
the development of the Harvester class we made a key assumption that we 
should use a single robot.  This assumption needlessly complicated the pro-
gram.  We should have explored more alternatives!  We will also see how to 
make the computer appear to do several things at once � such as six robots all 
harvesting a row of things simultaneously. 

3.5.1 Using Multiple Robots 
One approach to solving the harvesting problem is to use several robots, 
which we briefly considered on page 110.  In this approach, each robot har-
vests only a part of the field.  For instance, our main method could be modi-
fied to instantiate three robots, each of which harvests two rows.  The initial 
situation is shown in Figure 3-7 and the listing in Listing 3-5.  mark will har-
vest the first two rows, lucy the middle two rows, and greg the last two.  Of 
course, the work does not need to be divided evenly.  If there were only two 
robots, one could harvest two rows, and the other could harvest four rows. 
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Listing 3-5:  The main method for harvesting a field with three robots. 

 1 import becker.robots.*; 
 2  
 3 public class HarvestTask extends Object 
 4 { 
 5  public static void main (String[] args) 
 6  { 
 7   City stLouis = new City("../Field.txt"); 
 8   Harvester mark = new Harvester( 
 9          stLouis, 0, 1, Directions.EAST); 
 10   Harvester lucy = new Harvester( 
 11          stLouis, 0, 3, Directions.EAST); 
 12   Harvester greg = new Harvester( 
 13          stLouis, 0, 5, Directions.EAST); 
 14   CityFrame frame = new CityFrame(stLouis, 8, 8); 
 15    
 16   mark.move(); 
 17   mark.harvestTwoRows(); 
 18   mark.move(); 
 19  
 20   lucy.move(); 
 21   lucy.harvestTwoRows(); 
 22   lucy.move(); 
 23  
 24   greg.move(); 
 25   greg.harvestTwoRows(); 
 26   greg.move(); 
 27  } 
 28 } 

 

Figure 3-7:  Harvesting a field with three robots each harvesting two rows. 
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Find The Code:   
methods/harvestWithThree 
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In fact, the original problem on page 109 does not specify the number of 

robots to use, where they start, or where they end up.  Perhaps the simplest 
solution is to have six robots each harvesting just one row, and ending on the 
opposite side of the field.  The initial and final situations are shown below.  If 
we had chosen this solution, our Harvester class would have consisted of 
only harvestOneRow and harvestIntersection � much simpler than what 
we actually implemented! 

3.5.2 Multiple Robots with Threads (Advanced) 
If you actually implement and run the previous example, which uses six ro-
bots, you will notice that one robot finishes its entire row before the next one 
begins to harvest its row.  The entire task takes about six times as long as har-
vesting a single row, in spite of the fact that we have six robots. 

If we were paying a group of people to do this task, we would be pretty 
upset with this strategy!  We would want them working simultaneously so that 
the entire job is done in about the same amount of time it takes one person to 
harvest one row. 

In this section, we�ll show how you can make the robots (appear to) do 
their work simultaneously.  This material is normally considered pretty ad-
vanced, but robots provide a very easy introduction.  It�s here to get you 
thinking about other ways to do things and also because it�s fun.  Check with 
your instructor to find out if he or she expects you to know this material. 

Find The Code:   
methods/harvestWithSix 

Figure 3-8:  Initial situation for harvesting with
six robots. 

 
Figure 3-9:  Final situation for harvesting with 
six robots. 
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Example:  ThreadedRowHarvester 
When you have several robots working simultaneously, each robot must be 
pretty much self-contained. Your application will start each robot, and there-
after your robots all just go and do their thing. This approach implies that 
each robot must be instantiated from a subclass of Robot, which �knows� 
what to do without further input from the application. We�ll call this subclass 
ThreadedRowHarvester.  

The instructions the robot should execute after it�s started are placed in 
the run method of the ThreadedRowHarvester. It is free to call other meth-
ods to get the job done.  In our case, we will simply call the HarvestOneRow 
method.  Inserting the following method in the ThreadedRowHarvester 
class does the trick.  harvestOneRow is defined as in the Harvester class. 

 
 /** What the robot does after its thread is started. */ 
 public void run() 
 { this.move(); 
  this.harvestOneRow(); 
  this.move(); 
 } 
 

In the main method, we need to construct six ThreadedRowHarvester 
robots, one for each row.  However, instead of instructing each robot to har-
vest a row, we will start each robot�s thread.  The run method defined earlier 
will then instruct the robot what to do. Starting a thread is done with two 
statements for each robot.  Starting a thread for a robot named karel could 
be done like this: 

 
Thread karelThread = new Thread(karel); 
karelThread.start(); 
 

The start method in the last statement invokes the run method, which 
contains the instructions for the robot. For this strategy to work, the Thread 
class must be assured that the ThreadedRowHarvester class actually has a 
run method. You do so by adding implements Runnable to the line defin-
ing the class: 

 
public class ThreadedRowHarvester  
        extends RobotSE implements Runnable 
 

This statement is your promise to the compiler that ThreadedRowHarvester 
will include all of the methods listed in the Runnable interface.  If you check 
the documentation for Runnable, you will see that the run method is the only 
one listed.  

In summary, three things are needed to start a thread: 

Key Idea:  The run 
method contains the in-
structions the thread will 
execute. 

Find The Code:   
methods/ 
harvestWithSixThreads 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

134 Chapter 3 Developing and Reusing Methods 

! Putting the instructions that the robot is to carry out in a specially 
designated method called run.  

! Implementing the interface Runnable to tell Java that your class is 
set up to run in a thread.  

! Starting the thread.  
In this example, each thread did identical tasks, which need not be the 

case.  We could, for instance, set up two threads with robots harvesting two 
rows each, and two more threads with robots harvesting one row each. 

About Threads 
A thread starts a new flow of control.  We learned in the Sequential Execu-
tion pattern that each flow of control is a sequence of statements, one after 
the other where each statement finishes before the next one begins.   

The main method begins execution in its own thread.  As long as we 
don�t start any new threads execution proceeds one statement after another, 
as shown in Figure 3-10.  This figure supposes that we have two robots 
named mark and lucy.  The main method first calls 
mark.harvestOneRow(); and then lucy.harvestOneRow();.  In between, 
of course, many other statements are executed, one after the other. 

Once we have two or more flows of control, execution hops back and 
forth between them.  The statements within each flow of control still execute 

Figure 3-10:  Flow of control with only one thread. 

this.move();

this.pickThing();

this.move();

this.pickThing();

this.move();

(and so on...)

mark.harvestOneRow();

this.move();

this.pickThing();

this.move();

this.pickThing();

this.move();

(and so on...)

lucy.harvestOneRow();
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in order with respect to each other, but statements from a different thread 
might execute in between.  This concept is illustrated in Figure 3-11. 

The main method�s flow of control starts a thread for mark and then for 
lucy, represented by the light arrow between the top two boxes.  That thread 
of control then ends. 

But now that we have three threads of control (one for main, one for 
mark, and one for lucy) the execution hops back and forth between all three 
threads, as is represented by the heavier arrows.  Execution hops back and 
forth between the threads so quickly that it appears that all the robots are mov-
ing simultaneously, but in fact they are not. 

Notice that in spite of execution hopping back and forth between the 
threads, the statements within each thread are still executed in the same order 
as before.  The only difference is that statements from another thread might 
be executed in between. 

Complexities 
This simple example glosses over quite a few complexities.  For instance, each 
robot�s task in these examples has been completely independent of the tasks 
performed by the other robots.  If we had a seventh robot that collected all 
the things harvested by the first six robots, it would need a way to wait for 
those robots to finish their task before starting. 

In the next chapter, we will explore ways that programs can make deci-
sions.  For example, a robot can check if a thing is present on the intersec-

Figure 3-11:  A possible flow of control with three threads. 

this.move();

this.pickThing();

this.move();

this.pickThing();

this.move();

(and so on...)

markThread.start();

this.move();

this.pickThing();

this.move();

this.pickThing();

this.move();

(and so on...)

lucyThread.start();
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tion.  Suppose mark is programmed to check if there is a Thing on the cur-
rent intersection. If there is, mark picks it up;  otherwise mark goes on to the 
next intersection.  But the check is in one program statement and the call to 
pickThing is in another.  lucy, running in another thread, might come along 
and snatch the thing in between those two statements.  So the thing mark 
thought was there disappears, and mark ends up breaking when it executes 
pickThing. 

In spite of these complexities and many others, threads are a useful tool 
in many applications.  Animations run in their own threads.  Many word 
processors figure out page breaks in a separate thread so that the user can go 
on typing at the same time.  Printing usually has a separate thread so that the 
user can do other work instead of waiting for a slow printer.  Graphical user 
interfaces usually run in one or more threads so that they can continue to re-
spond to the user even while the program is carrying out a command that 
may take time. 

3.5.3 Factoring Out Differences 
Suppose that instead of picking one thing from each intersection in the field, 
we want to plant a thing at each intersection.  Or perhaps pick two things or 
count the total number of things in the field or�.   

Each of these programs is very similar to the harvesting task.  In particu-
lar, the part that controls the movement of the robot over the field is the 
same for all of these problems; it is only the task at each intersection that dif-
fers.  The original task of harvesting things is only one example of a much 
more general problem:  traversing a rectangular area and performing some 
task at each intersection. 

If we had started with this view of the problem, we might have designed 
the program differently. Instead of solving the harvesting problem directly, 
we might have designed a TraverseAreaRobot class that simply traverses a 
rectangular area.  At each intersection, it could call a method called 
visitIntersection.  In the TraverseAreaRobot class, this method would 
do nothing.  However, by simply overriding this method in different sub-
classes, we could easily create a class that harvests each intersection, or plants 
the intersection, and so on.  A class diagram illustrating this approach is 
shown in Figure 3-12. 

Looking Ahead:  In Section 
xx we�ll learn how to use a 
thread to perform animation 
in a user interface. 
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Of course, we could have solved the planting problem by extending the 
Harvester class and overriding harvestIntersection.  The approach 
shown in Figure 3-12 differs from that in two ways.  First, we planned for 
various tasks to occur at each intersection and named the methods accord-
ingly.  It is confusing, at best, to override a method named harvestInter-
section so that it plants something there! 

The second difference is that the TraverseAreaRobot class deliberately 
does nothing when it visits an intersection.  Instead, visitIntersection 
serves as an intentional point where subclasses can modify the behavior of 
traverseArea.  In fact, the documentation for visitIntersection and 
traverseArea should probably be very explicit about the possibilities of 
overriding the method.  In a sense,  traverseArea is a template for a com-
mon activity.  That activity is modified by overriding visitIntersection. 

3.6 Private and Protected Methods 
The TraverseAreaRobot class makes available six new services:  traverse-
Area, traverseTwoStreets, traverseOneStreet, goToNextStreet, pos-

Figure 3-12:  A class diagram for a group of classes for working with fields. 

RobotSE

TraverseAreaRobot

TraverseAreaRobot(...)
void traverseArea()
void traverseTwoStreets()
void traverseOneStreet()
void goToNextStreet()
void positionForNextTwoStreets()
void visitIntersection()

Planter

Planter(...)
void visitIntersection()

Harvester

Harvester(...)
void visitIntersection()

 

Template Method 
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itionForNextStreet, and visitIntersection.  Should these all be avail-
able to all clients?  Is there any reason, for instance, why a client such as main 
should invoke the goToNextStreet service?  After all, it was developed as a 
helper method, not as a service to be offered by a TraverseAreaRobot.  
Maybe a client should not be allowed to invoke it. 

Recall for a moment what a client is.  A client is simply an object that 
uses the services of another object, called the server.  The client uses the 
server�s services by invoking them with the Command Invocation pattern  we 
saw on page 37: 

 

«objectReference».«serviceName»(«parameterList»); 
 

The client is simply the class that contains code such as karel.move(), or 
joe.traverseArea(), or even this.goToNextStreet().  karel, joe, and 
this are the «objectReferences». 

Java has a set of visibility modifiers that control which clients are allowed to 
invoke a method.  The visibility modifier is placed as the first keyword before 
the method signature.   

So far, we have always used the visibility modifier public, as in public 
void traverseArea().  The keyword public allows any client to invoke 
the method.   Just like a public telephone, anyone who comes by can use it. 

The visibility modifier private is at the other end of the visibility scale.  
It says that no one, except clients who belong to the same class, may invoke 
the method, and that the method may not be overridden.  Staying private like 
this is exactly what we want for most helper methods.  goToNextStreet, for 
instance, was designed to help traverseTwoStreets do its work.  It was 
never meant to be called from outside of the class where it was declared.  It 
should be declared  

 
private void goToNextStreet() 
 

A middle ground is to use the protected visibility modifier.  Protected 
methods may be invoked from clients that are also subclasses.  Like all meth-
ods, they can also be invoked from within the class defining them. 

Using protected on the traverseOneStreet and visitIntersection 
methods would be appropriate.  It would allow us to override and use those 
methods in a subclass to traverse longer streets.  We also did this in Section 
3.3.3 where we overrode harvestOneRow to harvest a longer row.   This ap-
proach is shown in Listing 3-6 and Listing 3-7.  Listing 3-8 shows code that 
does not compile because it attempts to use either protected or private 
methods. 

 
 

Key Idea:  Public methods 
may be invoked by any 
client. 

Key Idea:  Private methods 
can only be invoked by 
methods defined in the 
same class. 

Key Idea:  Protected meth-
ods can be used from sub-
classes. 
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Listing 3-6:  Using protected and private visibility modifiers in TraverseAreaRobot. 

 1 public class TraverseAreaRobot extends RobotSE 
 2 { public TraverseAreaRobot(...)    { ...  } 
 3  
 4  public void traverseArea()     { ...  } 
 5  
 6  private void traverseTwoStreets()   { ...  } 
 7  
 8  protected void traverseOneStreet()   { ...  } 
 9  
 10  private void goToNextStreet()    { ...  } 
 11  
 12  private void positionForNextTwoStreets() { ...  } 
 13  
 14  protected void visitIntersection()   { ...  } 
 15 } 

 

Listing 3-7:  Using protected methods in a subclass of TraverseAreaRobot. 

 1 public class TraverseWiderArea extends TraverseAreaRobot 
 2 { public TraverseWiderAreaRobot(...)   { ...  } 
 3  
 4  protected void traverseOneStreet() 
 5  { super.traverseOneStreet();  // traverse first 5 intersections 
 6   this.move();       // traverse one more 
 7   this.visitIntersection(); 
 8  } 
 9 } 

 

Listing 3-8:  A program that fails to compile because it attempts to use private and 
protected methods. 

 1 public class DoesNotWork extends Object 
 2 { public static void main(String[] args) 
 3  { ... 
 4   TraverseAreaRobot karel = new TraverseAreaRobot(...); 
 5   ... 
 6   karel.traverseArea();   // works � method is public 
 7   karel.traverseTwoStreets(); // compile error  
 8             // traverseTwoStreets is private 
 9   karel.visitIntersection(); // compile error 
 10             // visitIntersection is protected 
 11  } 
 12 } 

 

It is also possible to omit the visibility modifier.  The result is called 
�package� visibility.  It restricts the use of the method to classes in the same 
package.  The becker.robots package sometimes uses package visibility to 
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make services available within the package that should not be available to stu-
dents.  For example, Robot actually has a turnRight method (contrary to 
what you read on page 12), but it has package visibility so most clients can�t 
use it.  RobotSE, however, is in the same package and thus has access to it.  It 
makes turnRight publicly available with the following method, which simply 
overrides turnRight with a less restrictive visibility. 

 
public void turnRight() 
{ super.turnRight(); 
} 
 

Students should not need to use package visibility. 
As a rule of thumb, beginning programmers should declare methods as 

private except in these cases: 
! The method is specifically designed to be a public service.  In this 

case, you should declare it as public. 
! The method is used only by a subclass.  In this case, you should de-

clare it as protected. 
Visibility may be represented in class diagrams with the symbols +, #, and 

–.  They stand for public, protected, and private visibility, respectively.  
Figure 3-13 shows a class diagram for the Harvester class that includes these 
symbols. 

Key Idea:  Declare meth-
ods to be private unless 
you have a specific reason 
to do otherwise. 
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3.7 Patterns 

3.7.1 Helper Method 
Problem:  You have a long or complex method to implement.  You want 
your code to be easy to develop, test and modify. 
Solution:  Look for logical steps in the solution of the method.  Put the code 
to solve this step in a well-named helper method.  For example, if the prob-
lem is for a robot to travel in a square pattern, the problem could be decom-
posed like this: 

Figure 3-13:  Showing the visibility of the helper methods in the TraverseFieldRobot 
class. 

RobotSE

TraverseAreaRobot

+TraverseAreaRobot(...)
+void traverseArea()
-void traverseTwoStreets()
#void traverseOneStreet()
-void goToNextStreet()
-void positionForNextTwoStreets()
#void visitIntersection()

Planter

+Planter(...)
#void visitIntersection()

Harvester

+Harvester(...)
#void visitIntersection()
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public void squareMove() 
{ this.sideMove(); 
 this.sideMove(); 
 this.sideMove(); 
 this.sideMove(); 
} 
 

where sideMove is defined as follows: 
 
private void sideMove() 
{ this.move(); 
 this.move(); 
 this.move(); 
 this.turnLeft(); 
} 
 

Of course, the problem may involve writing several different helper 
methods.  Since helper methods are usually not services the class provides, 
they should generally be declared private, or at least protected, depending 
on whether or not subclasses will need access to them. 
Consequences:  Long or complex methods are easier to read, develop, test 
and modify when you break them into smaller steps and use helper methods. 

3.7.2 Template Method 
Problem:  You have a set of similar classes.  Each one has a method that 
does almost the same thing as a corresponding method in the other classes, 
but not quite.  You would like to avoid duplicating the common code so that 
you only need to write it, debug it, and maintain it once. 
Solution:  The method that shares the similar code among classes is called 
the template method.  Write it using helper methods for the parts that are differ-
ent between the various versions.  However, instead of putting these helper 
methods in the same class as the template method, put them in subclasses.  
The subclasses provide the variations in the code that are used to solve the 
different problems. 

To compile the template method you will need to include empty methods 
with the same names as the helper methods. 

For an example, see Section 3.5.3, page 136. 
Consequences: Writing the common code just once helps reduce the effort 
to write, debug and maintain it.  By explicitly identifying where the differences 
are, it�s easier to add a new class that solves still another variation of the same 
problem. 

On the other hand, needing to look in a different class for part of the so-
lution to the problem can be confusing. 
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3.8 GUI:  Refining a Complex Scene 
To be developed.  It will likely be overriding paintComponent to paint a 
more complex scene, using several methods for the different parts of the 
scene.  Perhaps introduce drawImage or scaling. 

3.9 Concept Map 
To be prepared. 

3.10 Problem Set 
Written Exercises 
3.1 In Listing 3-3 all of the methods have public visibility.  List the methods 

that, in your opinion, should be thought of as �helper methods� and 
have private visibility. 

3.2 Examine problem 2.5 on page 105 again, where karel wrote the mes-
sage �Hello� using Things.  What helper methods would you suggest? 

Programming Exercises 

Programming Projects 
3.3 Rewrite the harvestField method using a different stepwise refine-

ment.  In particular, move the robot over the field in a spiral pattern, as 
shown in Figure 3-14. 
a. Write pseudocode to solve the problem using this idea. 
b. Analyze the solution for strengths and weaknesses. 
c. Write a program implementing your solution. 
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Figure 3-14:  Harvesting in a spiral. 
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3.4 Implement a Harvester class which extends TraverseAreaRobot, as 

described in Section 3.5.3. 
3.5 karel sometimes works as a pin-setter in a bowling alley.  The initial 

and final situations are shown in Figure 3-15. 
a. Develop pseudocode for two different refinements of a method 

named setPins. 
b. Analyze both solutions for strengths and weaknesses. 
c. Write a program that implements one of your solutions. 
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3.6 karel has taken a job as a part-time gardener.  karel�s specialty is plant-
ing things.  Its current task is to plant one and only one Thing on each 
intersection around the plus-shaped wall shown in Figure 3-16.  karel 
begins with enough things in its backpack to complete the task. 

3.7 Complete problem 3.6, but use four robots instead of one.  You may 
choose the starting position of each robot. 

3.8 Complete problem 3.6, but use eight robots.  You may choose the start-
ing position of each robot. 

Figure 3-15a:  Initial Situation 
 

Figure 3-15b:  Final Situation 
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Figure 3-16:  Planting things in a garden. 
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3.9 King Java�s castle, shown in Figure 3-17, needs to be guarded.  Write a 
GuardBot class to patrol the castle walls in the pattern shown.  Be sure 
to use appropriate stepwise refinements. Choose an appropriate place 
for the guard to begin its duties. 
a. Write a main method that uses a single GuardBot to guard the castle. 
b. Write a main method that uses four GuardBots to patrol the castle, 

one on each side. 
c. Modify your solution so that all the guards patrol their wall simulta-

neously. 
3.10 King Java�s neighbor, King Caffeine, is very impressed with the 

GuardBots developed in Problem 3.9.  He would like to hire four to pa-
trol his castle.  There is just one problem; his castle is slightly different, 
as shown in Figure 3-18.   
a. Draw a class diagram of the GuardBotTemplate, LongWallGuard 

and ShortWallGuard classes. 
b. Using the Template Method pattern, develop three classes named 

GuardBotTemplate, LongWallGuard and ShortWallGuard.   
c. Write a main method that creates the castle and then uses two 

LongWallGuards and two ShortWallGuards to patrol the walls. 
 

Figure 3-17:  King Java�s castle. 
 

Figure 3-18:  King Caffeine�s castle. 
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4 Making Decisions 

4 
 
 
 

In the preceding chapters, a robot�s exact initial situation was 
known at the start of a task. When we wrote our programs, this 
information allowed robots to find things and avoid running into 
walls. However, these programs worked only in their specific ini-
tial situations. If a robot tried to execute one of these programs in 
a slightly different initial situation, the robot would almost cer-
tainly fail to perform the task. 

To address this situation, a robot must make decisions about 
what to do next.  Should it move or should it pick something up?  
In this chapter we will learn about programming language state-
ments that test the program�s current state and choose the next 
statement to execute based on what they find.  One form of this 
capability is the if statement:  If something is true, then execute a 
group of statements.  If it is not true, then skip the group of 
statements.  Other form of this capability is the while statement:  
while something is true, execute a group of statements. 

 

Chapter Objectives 
After studying this chapter, you should be able to 
! write programs that may or may not perform an action using an if 

statement. 
! write programs that perform a task repeatedly using a while statement. 
! describe what conditions may be tested and how to write new tests. 
! write a method, called a predicate, that can be used in the test of an if 

or while statement. 
! perform a task a given number of times. 
! communicate simple information to the user and obtain integers from 

the user. 
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148 Chapter 4 Making Decisions 

4.1 Simple Decision-Making 
So far, our programs have been composed of a sequence of statements exe-
cuted in order.  These statements have included creating new objects (the Ob-
ject Instantiation pattern) and invoking their services (the Command Invoca-
tion pattern).  The only deviation we�ve seen from this sequential order is de-
fining our own commands or methods.  In that case, whenever a client in-
cludes a statement invoking the method, all the statements in the method are 
executed in order before execution moves on. 

The if and while statements are different.  While the program is run-
ning, they can ask a question.  Based on the answer, they choose the next 
statement or group of statements to execute.  In a robot program, the ques-
tion asked might be �Is the robot�s front blocked by a wall?� or �Is there 
something on this intersection the robot can pick up?�.  In the concert hall 
program from Chapter 1, questions asked by an if or while statement might 
include �Is the ticket for seat 22H still available?� or �Have all of the sold 
tickets been processed yet?�. 

You may notice that all of these questions have �yes� or �no� answers.  
if and while statements can only ask yes/no questions. 

When an if statement asks a question and the answer is �yes�, it executes 
a group of statements once and then continues with the rest of the program.  
If the answer to the question is �no�, that group of statements are not exe-
cuted. 

When a while statement asks a question and the answer is �yes�, it exe-
cutes a group of statements (just like the if statement).  But then, instead of 
continuing with the rest of the program, the while statement asks the ques-
tion again.  If the answer is still �yes�, that same group of statements is exe-
cuted again.  This continues until the answer to the question is �no.� 

The if statement�s question is �Should I execute this group of statements 
once?�.  The while statement�s question is �Should I execute this group of 
statements again?�.  This ability to ask a question and to respond differently 
based on the answer liberates our programs from always executing the same 
sequence of statements in exactly the order given. 

4.1.1 An If Statement 
Suppose that a robot, karel, is in a city where there are some walls.  If ka-
rel�s path is clear, it should move and then turn left.  Otherwise, karel 
should just turn left.   

This can be solved with an if statement.  The if statement�s question is 
�Is karel�s front clear of obstructions?�.  If the answer is �yes�, karel 
should move forward and then turn left.  If the answer is �no�, karel should 

Key Idea:  if and 
while statements choose 
the next statement to exe-
cute by asking a yes/no 
question. 

Key Idea:  if statements 
execute code once or not at 
all.  while statements 
might execute the state-
ments over and over and 
over again. 
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skip the move instruction and just turn left.  This program fragment1 could be 
written like this: 

 
if (karel.frontIsClear()) 
{ karel.move(); 
} 
karel.turnLeft(); 
 

Consider two different initial situations.  In Figure 4-1, the answer to the 
if statement�s question is �yes, karel�s front is clear of obstructions�.  As a 
result,  karel first moves and then turns left.  In the figure, the heavy arrows 
show the statements that are executed to produce the situation shown on the 
right. 

 
However, if karel starts in the situation shown in Figure 4-2, the answer 

to the if statement�s question is �no, karel�s front is not clear of obstruc-
tions�.  In this case, the statement instructing karel to move is not executed.  
karel does not move, however it does turn left because the turnLeft com-
mand is outside the group of statements controlled by the if statement.  

 

                                                 
1 To conserve space, we will often demonstrate a programming idea without writing 

a complete program or even a complete method.  Instead, we will just write the 
necessary statements, which are called a program fragment. 

Once or Not At All 

Figure 4-1:  The execution of an if statement when the robot�s front is initially clear of obstructions.  

if (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();   

if (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();   

if (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();   

Key Idea:  The if state-
ment causes the robot to 
behave differently, depend-
ing on its situation. 
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Consider what would have happened without the if statement.  Then the 

code would be  
 
karel.move(); 
karel.turnLeft(); 
 

In the first situation (shown in Figure 4-1), the result would have been the 
same.  However in the second situation, karel would have crashed into the 
wall and broken. 

Use an if statement when you want statements to execute once or not at 
all.   

4.1.2 A While Statement 
Let�s now consider a similar situation but control the move instruction with a 
while statement: 

 
while (karel.frontIsClear()) 
{ karel.move(); 
} 
karel.turnLeft(); 

 
Recall that a while statement also asks a question.  If the answer is �yes�, 

the statements inside the braces are executed and then the question is asked 
again.  This continues until the answer to the question is �no�.  In the above 
code fragment, the question is �Is karel�s front clear of obstructions?�. 

Let�s again consider karel in different initial situations.  In Figure 4-3, 
karel�s front is clear and the answer to the while statement�s question is 
�yes, karel�s front is clear�.  karel moves and asks the question again � until 
the answer to the question is finally �no�.  The dark arrows in the code show 

Figure 4-2:  The execution of an if statement when the robot�s front is initially obstructed.  

if (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();   

if (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();   

Possibly Many Times 

Key Idea:  The while 
statement asks the same 
question over and over. 
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the statements that are executed to reach the situation shown to the right of 
the code. 

 
If karel starts in a situation where its front is obstructed, the answer to 

the question is �no� and the move does not occur.  Execution resumes with 
the turnLeft instruction after the while statement.  This situation is illus-
trated in Figure 4-4.  Notice the similarities to the last two illustrations in 
Figure 4-3. 

Figure 4-3:  Illustrating the execution of a while loop when the robot�s front is initially clear of obstructions.  

while (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();   

while (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();   

while (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();   

while (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();  

Figure 4-4:  Illustrating the execution of a while loop when the robot�s front is initially obstructed.  

while (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();   

while (karel.frontIsClear())

{ karel.move();

}

karel.turnLeft();  
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Consider what would have happened without the while statement.  Then 

our code would have been simply  
 
karel.move(); 
karel.turnLeft(); 
 

In the first situation, where karel�s front was clear, it would have moved 
only once and then turned.  In the second situation, it would have crashed 
into the wall and broken. 

With the while statement, karel moved as many times as was necessary 
to reach the wall.  Then it turned.  In the situation shown, the wall happened 
to be only two intersections away.  It could have been 20 or 2 million inter-
sections away � karel would still have moved to the wall and then turned left 
with those same four lines of code. 

Statements that repeat, like while, are often called loops. 

4.1.3 Flowcharts for If and While 
One way to capture the flow of control through the if and while statements 
is with a  flowchart, as shown in Figure 4-5a and b.  The diamond represents 
the question that is asked.  The box represents the statements that are option-
ally executed � in the examples above, the move statement.  The arrows show 
what the computer does next. 

By tracing the arrows in the flow chart for if, you can easily verify that 
the statements in the box are executed once or not at all.  Tracing the arrows 
for the while statement, however, shows that you can reach the statements in 
the box over and over again � or that they might not be executed at all. 

The key question you should ask when deciding whether to use an if 
statement or a while statement is �How many times should this code exe-

Figure 4-5a:  A flowchart for the if statement. 
 

Figure 4-5b:  A flowchart for the while statement. 

yes?
no

 

 

yes?
no

 

Key Idea:  Decide between 
if and while by asking 
how many times the code 
should execute. 
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cute?�.  If the answer is once or not at all, choose the if statement.  If the 
answer is possibly many times, then choose the while statement. 

4.1.4 General Forms 

The General Form of the If Statement 
The if statement has the following general form:  

 
if («test») 
{ «list of statements» 
} 
 

The reserved word if signals a program reader that an if statement is 
present.  The braces, �{� and �}� enclose a list of one or more statements,  
«list of statements».  These statements are known as the then-clause. The 
statements in the then-clause are indented to highlight the fact that «list of 
statements» is a component of the if statement. Note that we do not fol-
low the right brace of an if statement with a semicolon.  

The «test» is a Boolean expression that controls whether or not the 
statements in the then-clause are executed. 

The General Form of the While Statement 
The general form of the while statement is:  

 
while («test»)  
{ «list of statements» 
} 
 

The reserved word while starts this statement.  Like the if statement, 
the «test» is enclosed by parentheses and the «list of statements» is 
enclosed by braces.  The list of statements is called the body of the loop. The 
conditions that can replace «test» are the same ones used in the if state-
ments.  

4.2 Questions Robots Can Ask 
The if and while statements both ask a question to discover something 
about the current state of the program.  In the previous section the question 
was whether or not the front of the robot was clear of obstructions.  In this 
section we�ll learn about other questions a robot can ask.  The answers, of 
course, can be used to control the robot�s behavior. 
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154 Chapter 4 Making Decisions 

4.2.1 Built-in Queries 
In Chapter 1, we briefly mentioned that one kind of service objects can pro-
vide is a query � a service that answers a question.  Robots offer queries that 
answer questions such as �Which avenue are you on?�, �Which direction are 
you facing?�, �Are you beside a Thing object?�, and �Is your front clear of 
obstructions?�.  In addition, since Robot extends Thing, a robot object can 
answer queries defined in the Thing class, including �Do you block robots 
from entering your intersection?� (no) and �Can you be carried by a robot?� 
(no).  The following class diagram shows many of the queries robots can an-
swer.   

Each of the queries indicates what kind of answer it returns.  getAvenue, 
for example, returns an integer value (abbreviated int) such as 1 for 1st Ave-
nue or 9, for 9th Avenue.  isBesideThing, on the other hand, returns a 
boolean2 value.  If the robot is beside a thing it can carry, it returns the pre-
defined value true; otherwise, it returns the value false.  Queries that return 
a boolean answer are called predicates.  The frontIsClear service described 
in the previous section is actually a predicate.  It actually answers �yes� with 
the value true and �no� with false. 

                                                 
2 Boolean values are named after George Boole, one of the early developers of logic. 

Figure 4-6:  A class diagram showing many of the queries a robot can answer.   

Thing

+boolean blocksIntersectionEntry(int entryDirection)
+boolean blocksIntersectionExit(int exitDirection)
+boolean canBeCarried( )

Robot

+int getAvenue( )
+int getStreet( )
+int getDirection( )
+int getSpeed( )
+boolean frontIsClear( )
+boolean isBesideThing( )
+int countThingsInBackpack( )

 

Key Idea:  Predicates are 
methods that return either 
true or false. 
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None of these queries change the state of the robot. The robot doesn�t 
change in any way; it merely reports some piece of information about itself or 
its environment to the sender of the message.  This information is used in 
expressions.  Expressions may be used in many ways, such as controlling if 
and while statements, passed as a parameter to a method, or saved in a vari-
able.  In this chapter, we will focus almost exclusively on expressions used to 
control if and while statements. 

4.2.2 Negating Predicates 
Sometimes we will want a robot to do something when a test is not true.  For 
example, we may want 

 

if (karel is not beside a thing) 
{ put a thing down 
} 
 

The Robot class does not provide a predicate for testing if the robot is not 
beside something, only if it is beside something. 

Fortunately, any Boolean value may be negated, or given the opposite 
value, by using the logical negation operator, �!�.  In English, this is usually writ-
ten and pronounced as �not�.  The negation operator is placed immediately 
before the Boolean expression that is to be negated.  Thus, the above pseu-
docode could be coded as 

 
if (!karel.isBesideThing()) 
{ karel.putThing(); 
} 
 

4.2.3 Testing Integer Queries 
The if and while statements always ask true-or-false questions.  �Should I 
execute this code, yes or no?�  This approach works well for queries that re-
turn a Boolean value, but how can we use queries that return integers?  The 
solution is to compare the query�s answer to another integer.  For example, 
we could ask if the robot is on 1st Street with 

 
if (karel.getStreet() == 1) 
{ // what to do if I�m on 1st street 
} 
 

or use a loop to make sure karel has at least 8 things in its backpack with 

Key Idea:  Queries should 
only report values.  They 
should not change any-
thing. 

Key Idea:  Pseudocode 
blends programming lan-
guage and natural lan-
guage.  The if comes from 
the programming language.  
The test and then-clause 
use a natural language. 

Once or Not At All 

 
Once or Not At All 
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while (karel.countThingsInBackpack() < 8) 
{ karel.pickThing(); 
} 
 

A total of six comparison operators can be used to compare integers.  They 
are shown in Figure 4-7. 

 
Remember that Directions.EAST and similar values are simply names 

given to integers.  This fact means that the getDirection() query can be 
compared to a direction using these same operators.  For example,  

 
if (karel.getDirection() == Directions.NORTH) 
{ // what to do if karel is facing north 
} 

 

One very common error is to write = instead of ==.  The assignment 
statement, such as Robot karel = new Robot(…); uses a single equals sign.  
Comparing integers, on the other hand, uses two equals signs.  Fortunately, 
Java catches this error and issues a compile-time error.  Some other lan-
guages, like C and C++, do not. 

 
Possibly Many Times 

Figure 4-7:  Java�s comparison operators. 

Operator Name Example Meaning 
< less than this.getAvenue() < 5 Returns true if the robot�s current avenue 

is strictly less than 5;  otherwise, false is 
returned. 

<= less than or 
equal 

this.getStreet() <= 3 Returns true if the robot�s current street is 
less than or equal to 3;  otherwise, false is 
returned. 

== equals this.getStreet() == 1 Returns true if the robot is currently on 
1st Street;  otherwise, false is returned. 

!= not equals this.getStreet() != 1 Returns true if the robot is not currently 
on 1st Street;  if the robot is on 1st Street, 
return false. 

>= greater than or 
equal 

5 >= karel.getAvenue() Returns true if 5 is greater than or equal to 
karel�s current avenue.  Most people find 
this easier to understand written as 
karel.getAvenue() < 5 

> greater than karel.getAvenue() > 5 Returns true if karel�s current street is 
strictly greater than 5;  otherwise, false is 
returned. 

Key Idea:  Assignment (=) 
is not the same as equality 
(==). 



 4.3 Examples 157 

 
 

4.3 Examples 
Suppose we are working on a program in which karel is looking for the Lost 
Thing Mine, a very large pile of Thing objects.  Making appropriate use of 
step-wise refinement, we have discovered a number of methods that are 
needed.  We will, of course, extend Robot to create this new kind of robot 
with the additional methods. 

We will again use the question and answer format introduced in Chapter 
3 to expose the thinking that leads to the final solution. 

4.3.1 Pick Up a Pile of Things 
karel is looking for the Lost Thing Mine, a large pile of Thing objects.  
When the pile is found, karel will pick them all up.  Write a method, 
pickThingPile, that can be used to carry out this task. 

 
Question What does karel have to do? 

Answer Pick up all the Thing objects. 
Question All the Thing objects in the city? 

Answer No.  Just the things that are on the same intersection as the 
robot. 

Question Does the robot need to repeat an action, possibly many times? 
Answer Yes.  Robots do not  have a built-in service for picking up all 

the things at once.  So it must pick up one thing, over and over, 
until it has picked them all up. 

Question Does the robot need to do something either once or not at all? 
Answer No.  It�s always going to pick up the entire pile of things.   

Question What statement is best suited for controlling the robot�s ac-
tions? 

Answer Repeating actions are best controlled with a while statement.  
It performs statements over and over � like picking up a Thing 
object until they are all picked up. 

Question Can you express this idea in pseudocode? 
Answer Sure: 

while (this robot is beside a Thing object) 
{ pick up the Thing object 
} 

Question How can you express the question in Java? 
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Answer With this.isBesideThing(). 
 
This pseudocode can be expressed in Java and placed in a method as 

shown in Listing 4-1. 

Listing 4-1:  The pickThingPile method. 

 1 /** Pick up all things beside the robot.  The method still works, even if there are no  
 2  things at all.  */ 
 3 public void pickThingPile() 
 4 { while (this.isBesideThing()) 
 5  { this.pickThing(); 
 6  } 
 7 } 

 

 

4.3.2 Face North If Facing South  
The robot searching for the Lost Thing Mine is in a situation where it must 
turn to face north, but only if it is currently facing south.  Write a method 
implementing this capability. 

 
Question What does the robot have to do?  

Answer It must turn to face north, but only if it is currently facing 
south.  

Question Does the robot have to repeat an action, possibly many times? 
Answer Well, no.  It either needs to turn around or it doesn�t. 

Question Does it need to either do something once or not at all? 
Answer Yes.  If it is facing south it needs to turn around.  If it�s not 

facing south, then it doesn�t need to do anything. 
Question What statement can we use to control the robot�s actions? 

Answer A while statement repeats code possibly many times.  That 
doesn�t sound appropriate.  An if statement either executes 
some code or it doesn�t.  That sounds like what we need. 

Question What question should the if statement ask? 
Answer If karel is facing south.  It could do that by comparing the 

value from getDirection with Directions.SOUTH. 
Question What should karel do if the answer is �yes� � if karel is fac-

ing south? 
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Answer Turn left twice.  Then it will be facing north. 
Question What if the answer is �no�? 

Answer Then karel should do nothing. 
Question Can you express this in pseudocode? 

Answer Sure: 
if (this robot is facing south) 
{  turn left 
  turn left 
} 

 
This pseudocode can be easily turned into a Java method.  By making it a 

method, it can be easily reused by any robot that is created from the class that 
contains it.   Listing 4-2 contains the method. 

Listing 4-2:  The faceNorthIfFacingSouth method. 

 1 /** Turn this robot so it faces north, but only if it is currently facing south. */ 
 2 public void faceNorthIfFacingSouth()  
 3 { if (this.getDirection() == Directions.SOUTH)  
 4  { this.turnLeft();  
 5   this.turnLeft(); 
 6  } 
 7 } 

 

4.3.3 Carry Eight Things 
While searching for the Lost Thing Mine, karel will need exactly eight 
things.  No more, no less.  There is a pile of at least eight things available.  
Assume karel is beside that pile.  Write a method to ensure karel has ex-
actly eight Thing objects in its backpack. 

Question What does karel need to do? 
Answer It needs to end up with exactly eight things in its backpack.  If 

it doesn�t already have enough, it will need to pick up some 
more. 

Question Do you know how many things karel is already carrying? 
Answer No.  It could be three or four or even zero, I suppose. 

Question You seem to be making an assumption.  Do you know that it�s 
less than eight?  Is it possible that the robot is carrying twelve 
things? 

Answer You�re right!  karel might be carrying more than eight things!  
In that case, it would need to drop some of them. 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

160 Chapter 4 Making Decisions 

Question So you don�t know if it�s going to pick things up or put things 
down? 

Answer There is nothing in the problem that tells us which it will be.  I 
think we need to be prepared for both. 
It seems to me that if we first make sure the robot has at least 
eight things and then make sure that it has no more than eight 
things, it will end up with exactly eight things.   In pseudocode, 

pick up eight things 
drop things until exactly eight are left in the backpack 

Question Any drawbacks to this plan? 
Answer If the robot already has, say, 4 or even 12 things in its backpack, 

it seems like a waste to pick up eight more.  It should only pick 
up as many as are needed. 

Question Can you adjust the pseudocode to do this? 
Answer pick up things until at least eight are in the backpack 

drop things until exactly eight are left in the backpack 

Question I think each of these steps needs more detail.  In the first one, 
how many times must the robot do something?  Either once or 
not at all?  Possibly many times? 

Answer It needs to pick up as many as eight things.  It might not need 
to pick up any.  It could be some number in between.  Sounds 
like we need a while statement: 

while (less than eight things in the backpack) 
{ pick up one thing 
} 

Then we need to do something very similar for the second step 
in the pseudocode: 

while (more than eight things in the backpack) 
{ drop one thing 
} 

Question How does this work if the robot starts with only four things? 
Answer In the first while statement, it picks up things until it has eight.  

That loop ends and the robot checks the second one.  It first 
asks the question, �Are there more than eight things in my 
backpack?�  The answer is �no� and so the instruction to drop 
one thing is not executed and the while statement ends. 
On the other hand, suppose the robot starts out with ten things 
in its backpack.  The first while statement asks, �Are there less 
than eight things in my backpack?�  The answer is �no� and so 
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the loop does not execute at all. 
 
This idea does, indeed, work correctly.  Sometimes a while statement 

does not execute the statements it controls at all.  It always asks its question, 
and if the answer is �no� the first time, the loop does nothing. 

The code for this method is in Listing 4-3. 

Listing 4-3:  The carryEightThings method. 

 1 /** Pick up or put down enough things so this robot is carrying exactly eight things. */ 
 2 public void carryEightThings() 
 3 { // pick up things so we have at least eight in the backpack 
 4  while (this.countThingsInBackpack() < 8) 
 5  { this.pickThing(); 
 6  } 
 7  
 8  // drop things so we have exactly eight left in the backpack 
 9  while (this.countThingsInBackpack() > 8) 
 10  { this.putThing(); 
 11  } 
 12 } 

 

 

4.4 Nested If and While Statements 
So far, all our if and while statement examples have used simple commands 
such as this.move().  But any statement can be used, including if and 
while statements.  For example, consider the situation shown in Figure 4-8.  
A robot is an unknown distance from a wall.  Between it and the wall are a 
number of Flasher objects placed randomly on the intersections.  The robot 
is to pick up one flasher from each intersection (if there is one) and stop at 
the last intersection before the wall. 

The robot needs to move possibly many times, indicating that a while 
loop is needed.  On the other hand, at each intersection the robot must exe-
cute pickThing either once or not at all, depending on whether or not a 
flasher is present.  An if statement solves this kind of problem. 

Figure 4-8:  A task requiring both if and while statements. 
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These two ideas can be combined in a single method, as shown in Listing 
4-4.  The if statement is said to be nested within the while statement, just as 
toys such as blocks or dolls are sometimes nested, one inside another. 

Listing 4-4:  An if statement nested inside a while statement. 

 1 /** Pick up one thing (if there is a thing) from each intersection between this robot  
 2  and the nearest wall it is facing. */ 
 3 public void pickThingsToWall() 
 4 { while (this.frontIsClear()) 
 5  { this.move(); 
 6   if (this.isBesideThing()) 
 7   { this.pickThing(); 
 8   } 
 9  } 
 10 } 

 

 

In pickThingsToWall, the while loop executes possibly many times to 
move the robot to the wall.  The test ensures the robot will stop when it 
reaches the wall.  Inside the loop, two things happen.  First, the robot moves 
to the next intersection.  Once it is there, it asks if it is beside something.  If 
the answer is �yes�, the robot picks that thing up. 

It is also possible to nest a while statement within a while statement 
and either an if or a while can be nested within an if statement. 

Nesting statements like this sometimes makes a method hard to under-
stand, particularly if there are several levels of nesting or a number of steps 
are happening within the if or while statement.  When a method becomes 
too complicated, the appropriate action is to use helper methods.  For exam-
ple, the pickThingsToWall method could have been written as 

Listing 4-5:  Using a helper method to simplify a method. 

 1 /** Pick up one thing (if there is a thing) from each intersection between this robot  
 2  and the nearest wall it is facing. */ 
 3 public void pickThingsToWall() 
 4 { while (this.frontIsClear()) 
 5  { this.move(); 
 6   this.pickThingIfPresent(); 
 7  } 
 8 } 
 9  
 10 /** Pick up one thing (if there is a thing) from the robot�s intersection. */ 
 11 private void pickThingIfPresent() 
 12 { if (this.isBesideThing()) 
 13  { this.pickThing(); 
 14  } 
 15 } 
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This solution has more lines in total, but each method can be understood 
more easily than the larger version of pickThingsToWall in Listing 4-4. 

4.5 Writing Predicates 
In Section 4.2.1, page 154, we learned about ten queries that are built into the 
Robot class and examples of how to use them.  But what if we often need to 
check if karel�s front is not clear?  We could, of course, write 

 
if (!karel.frontIsClear()) 
{ // what to do if karel�s front is blocked 
} 
 

(note the negation), but the following is easier to read and understand.   
 
if (karel.frontIsBlocked()) 
{ // what to do if karel�s front is blocked 
} 
 

Fortunately, Java allows us to define our own predicates.  Recall that a 
predicate is simply a method that returns one of the Boolean values, either 
true or false.   Returning a value has two requirements.  First, the method�s 
return type must be indicated in its signature.  The type boolean is appropri-
ate.  It replaces the keyword void we have used so far. 

Second, the new predicate must indicate what value is to be returned. To 
do so, we need a new kind of statement: the return statement. The form of 
the return statement is the reserved word return, followed by an expression 
which evaluates to true or false.  Executing a return statement immedi-
ately terminates the execution of the method.   

4.5.1 Writing frontIsBlocked 
One way to define the predicate frontIsBlocked, used above, is to put an 
if statement inside a method.  The if statement controls whether the 
method returns true or false. 

 
 1 public boolean frontIsBlocked() 
 2 { if (this.frontIsClear()) 
 3  { return false; 
 4  }  
 5  return true; 
 6 } 

 

This code relies on the fact that executing return immediately terminates 
execution of the method.  If it is true that the robot�s front is clear, then the 
return statement at line 3 is executed.  Since this terminates the method, the 

Looking Ahead:  On page 
208, we will see that some 
predicates, including this 
one, can be written without 
an if statement. 

Predicate 
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return statement at line 5 is never reached and is not executed.  Alterna-
tively, if the robot�s front is not clear, the then-clause is not executed, and 
only the return statement at line 5 is executed. 

Another version of this same method negates the test and switches the 
values returned. 

 
 1 public boolean frontIsBlocked() 
 2 { if (!this.frontIsClear()) 
 3  { return true; 
 4  }  
 5  return false; 
 6 } 

 

You should trace both methods carefully and convince yourself that they 
always return the same answer.   

4.5.2 The Form of a Predicate 
The general form for a predicate is 
 
«visibility» boolean «predicateName»(«parameters») 
{ «0 or more statements» 
 return «booleanExpression»; 
} 
 

where  
! «visibility» is one of public, protected, or private. 
! «predicateName» is the name of the predicate.  Valid names are the 

same as for any other method. 
! «parameters» provide additional information from the client.  Many 

predicates will not have parameters. 
! «booleanExpression» evaluates to either true or false. 
Because a return statement is what defines the value returned by the 

predicate, and because a return statement immediately terminates execution 
of the method, a return statement should always be the last statement in a 
predicate.  There may be more than one return statement.  

4.5.3 Predicates With Potential Side Effects 
We might want to extend a robot by providing a test for rightIsClear. This 
statement is more complicated since no built-in predicate gives us informa-
tion about a robot�s right side.  One solution is to face toward the right so 
that frontIsClear may be used. However, we shouldn�t leave the robot fac-
ing that new direction, since the name of the statement (rightIsClear) does 
not seem to imply any change in direction.  Leaving it facing in another direc-



 4.5 Writing Predicates 165 

 
 

tion is one example of a side effect.  A side effect changes the state of an object 
in the course of answering a query.   

To eliminate the side effect, we should be sure to turn back to the origi-
nal direction before returning the value. Therefore, rightIsClear must exe-
cute turn statements in addition to returning a value. 

What we want to do, expressed in pseudocode, is: 
 
turn right 
if (what used to be the right side but is now the front is blocked) 
{ turn back to the direction we were originally facing 
 return true 
} 
turn back to the direction we were originally facing 
return false 
 
Expressed in Java, the predicate is:  
 

 1 public boolean rightIsClear()  
 2 { this.turnRight(); 
 3  if (this.frontIsClear())  
 4  { this.turnLeft(); 
 5   return true; 
 6  } 
 7  this.turnLeft(); 
 8  return false; 
 9 } 

 

The return statement immediately terminates the predicate that contains 
it. Therefore, if frontIsClear is true, then the robot will turn left and re-
turn true. The method will have then terminated (returned). It won�t reach 
or execute the second turnLeft or the return false statement in lines 7 
and 8. On the other hand, suppose the frontIsClear test returns false.  
Then the robot skips the then-clause in lines 4 and 5 and executes the state-
ments in lines 7 and 8.  

Notice that we were careful to leave the robot facing the same direction 
that it was facing before this predicate was executed. Therefore the program-
mer using rightIsClear can ignore the fact that the robot executes turns in 
order to evaluate this predicate, since any turn is undone. We can say that the 
turn is �transparent� to the user.  

4.5.4 Predicates Using Non-Boolean Queries 
It would be nice to have a predicate that tests if a robot is facing south (or 
north, east or west).  It is easier to understand if (karel.isFacing-

South()) than if (karel.getDirection == Directions.SOUTH). 

Key Idea:  Queries should 
not have side effects. 

Predicate 
Once or Not At All 
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One way to implement such a predicates makes use of the if statement: 
 
public boolean isFacingSouth() 
{ if (this.getDirection() == Directions.SOUTH) 
 { return true; 
 }  
 return false; 
} 
 

Like our previous example, this code relies on the fact that the return state-
ment immediately terminates execution of the method.  If the robot is facing 
south, the first return statement is executed, but the second one is not. 

This predicate, along with isFacingNorth, isFacingEast, and 
isFacingWest, are used often enough that they have been added to the 
RobotSE class. 

4.6 Counted While Loops 
Sometimes the condition for stopping a while loop is not the presence of a 
Wall or absence of a Thing, but how many times you�ve done something.  
For example, directions to the local hospital might be �go four blocks south, 
then turn left�.  If we were to follow these directions, we would keep a count.  
When we passed the first intersection we would say to ourselves �One!� and 
at the next intersection we would say �Two!�.  When we counted up to four, 
it would be time to turn left. 

A program can keep a counter, just like the person following directions to 
the hospital.  It does so using a variable that stores integers.  A program 
fragment that moves a robot four times is 

 
 1 int numMoves = 0; 
 2 while (numMoves < 4) 
 3 { this.move(); 
 4  numMoves = numMoves + 1; 
 5 } 

 

The first line sets aside a place in the computer�s memory to store an in-
teger.  This memory location can be accessed by using the name �numMoves�.  
The last part of line 1 puts the integer 0 into the variable. 

When the name numMoves is used, Java will get the integer stored there 
and use it in place of the variable name.  So, for example, line 2 is interpreted 
as �while the value found in numMoves is less than 4, do the body of the 
loop.� 

Line 4 assigns a new value to the variable numMoves.  The work starts on 
the right side of the equals sign.  numMoves is referenced, and so Java gets the 

Key Idea:  The 
isFacingX predicates, 
where X is a direction, are 
defined in RobotSE. 

Looking Ahead:  Variables 
will be discussed in detail in 
Chapter 6. 

 
Counted-while Loop 

Key Idea:  A variable holds 
a value until we change it.  
Then it holds the new 
value. 
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current value stored there.  The �+ 1� says to add one to that value.  This 
new value is then placed in the memory location named numMoves.   

All of this is illustrated in Figure 4-9 in a series of four �snapshots.�  The 
heavy arrow shows the code that is being executed in the current snapshot of 
the running program.  The light arrows show the code that was executed lead-
ing up to the current snapshot. 

 
Of course, if you only want to move a robot four times, it would be eas-

ier just to say this.move() four times.  But the counted while loop can just 
as easily move a robot 40 times or 400 times � just by changing the integer in 
the while loop�s test.  Another element of flexibility is what goes inside the 
loop.  The statement this.move() can be replaced with any other statement 

Figure 4-9:  Illustrating the execution of a counted while loop. 

while (numMoves < 4)

{  this.move();

   numMoves = numMoves + 1;

}

int numMoves = 0;

 

 
numMoves

is 0

 

int numMoves = 0;

while (numMoves < 4)

{  this.move();

   numMoves = numMoves + 1;

}  

 
numMoves

is 1

 

int numMoves = 0;

while (numMoves < 4)

{  this.move();

   numMoves = numMoves + 1;

}  

 
numMoves

is 2
numMoves

is 3
numMoves

is 4

 

int numMoves = 0;

while (numMoves < 4)

{  this.move();

   numMoves = numMoves + 1;

}

 
numMoves

is 4
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or sequence of statements or method calls, allowing a robot to do any se-
quence of activities any number of times. 

4.7 Console Input and Output 
So far our programs have not interacted with the user of the program except 
to show a robot animation or a frame.  We are about to change that.  In this 
section we will learn how to get a limited amount of textual information from 
the user and how to display information to the user, also using text. 

Many modern programs interact with their users via graphical user inter-
faces composed of windows, mouse clicks, buttons, and so on.  This is great 
for the user, but takes a significant amount of work to program (as we�ll learn 
in Chapter 13).  For many programs, such a graphical user interface is over-
kill;  a modest text-based interface is sufficient.  Such programs communicate 
via the console window.  In Figure 4-10 the console window is shown in front 
of the robot�s city display.  The program printed two lines of text on it. 

4.7.1 Output 
The program that produced Figure 4-10 is shown in Listing 4-6.  The interest-
ing parts are lines 18-22.  Here the program uses an object named 
System.out to print on the console window.  System.out is automatically 
available in every class in every Java program. 

System.out has two methods, print and println.  Both methods take 
strings as arguments.  For example,  

 
 19   System.out.print("Karel is now on avenue "); 
 

The result of this method call is that the string �Karel is now on avenue � is 
printed on the console window. 

These two methods also work with integers, such as returned by the 
getStreet query.  The result, of course, is that the value of the integer is 
printed on the console. 

Looking Ahead:  Input and 
output will be discussed 
much more extensively in 
Chapter 9. 
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Listing 4-6:  Interacting with the user via the console window. 

 1 import becker.robots.*; 
 2  
 3 /** Report the final position of the robot. 
 4 * 
 5 * @author Byron Weber Becker */ 
 6 public class Main extends Object 
 7 { 
 8  public static void main(String[] args) 
 9  { // Position the robot and tell it to move. 
 10   City boston = new City(); 
 11   Robot karel = new Robot(boston, 0, 1, 
 12              Directions.EAST); 
 13   CityFrame f = new CityFrame(boston); 
 14    
 15   karel.move(); 
 16   karel.move(); 
 17    
 18   // Report the robot�s final position 
 19   System.out.print("Karel is now on avenue "); 
 20   System.out.println(karel.getAvenue()); 
 21   System.out.println("Karel is now on street " +  
 22            karel.getStreet()); 
 23  } 
 24 } 

 

The difference between print and println is where text will go the next 
time one of these methods is called.  For example,  

Figure 4-10:  A robot program with output via the console window. 
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System.out.print(�One �); 
System.out.println(�Two �); 
 

will output  
 
One Two 
 

while 
 
System.out.println(�One �); 
System.out.println(�Two �); 
 

will output 
 
One 
Two 
 

Using print causes subsequent text to be printed on the same line;  using 
println causes subsequent text to be printed on the next line.  The �ln� in 
�println� stands for �line�. 

Finally, strings and integers can be concatenated together using the plus 
operator, as shown in lines 21 and 22 of the listing.  Concatenating simply 
means joining together.  In this case, the string and the integer are joined to-
gether to form a new string that is printed on the console window.   

4.7.2 Input 
Suppose we want to ask the user where the robot should be initially placed.  
Such a request is called getting input from the user and is a bit more compli-
cated than output.  The program in Listing 4-7 shows how to do it. 

The basic pattern consists of three lines of code.  They occur twice in 
Listing 4-7, once in lines 13-15 and again in 17-19.  For example,  

 
 13   System.out.print("Which avenue? "); 
 14   int ave = in.readInt(); 
 15   in.readLine(); 

 

Line 13 tells the user what kind of information is wanted and is called a 
prompt.  Line 14 reads an integer from the user;  if the user does not enter an 
integer, an error occurs and the programs stops.  The integer is stored in a 
variable named ave for later use.  Finally, line 15 finishes reading the current 
line of text and prepares to read the next one. 

The second and third line, above, are making use of an object named in.  
This object facilitates input from the user and is constructed in line 10 as an 

 
Integer Input 

Looking Ahead:  Variables 
will be discussed in detail in 
Chapter 6 and readLine 
will be discussed in detail in 
Chapter 9. 
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instance of the TextInput class.  The package becker.io.* must be im-
ported to use it. 

The final observation is that the integers entered by the user are stored in 
the variables ave and str.  In line 23 we use these variable names instead of 
integers to say where the robot should be constructed.  When line 23 is exe-
cuted, Java looks in the variables named ave and str and uses the values it 
finds there � in this case, the values entered by the user.  

Listing 4-7:  A program that asks the user where the robot should be placed. 

 1 import becker.robots.*; 
 2 import becker.io.*; 
 3  
 4 /** Ask the user where to start a robot.  Report where the robot ends up. 
 5 * 
 6 * @author Byron Weber Becker */ 
 7 public class Main extends Object 
 8 { 
 9  public static void main(String[] args) 
 10  { TextInput in = new TextInput(); 
 11   
 12   // Get the starting position from the user. 
 13   System.out.print("Which avenue? "); 
 14   int ave = in.readInt(); 
 15   in.readLine(); 
 16    
 17   System.out.print("Which street? "); 
 18   int str = in.readInt(); 
 19   in.readLine(); 
 20    
 21   // Position the robot and tell it to move 
 22   City boston = new City(); 
 23   Robot karel = new Robot(boston, ave, str, 
 24             Directions.EAST); 
 25   CityFrame f = new CityFrame(boston); 
 26    
 27   karel.move(); 
 28   karel.move(); 
 29    
 30   // Report the robot's final position. 
 31   System.out.print("Karel is now on avenue "); 
 32   System.out.println(karel.getAvenue()); 
 33   System.out.println("Karel is now on street " + 
 34           karel.getStreet()); 
 35  } 
 36 } 

 

Find The Code:   
decisions1/userPlaceBot 
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4.7.3 Making Decisions with User Input 
The program in Listing 4-7 simply moves the robot twice.  It�s easy to imag-
ine asking the program�s user how many times the robot should move.   This 
can be combined with the counted while loop discussed in Section 4.6 to 
give the following code fragment: 

 
System.out.print(�How far should the robot move? �); 
int howFar = in.readInt(); 
in.readLine(): 
 
int numMoves = 0; 
while (numMoves < howFar) 
{ karel.move(); 
 numMoves = numMoves + 1; 
} 
 

The first group of three lines follows the pattern for reading an integer 
from the user via the console.  The last group of five lines follows the 
counted while loop pattern with the single difference that instead of a hard-
coded number in the loop�s test, we compare the value stored in numMoves 
with the value stored in howFar.   

We can trace this code to verify that it does what we want using the chart 
shown in Figure 4-11.  It shows each line of code executed in the first column 
and how that line of code changes the variables in the last two columns.  No-
tice that howFar stays the same once the user�s input is obtained (the trace 
assumes the user input the value 3).  numMoves, on the other hand, increases 
by one each time through the loop.  When it reaches the value of 3, the loop 
stops. 

If you count the number of times this.move() appears in the trace, 
you�ll see that it is executed three times, as desired. 

 
Integer Input 

 
Counted-while loop 

Looking Back:  Tracing was 
first shown on page 24. 
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4.7.4 Examples Without Robots 
The tools of obtaining input from the user and a while loop can be used 
without robots.  One common variation is to use the loop to control how 
many items of information the user is asked for, instead of how many times 
the robot should move. 

A Counted While Loop 
For example, suppose you just received your telephone bill and noticed you 
made 12 long distance phone calls to your �significant other.�  You wonder 
how many minutes you talked in total.  Listing 4-8 shows a program that 
could be used to find out.   

Figure 4-11:  Tracing the execution of a counted while loop. 

Program Statement 
 

numMoves 
 

howFar 

 ??? ??? 
System.out.print(�How far ��);   
 ??? ??? 
int howFar = in.readInt();   
 ??? 3 
in.readLine();   
 ??? 3 
int numMoves = 0;   
 0 3 
while (numMoves < howFar)   
 0 3 
{ karel.move();   
 0 3 
 numMoves = numMoves + 1;   
 1 3 
while (numMoves < howFar)   
 1 3 
{ karel.move();   

 1 3 
 numMoves = numMoves + 1;   
 2 3 
while (numMoves < howFar)   
 2 3 
{ karel.move();   
 2 3 
 numMoves = numMoves + 1;   
 3 3 
while (numMoves < howFar)   
 3 3 
System.out.print("Karel is now � ");   
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Obviously, we will need to get input from the user, and so line 10 con-
structs a new TextInput object for that purpose.  The class is imported at 
line 1. 

Lines 13-15 follow the standard pattern of getting information from the 
user; in this case how many phone calls were placed to your �significant 
other.�  This number is used in line 19 to determine when the while loop 
should stop. 

Line 17 declares a new variable, totalMins, that we will use to keep track 
of the total minutes talked.  Each time we process a phone call, we�ll add the 
minutes talked to this variable.  When we�re done processing all the calls, this 
variable will contain the answer of how many minutes you talked. 

Listing 4-8:  A program to sum the minutes spent on long-distance phone calls. 

 1 import becker.io.*; 
 2  
 3 /** Add up the number of minutes spent talking with my "significant other." 
 4 * 
 5 * @author Byron Weber Becker */ 
 6 public class Main extends Object 
 7 { 
 8   
 9  public static void main(String[] args)  
 10  { TextInput in = new TextInput(); 
 11   
 12   // Find out how many calls we're going to process 
 13   System.out.print("How many calls did you make? "); 
 14   int howMany = in.readInt(); 
 15   in.readLine(); 
 16    
 17   int totalMins = 0; 
 18   int numCalls = 0; 
 19   while (numCalls < howMany) 
 20   { // read length of one call 
 21    System.out.print("Length of call: "); 
 22    int minutes = in.readInt(); 
 23    in.readLine(); 
 24     
 25    // add it on to our running total 
 26    totalMins = totalMins + minutes; 
 27    numCalls = numCalls + 1; 
 28   } 
 29   System.out.print("You spent "); 
 30   System.out.print(totalMins); 
 31   System.out.println(" minutes on the phone."); 
 32  }  
 33 } 

 

Find The Code:   
decisions1/phoneCalls 

 
Integer Input 

 
Counted-while loop 
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Line 18 declares the variable numCalls.  It functions in exactly the same 
way as numMoves in our previous program.  At the beginning of each loop, 
the value in numCalls is compared against howMany.  If it is less, the loop 
body is executed.  At the end of the loop body, in line 27, numCalls is incre-
mented by 1. 

Inside the loop, at lines 21-23, we again find the simple pattern to read a 
single number from the user.  In this case, it�s the length of one phone call.  
The answer is stored temporarily in the variable minutes.  At line 26 the 
value is retrieved and added onto the value stored in totalMins.  The result 
of adding totalMins and minutes is placed back in the totalMins variable 
until the next time we need it. 

After the loop has finished executing, lines 29-31 print out the value 
stored in totalMins, surrounded with some explanatory text.  

Using a Sentinel 
In the previous program we forced the user to count the number of phone 
calls we were going to process.  There is another approach, called a sentinel-
controlled loop, which can handle an arbitrary amount of data without counting 
it first.  A sentinel-controlled loop expects a special value, the sentinel, to end 
the data.  A key requirement is that the sentinel must be completely distin-
guishable from valid data.  If the data is length of phone calls, any negative 
value will work because a phone call�s length must be 0 or larger.  For this 
example, we will use a sentinel of –1. 

The sentinel-controlled loop uses the following pattern: 
 
data = get the first item 
while (data is not the sentinel) 
{ process the data 
 data = get the next item 
} 
 
This kind of loop does not depend on a counter.  It simply gets data from 

the user and as long as that data is not the sentinel marking the end, it proc-
esses the data and gets some more. 

The code in Listing 4-8 can be modified to use a sentinel-controlled loop 
by replacing lines 12-28 with the following fragment: 

 
Sentinel-controlled 
loop 
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 12   int totalMins = 0; 
 13    
 14   // Read the length of the first call. 
 15   System.out.print("Length of call (-1 to end): "); 
 16   int minutes = in.readInt(); 
 17   in.readLine(); 
 18    
 19   while (minutes != -1) 
 20   { // add the call on to our running total 
 21    totalMins = totalMins + minutes; 
 22  
 23    // read length of the next call 
 24    System.out.print("Length of call (-1 to end): "); 
 25    minutes = in.readInt(); 
 26    in.readLine(); 
 27     
 28   } 

 

Line 12 creates a variable for our running total.  Lines 15-17 get the first 
data item.  It could be that the user enters the sentinel, –1, the very first time, 
indicating that no calls have been made.  In that case, the while loop is not 
executed at all and the output statements following the loop (lines 29-31 in 
Listing 4-8) will report that �You spent 0 minutes on the phone.�   

As long as the user enters a value other than –1, the loop test in line 19 
allows the loop body to execute.  At line 21 the most recently read data is 
added to totalMins to keep a running total.  Then, at lines 24-26, the next 
data item is read.  If it happens to be the sentinel, the loop will terminate 
when the test at line 19 is performed.  If it is not the sentinel, the loop body 
will execute yet again.  Notice that at the first assignment to minutes at line 
16, the variable is preceded by int to specify that it will hold integers.  The 
second time, at line 25, the int is not needed (it is already known that 
minutes will hold integers).  If int is included, it will generate a compile-time 
error. 

The sentinel-controlled loop is most useful when an unknown quantity of 
data must be processed.  However, for it to be useful, there must be at least 
one value that is clearly not valid data that can be used as the sentinel value. 

4.8 Patterns 

4.8.1 Once or Not At All 
Problem:  You are in a situation where executing a group of one or more 
statements may or may not be appropriate, depending on some testable con-
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dition.  If the condition is true, the statements are executed once.  If the con-
dition is false, they are not executed at all. 
Solution:  Use the if statement.  For example,  

 
if (this.isBesideThing()) 
{ this.pickThing(); 
} 
 
if (this.numStudentsInCourse() < 100) 
{ this.addStudentToCourse(); 
} 
 

In general, use the template 
 
if («test») 
{ «list of statements» 
} 
 

If possible, state the condition to be tested positively.  Easily understood 
predicate names contribute to easily understood code.  For example, if the 
statement if (this.numStudentsInCourse() < 100) is really checking if 
there is room in the course for one more student to be added, then using a 
predicate such as if(this.roomInCourse()) would make the code easier to 
understand. 
Consequences:  Whether or not the group of statements in the then-clause 
are executed depends on the outcome of the test. 

4.8.2 Possibly Many Times 
Problem:  You are in a situation where a group of one or more statements 
must be executed a (usually) unknown number of times.  It might be as few as 
zero times, or possibly many times.  There is a testable condition for repeat-
ing the statements again. 
Solution:  Use a while statement to control the execution of the statements.  
When the test is true, the statements are executed and the test is performed 
again.  This continues until the test is false.  For example, 

 
while (this.frontIsClear()) 
{ this.turnLeft(); 
} 
 

turns the robot until it is facing a wall.  If there is no wall blocking one of the 
four directions, it will turn forever. 

In general, use the template 
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while («test») 
{ «list of statements» 
} 
 

As with the if statement, a while statement is easiest to read and under-
stand if the test is stated positively. 
Consequences:  The list of statements may be executed as few as zero times 
or they may execute forever.  Such infinite loops are not desirable and should 
be guarded against. 

4.8.3 Predicate 
Problem:  You need a test to use in a Boolean expression, perhaps to control 
a while loop or an if statement.  Unfortunately, none of the available predi-
cates match your needs.  The existing predicates might be better named for 
your application, or need to be negated, or some other processing may be 
required to determine the value of the test. 
Solution:  Define a new query that performs the processing required to find 
the required result, returning true or false to its client.  Such queries are 
called predicates.  For example, 

 
public boolean frontIsBlocked() 
{ return !this.frontIsClear(); 
} 
 

With this predicate, we could write while(this.frontIsBlocked()). 
Sometimes performing a test requires more than a single statement.  For 

example, a test to check if there is a pile of at least two things on the intersec-
tion could be implemented as 

 
public boolean besidePile() 
{ if (!this.isBesideThing()) 
 { return false;  
 } 
 this.pickThing(); 
 if (this.isBesideThing()) 
 { this.putThing(); 
  return true; 
 } 
 this.putThing(); 
 return false; 
} 
 

All predicates should be careful to not only answer the question, but to leave 
the situation as it was found. 
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The general template for a predicate is 
 
public boolean «predicateName»() 
{ «statements to calculate the result» 
 return «a boolean value»; 
} 
 

Consequences:  Statements that use a predicate, such as this.frontIs-
Blocked(), are easier to understand than those that use the equivalent test, 
such as !this.frontIsClear().   A predicate can be easily used many 
times, reducing the total time to code, test and debug the program.  Some 
tests, such as besidePile, are difficult to write without a predicate. 

4.8.4 Counted-While Loop 
Problem:  A task must be performed a predetermined number of times.  The 
number of times might be inherent in the problem (go around the four sides 
of a square) or might come from the user at run time (how many phone bills 
do you want to process?). 
Solution:  Declare a variable that counts how many times the loop is exe-
cuted.  Test the value of the variable against the desired number of repetitions 
in the loop�s test.   

The general template for a counted-while loop is 
 
int «counter» = 0; 
while («counter» < «desiredRepetitions») 
{ «statements to perform the task» 
 «counter» = «counter» + 1; 
} 
 

Consequences:  The statements inside the loop are executed the specified 
number of times.  A common error is to forget to increment the counter at 
the end of the loop�s body.  In that case, the loop executes forever. 

4.8.5 Sentinel-Controlled Loop 
Problem:  An unknown amount of data must be processed.  There is at least 
one value that is invalid that can be used as a sentinel to mark the end of the 
data. 
Solution:  Read the data, one item at a time.  When the sentinel is entered, 
stop the loop.  For this to work, the data must be read just before the loop 
test � before the loop executes for the first data item, and at the end of the 
loop body for the subsequent items. 
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int «data» = «get first data item»; 
while («data» != «sentinel») 
{ «process data» 
 «data» = «get subsequent data item»; 
} 
 

Consequences:  The user is given a convenient way to control how much 
data is entered.  Other methods, when no valid sentinel is available, include 
pre-counting the data or explicitly asking if there is more data to process each 
time through the loop. 

4.8.6 Integer Input 
Problem:  A program could be made more flexible and useful by obtaining 
data, in this case an integer, from the user. 
Solution:  Use a TextInput object to obtain input from the user.  You�ll 
need to import the class and create the object.  You can then ask for as many 
data items as you want.  The standard template is 

 
import becker.io.*; 
... 
TextInput «in» = new TextInput(); 
... 
System.out.print(«prompt»); 
int «varName» = «in».readInt(); 
in.readLine(); 
  

Consequences:  The program will wait until the user enters some data and 
presses the �Enter� or �Return� key on the keyboard.  If the user does not 
enter an integer, the program will print an error message and stop. 
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4.10 Problem Set 
Written Exercises 
4.1 In Listing 4-4, on page 162, the method pickThingsToWall instructs a 

robot to move to a wall, picking one Thing from each intersection that 
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has one.  Describe the changes required to make the robot pick up an 
entire pile of things from those intersections that have them. 

4.2 Trace the program in Listing 4-8 in a format similar to Figure 4-11.   
a. Assume that you talked 12, 29, 6, and 17 minutes during the four 

calls to your significant other. 
b. Assume that you have had a falling out with your significant other 

and when the program asks for the number of calls you have to an-
swer �0�. 

4.3 What would be valid sentinel values for the following problems, if there 
is one? 
a. Entering and summing the value of each coin in your coin purse. 
b. Finding the average of a series of daily temperature readings. 
c. Entering the dates on a series of coins and finding the oldest. 
d. Adding a series of integers. 

Programming Exercises 
4.4 Write a new predicate leftIsBlocked that determines whether there is 

a wall on a robot�s left. Be sure that when the predicate finishes execut-
ing, the robot is on the same corner and facing in the same direction as 
when it began. 

4.5 Assume that a Prospector robot is on an intersection with either one 
or two things. Write a new method that commands the robot to face 
north if it is on a intersection with one thing, and to face south if it is on 
a intersection with two things. Besides facing the robot in the required 
direction, after it has executed this method, no things must be left on the 
intersection. Name the method findNextDirection. 

4.6 Write another version of findNextDirection. (See the previous prob-
lem). In this version, the robot must eventually face the same direction, 
but it also must leave the same number of things on the intersection as 
were there originally. 

4.7 Write a predicate that returns true if and only if a robot is completely 
surrounded by walls and unable to move in any direction.  Of course, the 
predicate should not have side effects.  Use the predicate in a method 
that changes the robot�s color if the robot is surrounded. 

4.8 Write a new robot method, faceNorth.  A robot that executes face-
North will turn so that getDirection() returns Directions.NORTH. 
a. Write FaceNorth using several if statements. 
b. Write FaceNorth using a while statement. 
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Programming Projects 
4.9 Listing 3-3, on page 122, is the complete implementation of the 

Harvester class, a class of robots designed to harvest a field of things.  
Implement the class again using your knowledge of if and while state-
ments.  Your new class of robots should be able to harvest a rectangular 
field of any size provided that the things cover the field completely and 
the field is bordered by intersections that do not have any things on it (in 
particular, walls).  Note that the original solution required the field to 
have an even number of rows.  Your solution should not have that re-
striction. 

4.10 karel is in a completely enclosed room that has, unfortunately, litter 
strewn all over it (see Figure 4-12).  Create a new class of robot that can 
pick up the litter.  The size of the room is unknown and the amount of 
litter on each intersection is also unknown.  karel starts in the north-
west corner facing east and should return there when its task is com-
plete.  Make use of stepwise refinement and helper methods. 

4.11 Write a new Robot class, Houdini, that includes a method named 
escapeRoom.  It will cause the robot to search for an exit to the room � 
a break in the wall.  Such an exit always exists and is never in a corner.  
When found, the robot will move through the exit and then stop.  See 
Figure 4-13 for one of many possible initial situations. 

4.12 Suppose that data from a poll is represented by Thing objects.  There is 
one Thing object on intersection (1, 1) for each person who selected re-
sponse �a�.  Two people selected response �b� in the poll, resulting in 
two Thing objects on intersection (1, 2).  Similarly, the number of ob-
jects on the remaining intersections represent the number of people se-
lecting particular responses. 
Write GraphBot to create a bar graph for the data.  It will pick up the 
things on each intersection and spread them out (one per intersection) to 

 
Figure 4-12:  A littered room. 

 
Figure 4-13:  A room to escape. 
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form a bar.  Sample initial and final situations are shown in Figure 4-14. 
Test your program with different numbers of things on each pile as well 
as with different numbers of piles. 

4.13 Solve problem 4.12, but ask the user for the number of piles to use as 
data as well as the number of things on each pile. 

4.14 Write a program that finds the total minutes spent on telephone calls 
that are longer than 2 minutes. 
a. Use a counted while loop. 
b. Use a sentinel-controlled loop. 

 

 Figure 4-14a:  An initial situation for a 
graphing robot. 

 Figure 4-14b:  The resulting final situa-
tion. 
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5 More Decision-Making 

5 
Author�s Do-List: 
• Write sections on switch stmt., 

short-circuit evaluation, while-
true and do-while. 

• Develop patterns section. 
• Consider extending JCompo-

nent in section 6.7 instead of 
JFrame. 

• Prepare concept map. 

 

The if and while statements studied in Chapter 4 form the basis 
for making decisions in programs.  Any program you care to write 
can be written with only the if and while statements.  This chap-
ter continues the discussion with variations of the if statement 
and other ways to repeatedly execute statements that can simplify 
our code.  It explores a process for constructing while statements 
and points out errors to avoid.  In short, this chapter summarizes 
the accumulated wisdom of programming with if and while state-
ments. 

Chapter Objectives 
! To learn to manipulate Boolean expressions. 
! To learn to choose which of several blocks of statements to execute. 
! To learn a process for constructing while loops and errors to avoid. 
! To learn how to repeat statements a predetermined number of times. 
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5.1 Constructing While Loops 
In Chapter 4 we learned how to affect the sequence in which program state-
ments are executed by using the if and while statements.  In this section we 
will examine a more rigorous process for constructing while loops and how 
to avoid some common errors. 

5.1.1 Four-Step Process 
We should consider using a while loop only when a robot must do 

something an unknown number of times. If we are faced with such a situa-
tion, we can build our while loop by following the four-step process shown 
below.  

To illustrate these steps, we will again use the problem of having a robot 
named karel pick up all the things from an intersection without knowing the 
initial number of things present.  

Step 1 Identify the test that must be true when the while loop is fin-
ished. 

 
In this problem, karel must pick up all the things on the intersection.  If 

we consider only tests that involve things, we have two to choose from:  
isBesideThing and countThingsInBackpack.  Which one is the test we 
want?  When karel is finished, nothing should be left on the intersection, so 
the test we want to be true is !this.isBesideThing().  (Notice the �!�.) 

 
Step 2 Negate the test identified in Step 1, obtaining the test that con-

trols the while loop. 
 
This step implies that we should use this.isBesideThing() � the op-

posite of !this.isBesideThing(). Does doing so make sense? The while 
statement continues to execute the loop body as long as the test is true and 
stops when it is false. As long as karel is next to a thing, karel should pick 
it up. When karel is done,  nothing will be left on the intersection.  

 
Step 3. Within the body of the while statement, make minimal pro-

gress toward completing the loop.  
 
Something within the body of the loop must allow the test to eventually 

evaluate to false or the loop will run forever. To do so, there must be some 

Key Idea:  Use a while 
loop to do something an 
unknown number of times. 

Looking Ahead:  In Section 
5.4.1 we will examine the 
case where you know ex-
actly how many times to 
repeat. 
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statement (or sequence of statements) within the loop that is related to the 
test. In this problem, what must be done to bring us closer to the test being 
false? Since we are testing for isBesideThing, we must pick one (and only 
one) thing somewhere in the loop. We can argue that if karel keeps picking 
one thing, it must eventually pick all the things, leaving none on the corner.  

Why pick only one thing during each iteration? Why not two or three? If  
only one thing is on the corner, and we instruct karel to pick up more than 
one, the pickThing command will fail, breaking the robot. Picking just one 
thing during each iteration of the loop is the minimum needed to guarantee 
that all the things are eventually picked up.  

 
Step 4. Do whatever is required before or after the while statement is 

executed to ensure that we solve the given problem.  
 
In this example, we do not have to do anything before or after the loop. 

However, there are times when we may miss one iteration of the loop and 
have to �clean things up,� which can be done either before or after the 
while. Also, we sometimes need to execute a statement or two before the 
while loop to get our robot into the correct position.  

If we follow these four steps carefully, we reduce the chance of having in-
tent or run-time errors when we test our program.  

Applying the Four-Step Process 
Let�s apply the steps just presented to a new problem. A robot named karel, 
an instance of the class FlasherController, is somewhere in the world fac-
ing south. One flasher is on each intersection between karel�s current posi-
tion and a wall directly south on the same avenue. No flasher is on the inter-
section on which karel is currently standing.  Several situations like this are 
shown in Figure 5-1.  Since we don�t know how far karel is from the wall, 
nor how many flashers there are, the number of possible initial situations is 
infinite. Write a new method, clearFlashersToWall, to pick up all of the 
flashers. 

Key Idea:  Do the minimum 
amount of work necessary 
to advance towards the 
task�s completion. 
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As before, let�s ask ourselves some questions:  
 

Question What do we know about karel�s initial situation?  
Answer karel is facing south. karel is an unknown distance from a 

wall. Each intersection between karel and the wall has one 
flasher.  

Question Does any of this information provide insight toward a solution?  
Answer karel can travel forward until it reaches the wall. It can pick a 

flasher from each intersection as it travels.  
 
We have the beginnings of a plan. The process continues as follows:  
 

Question What robot statement can we use to keep karel traveling 
southward until it reaches the wall?  

Answer Since traveling to the wall requires possibly many move state-
ments, we can use a while loop.  

Question How do we actually use the while loop?  
Answer We can use the four-step process as follows:  

Step 1 Identify the one test that must be true when karel is finished 
with the loop. karel will be at the southern wall, so the test 
frontIsBlocked will be true.  Unfortunately, there isn�t such a 
test so we could use !frontIsClear instead. 

Step 2 Use the opposite form of the test identified in step 1 as the loop 
«test».  frontIsClear is the opposite form. 

Step 3 Within the body of the loop, make minimal progress towards 
completing the loop.   

Figure 5-1:  Several situations where karel must clear all the flashers to the wall. 
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The loop will not end until karel moves next to a wall, so we 
need to include a move command.  Also, the task is to pick up 
the flashers, so obviously we need to include a pickThing com-
mand.  karel is not currently on an intersection with a flasher, 
so it needs to move and then pick up a flasher. We can use a 
single pickThing statement because there is only one flasher on 
each corner. 

Step 4 Do whatever is required before or after the while is executed to 
ensure that we solve the given problem. Since karel is already 
facing south, we do not have to do anything. 

 
Based on this discussion, we can write the following method:  
 
public void clearFlashersToWall()  
{ while (this.frontIsClear())  
 { this.move();  
  this.pickThing();  
 } 
} 
 

Reasoning about the While Statement 
Our work on clearFlashersToWall is not finished. We must carefully trace 
the execution before we certify it as correct. Can we test all possible situations 
that karel could start this task in? No. We cannot test all possible situations, 
but we can test several and do a reasonable job of convincing ourselves that 
the statement is correct.  

One method of informally reasoning about 
the statement has two steps.   First, show that the 
statement works correctly when the initial situa-
tion results in the test being false. That would 
mean that the initial situation would look like 
Figure 5-2.  Tracing the method with this situa-
tion shows that the test is false the first time, the 
loop body does not execute, and the method is 
completed correctly. 

Second, we must show that each time the 
loop body is executed, karel�s new situation is a 
simpler and similar version of the old situation. 
By simpler, we mean that karel now has less 
work to do before finishing the loop. By similar, 

Figure 5-2:  The same task 
without flashers. 

 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 
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we mean that karel�s situation has not radically changed during its execution 
of the loop body.  (In this example, a non-similar change could mean that 
karel is facing a different direction).  

By tracing a few iterations of the loop, we see that after each iteration, the 
robot is closer to the wall and has picked up a flasher.  This gives us confi-
dence that the robot will eventually reach the situation shown in Figure 5-2, 
which we already checked for correctness.  The results of three iterations are 
shown in Figure 5-3. 

 

5.1.2 Errors to Avoid 
The while statement provides a powerful tool for our programs. By using it 
wisely, we can solve some very complex problems. However, the sharper the 
ax, the deeper it can cut, as they say. With the power of the while statement 
comes the potential for making some powerful mistakes. This section will 
examine several typical errors that can be made when using the while state-
ment. If we are aware of these errors, we will have a better chance of avoiding 
them, or at least, an easier time identifying them for correction.  

The Fence Post Problem 
If we order five fence sections, how many fence posts do we need? The obvi-
ous answer is five! But it is wrong. Look at Figure 5-4.  The figure should 
help us to understand why the correct answer is six.  

Figure 5-3:  Tracing karel�s progress executing the loop. 

    
Initial Situation. After one iteration. After two iterations. After three iterations.
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We can encounter the fence post problem when using the while loop. 
Let�s take the previous problem with a slight twist and put a flasher on ka-
rel�s starting corner, as shown in Figure 5-5.  

Suppose we decide to solve this problem 
by reversing the order of the statements in the 
original loop body and have karel pick up the 
flasher before moving:  

 
public void clearFlashersToWall()  
{ while (this.frontIsClear())  
 { this.pickThing();  
  this.move();  
 } 
} 
 

If we trace the statement�s execution care-
fully, we will discover that the loop still finishes 
and the robot does not break. However, the 
southernmost flasher is not picked up, as 
shown in Figure 5-6.  

In this example, the flashers were the fence 
posts and the moves were the fence sections. The while loop executes the 
same number of pickThing and move statements. Consequently, one flasher 
will be left when the loop finishes, which is where step 4 in the four-step 
process comes in. We now have a situation where we must do something be-
fore or after the loop to make sure that we solve the given problem. There are 
at least two ways to handle this situation. Here is one:  

 
public void clearFlashersToWall()  
{ while (this.frontIsClear())  
 { this.pickThing();  
  this.move();  
 } 
 this.pickThing(); 
} 
 

Our solution is simply to pick the final flasher after the while loop stops 
executing. What is the other way to solve this fence post problem? We could 
pick up the flasher on the start corner first, which would put us in the initial 

Figure 5-4:  The fence post problem. 

1 2 3 4 5 6

1 2 3 4 5

 

Figure 5-5:  
Initial situation.

 
Figure 5-6:  
Final situation. 
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position of FlasherController�s clearFlashersToWall. We could extend 
FlasherController with a new class that overrides clearFlashersToWall 
with the following method.  

 
public void clearFlashersToWall()  
{ this.pickThing();  
 super.clearFlashersToWall();  
} 

Infinite Execution  
Having looked at step 4 in the four-step process, let�s now refocus our atten-
tion on step 3:  Do what is needed to ensure that the test eventually evaluates 
to false so that the while loop stops. Sometimes we forget to include a 
statement (or sequence of statements), the execution of which allows the test 
eventually to become false. Here is an example:  

 
while (this.isFacingNorth())  
{ this.pickThing();  
 this.move();  
} 
 

Look at this loop carefully. Is there any statement within the loop body 
that will change the robot�s direction? Neither pickThing nor move does so. 
The loop will iterate zero times if the robot is initially facing any direction 
other than north. Unfortunately, if it is facing north, we condemn the robot 
to walk forever or to break if it arrives at a corner without a flasher.1 We must 
be very careful when we plan the body of the while loop to avoid the possi-
bility of infinite execution.   

5.2 Variations of the If Statement 
The if statement, introduced in the previous chapter, is just one of several 
ways of choosing whether a group of statements should be executed once or 
not at all.  Two other ways are the if-else statement and the switch state-
ment. 

5.2.1 If-Else 
The if-else statement is useful when, depending on the result of some test, 
a robot must execute one of two alternatives. The if-else statement always 
executes a group of statements.  The question is, which group?  

                                                 
1 Of course, if we have overridden pickThing or move, then anything is possible. 

One of the new versions could change the direction, and then the robot would exit 
the while. 
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The general form of the if-else is as follows:  
 
if («test»)  
{ «statementList1» 
} else  
{ «statementList2» 
} 
 

The form of the if-else is similar to the if statement, except that it in-
cludes an else-clause, «statementList2». Note the absence of a semicolon 
before the word else and at the end.  An if-else is executed in much the 
same manner as an if.  First, the «test» is evaluated to determine if it is 
true or false in the current situation. If the «test» is true, 
«statementList1» is executed; if the test is false, «statementList2» is 
executed. Thus, depending on the current situation, either 
«statementList1» or «statementList2» is executed, but not both.  The 
first statement list is called the then-clause, just like an if statement.  The sec-
ond statement list is called the else-clause.  

The flowchart for an if-else statement is shown in Figure 5-7.   

An Example Using if-else 
Let�s look at an example that uses the if-else statement. Suppose that we 
want to program a Racer robot to run a 1-mile-long hurdle race, where verti-
cal wall sections represent hurdles. The hurdles are only one block high and 
are randomly placed between any two intersections in the race course. One of 
the many possible race courses for this task is illustrated in Figure 5-8.  Figure 
5-9 shows the final situation and the path the robot should take.  

Here we think of the city as being vertical, with down being south. To 
run the fastest race possible, we require the robot to jump if, and only if, it is 
faced with a hurdle.  

Alternative Actions 

Figure 5-7:  The flowchart for an if-else statement. 

yes?no
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194 Chapter 5 More Decision-Making 

We could easily develop a class of robots that run this race by jumping 
between every pair of intersections.  Although this strategy is simple to pro-
gram, it doesn�t meet the requirements of running the fastest race possible.  
Instead, we must program the robot to move straight ahead when it can, and 
jump over hurdles only when it must. The program implementing this strat-
egy consists of a main method that contains eight raceStride statements. 
The definition of raceStride can be written using stepwise refinement as 
follows.  

 
public void raceStride()  
{ if (this.frontIsClear())  
 { this.move(); 
 } else  
 { this.jumpHurdle(); 
 } 
} 
 

We continue our refinement by writing jumpHurdle.  

Figure 5-8:  A hurdle-jumping robot�s initial situation. 

 

Figure 5-9:  A hurdle-jumping robot�s final situation and the path it took. 

 

Alternative Actions 
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public void jumpHurdle()  
{ this.jumpUp();  
 this.move(); 
 this.glideDown(); 
} 
 

Finally, we write jumpUp and glideDown, the statements needed to com-
plete the definition of jumpHurdle.  

 
public void jumpUp() 
{ this.turnLeft();  
 this.move(); 
 this.turnRight(); 
} 
 

and  
 
public void glideDown() 
{ this.turnRight(); 
 this.move(); 
 this.turnLeft(); 
}  
 

To verify that these statements are correct, you should trace the method 
for a Racer robot running the race in Figure 5-8. 
 
 

5.2.2 Rewriting If Statements 
There are several ways in which if-else statements can be rewritten, per-
haps making them simpler in the process.  Rewriting an if statement should 
not change the execution of the program, only the way in which it is written.  
Hopefully, the new version will be easier to read and understand. 

Test Reversal 
Consider the following code: 

 
if (!this.frontIsClear()) 
{ this.turnLeft(); 
} else 
{ this.move(); 
} 
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When the robot�s front is not clear, it turns left.  Otherwise it moves forward.  
This can be rewritten to use the opposite test if we simply interchange the 
then-clause and the else-clause: 

 
if (this.frontIsClear()) 
{ this.move(); 
} else 
{ this.turnLeft(); 
} 
 

This code is easier to read and understand, primarily because we elimi-
nated the negation in the test.  Another way to make this code easier to read 
is to replace !this.frontIsClear() with a new predicate, this.frontIs-
Blocked(). 

Occasionally, we may write an if-else statement with an empty then-
clause: 

 
if (this.isBesideThing()) 
{ // do nothing 
} else 
{ this.turnLeft(); 
} 
 

Test reversal allows us to rewrite this code fragment as 
 
if (!this.isBesideThing()) 
{ this.turnLeft(); 
} else 
{ // do nothing  
} 
 

When written this way, it�s easy to see that we can simply drop the else-clause 
and use only the Once or Not At All pattern. 

 
if (!this.isBesideThing()) 
{ this.turnLeft(); 
} 
 

Bottom Factoring 
Compare the following two fragments of code. 

Key Idea:  An if state-
ment executes the same 
way if you negate the test 
and swap the then-clause 
with the else-clause. 
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if (this.isBesideThing()) 
{ this.pickThing(); 
  this.turnAround(); 
} else 
{ this.putThing(); 
 this.turnAround(); 
} 

 

 
if (this.isBesideThing()) 
{ this.pickThing(); 
} else 
{ this.putThing(); 
} 
this.turnAround(); 

Both code fragments result in the same final situation.  In both frag-
ments, the robot finishes by turning around.  The code on the right, however, 
makes this more obvious by moving this.turnAround() outside of the if-
else statement.  Only the actions that actually depend on the test are left in-
side the if-else statement. 

Moving identical lines of code that appear at the end of both the then-
clause and the else-clause to just after the if-else statement is called bottom 
factoring.  

Top Factoring 
When identical code appears at the beginning of the then-clause and the else-
clause, we may be able to top factor.  Top factoring means moving identical 
code from the beginning of the then- and else-clauses to just before the if-
else statement.  For example: 

 
if (this.isBesideThing()) 
{ this.turnAround(); 
 this.pickThing(); 
} else 
{ this.turnAround(); 
 this.putThing(); 
} 

 

 
this.turnAround(); 
if (this.isBesideThing()) 
{ this.pickThing(); 
} else 
{ this.putThing(); 
} 
 

Both versions of this code will always result in the same final situation.  
In both versions the robot always turns around, regardless of the test�s result. 

Top factoring is not as simple as bottom factoring, however.  If the iden-
tical lines of code affect the outcome of the test, they cannot be moved.  For 
example: 
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if (this.isFacingNorth()) 
{ this.turnAround(); 
 this.pickThing(); 
} else 
{ this.turnAround(); 
 this.putThing(); 
} 

 

 
this.turnAround(); 
if (this.isFacingNorth()) 
{ this.pickThing(); 
} else 
{ this.putThing(); 
} 
 

Suppose the robot�s initial situation is facing north on an intersection 
with a thing.  Executing the code on the left leaves the robot facing south and 
having picked up one thing.  Executing the code on the right also leaves the 
robot facing south, but this time the robot has put a thing down rather than 
picking a thing up.  We can not top factor if the code we move affects the 
outcome of the test.   

5.2.3 Cascading If 
One particularly useful form of the if-else statement is to nest several of 
them.  If the nesting is always done in the else-clause, the effect is to choose 
at most one of a list of alternatives.  Suppose, for example, that in any given 
situation karel should do one of the following: 

Situation Action 
front is blocked turn around 
beside a thing turn right 
left is clear turn left 
anything else move  

 
It could be that more than one of these situations are true.  For example, 

it could be that both the robot�s front and left are blocked.  We still want the 
robot to do only one action.  We�ll assume that the first one should be per-
formed and that the robot should turn around. 

This could be coded in Java using a nested if-else construct. 

Key Idea:  Top factor only if 
the code moved outside the 
if statement has no effect 
on the statement�s test. 
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if (this.frontIsBlocked()) 
{ this.turnAround(); 
} else 
{ if (this.isBesideThing()) 
 { this.turnRight(); 
 } else 
 { if (this.leftIsClear()) 
  { this.turnLeft(); 
  } else 
  { this.move(); 
  } 
 } 
} 
 

This code fragment tests for the first condition, something blocking the ro-
bot�s front.  If this condition exists, the robot performs the corresponding 
action and completes this if-else statement.  If the condition does not exist, 
the program goes on to the else clause to check the next condition.  In this 
manner, it checks the conditions until it finds one that is true or it reaches the 
final else-clause. 

Each of the else-clauses in this code fragment contain a single statement 
� another if-else statement.  In that case, Java allows us to omit the braces.  
We can then rearrange the line breaks slightly to emphasize that only one of 
the actions is performed: 

 
if (this.frontIsBlocked()) 
{ this.turnAround(); 
} else if (this.isBesideThing()) 
{ this.turnRight(); 
} else if (this.leftIsClear()) 
{ this.turnLeft(); 
} else 
{ this.move(); 
} 
 

When an if-else statement is structured in this way it is called a cascading 
if.  This structure is a clear signal to the reader that only one of the conditions 
tested will cause an action to be taken.  To be more specific, the action taken 
will be for the first condition that is true. 

5.2.4 Braces and Dangling Elses 
If you read code written by someone else, you may notice that sometimes 
braces can be left off an if, or while statement. When the body consists of 
just a single statement, the braces surrounding it are optional.  For example, 
we could write 
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if (this.frontIsClear()) 
 this.move(); 
else 
 this.turnRight(); 

or 
 
while(this.frontIsClear()) 
 this.move(); 
 

There are, however, dangers in leaving out the braces.  The first comes 
from adding additional code.  Suppose that after executing the if statement 
we realize that if the front is not clear, the robot should turn right and move.  
We might simply add an extra statement, like this: 

 
if (this.frontIsClear()) 
 this.turnLeft(); 
else 
 this.turnRight(); 
 this.move(); 
 

In spite of the indentation, the move will occur whether the front is clear 
or not � not what was desired.  Why?  Braces are needed to group the new 
line with the instruction to turn right.  Without the braces, the above code 
really means 

 
if (this.frontIsClear()) 
{ this.turnLeft(); 
} else 
{ this.turnRight(); 
} 
this.move(); 

 
The second danger is called a �dangling else.�  If braces are not included, 

it can be confusing where the else goes.  For example, consider the follow-
ing fragment: 

 
if (this.frontIsClear()) 
 if (this.isBesideThing()) 
  this.pickThing(); 
else 
 this.turnLeft(); 
 

The question is, which if goes with the else?  The indentation seems to 
say the else should go with the first if statement.  In actual fact, an else 
goes with the closest unmatched if.  That is, the code is equivalent to 
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if (this.frontIsClear()) 
{ if (this.isBesideThing()) 
  this.pickThing(); 
 else 
  this.turnLeft(); 
} 
 

If we really want to write code that does what the indentation implies, we 
are forced to add braces so that the if without an else is clearly identified as 
the if-part of the statement: 

 
if (this.frontIsClear()) 
{ if (this.isBesideThing()) 
  this.pickThing(); 
} else 
 this.turnLeft(); 

5.2.5 Switch (Advanced) 
The switch statement is similar to the cascading if statement:  both are de-
signed to choose exactly one of several alternatives.  The switch statement is 
more restrictive in its use, however, because it is uses a single integer to 
choose the alternative to execute but the cascading if can use any expression it 
wants.  This restriction is also the switch statement�s strength:  the reader 
knows that the decision is based upon a single variable. 

The following two code fragments behave exactly the same way when 
executed.  Assume that r is a Robot object.  Both fragments determine the 
avenue the robot is on and take an action depending on the value.  If the ave-
nue is one of 1, 5, 8, or 14 there is a specific task, otherwise the robot simply 
moves. 
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int ave = r.getAvenue(); 
if (ave == 1) 
{ r.turnAround(); 
 
} else if (ave == 5) 
{ r.pickThing(); 
 r.move(); 
 
} else if (ave == 8) 
{ r.putThing(); 
 r.move(); 
 
} else if (ave == 14) 
{ r.turnAround(); 
 
} else 
{ r.move(); 
 
} 
 

 
int ave = r.getAvenue(); 
switch (ave) 
{ case 1: 
  r.turnAround(); 
  break; 
 case 5: 
  r.pickThing(); 
  r.move(); 
  break; 
 case 8: 
  r.putThing(); 
  r.move(); 
  break; 
 case 14: 
  r.turnAround(); 
  break; 
 default: 
  r.move(); 
} 

The break statement causes execution to continue just after the end of 
the switch statement. If the break statement is not included, execution �falls 
through� to the next case of the switch.  For example, in the following code 
the break is omitted from the first case.  The result is that a robot on avenue 
1 will turn around, pick up a thing and move.  A robot on avenue 5 will only 
pick up a thing and move.   

 
int ave = r.getAvenue(); 
switch (ave) 
{ case 1: 
  r.turnAround(); 
  // Fall though 
 case 5: 
  r.pickThing(); 
  r.move(); 
  break; 
} 
 

This behavior is sometimes useful if the robot should do exactly the same 
thing for two or more cases, but that is rare.  In reality, the break is often 
forgotten and is a source of bugs. 

Because the switch statement is not as flexible as a cascaded if statement 
and it seems to be error-prone, many programmers avoid using it.    
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5.3 Boolean Expressions 
The test in if and while statements are Boolean expressions that give a 
�yes� or �no�, true or false answer to a question.  So far, our questions 
have been quite simple.  As our programming skills grow, however, we will 
want to ask more complex questions � which will need more complex Boo-
lean expressions to answer. 

5.3.1 Combining Boolean Expressions 
Consider a situation in which karel is facing east.  It is known that in the 
distance there are walls and things.  We want karel to travel forward, stop-
ping at the first wall or thing it comes to.  Figure 5-10 shows two such situa-
tions.   

The robot needs to move possibly many times to reach its final situation, 
so a while statement is appropriate.  To construct it, we follow the four-step 
process discussed earlier.  The first step is already apparent:  we want the 
while statement to end when the robot is beside a thing or the robot is 
blocked by a wall.   

The second step in the process requires some thought.  We want the op-
posite form of this test � we want to know when karel should continue 
moving.  karel should move if it is not beside a thing and it�s way is not 
blocked by a wall. 

 
In pseudocode,  
 

while (karel is not beside a thing and karel’s front is clear) 
{ karel.move(); 
} 

 
This presents a problem.  We have a predicate that tells us when a robot 

is beside a thing and another predicate that tells us when its front is clear.  But 
there is no predicate that combines the two tests. 

Figure 5-10:  Two situations where karel should stop at the first Thing or Wall found.  
The initial situations are shown on the left, the final situations on the right. 

 

 
 

Looking Ahead:  In Section 
5.3.2 we will see a formal 
method, De Morgan�s 
Laws, for finding the oppo-
site form of a complex test. 
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Fortunately, programming languages have operators that can combine Boo-
lean expressions into more complex expressions.  You are already very famil-
iar with operators from the mathematics you have studied:  plus, minus, 
times, and divide are all operators that combine two arithmetic expressions to 
create a more complex expression.  The equivalents for Boolean expressions 
are the and and or operators.  

We often use Boolean operators in our every day language.  You might 
say, �I will go swimming if the weather is hot and sunny.�  From this state-
ment, I know that if the weather is cloudy, you will not go swimming.  Simi-
larly, if the weather is cool, you will not go swimming.  In order to go swim-
ming, both tests joined by �and� must be true. 

On the other hand, if you say �I will go swimming if it is hot or sunny�, 
we might question your sanity.  With this statement, you might go swimming 
in a thunderstorm (if it happens to be hot that day) or you might go swim-
ming in a frozen pond (if it happens to be a sunny winter day).  The �or� op-
erator requires a minimum of one of the two tests to be true.  Of course, if it 
happens to be both hot and sunny, you would still go swimming. 

In the earlier problem we wanted karel to keep moving while it�s not 
beside a thing and its front is clear.  In Java, �and� is written as && while �or� 
is written as ||.  Using the && operator, we can combine isBesideThing() 
and frontIsClear() to control the robot�s movements: 

 
 1 while (!karel.isBesideThing() && karel.frontIsClear()) 
 2 { karel.move(); 
 3 } 

 

Remember that a while statement asks a question.  This one happens to 
be a rather complicated question:  �Is karel not beside a thing and is karel�s 
front clear?�  If karel is beside something, the answer is �no� and the loop 
stops.  If karel�s front becomes blocked, the answer is �no� and the loop 
stops.  Either way, karel stops at the first thing or wall it encounters. 

A Common Error in Combining Expressions 
Perhaps we want karel to turn around if it is facing either north or west.  A 
direct translation of this English statement into Java might be as shown in 
Listing 5-1. 

Listing 5-1:  A direct, but incorrect, translation of �Turn around if facing either north or west.� 

 1 if (karel.getDirection() == Directions.NORTH ||  
 2            Directions.WEST) 
 3 { karel.turnAround(); 
 4 } 

 

Key Idea:  Both sides of an 
�and� must be true to do the 
action. 

Key Idea:  Only one side of 
an �or� is required to be true 
to do the action. 

Key Idea:  In Java, write 
�and� as && and write �or� 
as ||. 
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The problem is that the �or� operator must have a Boolean expression 
on each side of it.  In Listing 5-1, the left side has a Boolean expression, 
karel.getDirection() == Directions.NORTH.  It returns either true or 
false.  The right side of the �or� operator, however, is not a Boolean ex-
pression.  Directions.WEST is actually an integer. 

What we need is a translation of �turn around if karel is facing north or 
karel is facing west.�  Translating this to Java results in the code shown in 
Listing 5-2, which is correct. 

Listing 5-2:  A correct translation of �Turn around if facing either north or west.� 

 1 if (karel.getDirection() == Directions.NORTH || 
 2   karel.getDirection() == Directions.WEST) 
 3 { karel.turnAround(); 
 4 } 

 

This code could be made more readable by replacing getDirection with 
predicates: 

 
if (karel.isFacingNorth() || karel.isFacingWest()) 
{ karel.turnAround(); 
} 

A More Complex Expression 
Boolean expressions can be combined with the operators !, &&, and || in-
definitely to make ever more complex expressions.  For example, suppose we 
want karel to move forward until it is beside a thing and its left is blocked 
and its right is blocked.  This stopping situation is shown in Figure 5-11a. In 
pseudocode we could write 

 

loop until (karel.isBesideThing() &&  
     karel.leftIsBlocked() && karel.rightIsBlocked()) 
{ karel.move(); 
} 
 

We have simply joined all three tests together using �and�.  All three tests 
must be true for karel to stop. 

Looking Back:  leftIs-
Blocked and rightIs-
Blocked can be defined 
similar to the rightIs-
Clear predicate shown on 
page 165. 
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Now suppose the stopping condition is  
 

loop until (karel.isBesideThing() ||  
     karel.leftIsBlocked() && karel.rightIsBlocked()) 
{ karel.move(); 
} 
 

This Boolean expression is ambiguous;  we should clear that up before 
we proceed.  By changing the && to || we no longer require all of the tests to 
be true to stop karel.  Does this test mean �stop karel when it is beside a 
thing or both its right and left are blocked�?  With this meaning, the robot 
would stop in either of the situations shown in Figure 5-11b.  The other pos-
sibility is that the test means �stop karel if its right is blocked and either it is 
beside a thing or its left is blocked.�  Figure 5-11c shows the two situations 
where a robot would stop if this were the meaning. 

This ambiguity is similar to an ambiguity in arithmetic.  The expression 2 
+ 3 * 5 could be either 25 or 30, depending on whether you perform the addi-
tion or the multiplication first.  We know that for arithmetic there is a con-
vention that multiplication and division are done before addition and subtrac-
tion.  We also know that we can insert parentheses to clarify exactly what we 
mean. 

The same two possibilities are present for Boolean expressions.  Conven-
tion is that �and� is done before �or�.  This means that Figure 5-11b is the 
correct interpretation of  

 
karel.isBesideThing() ||  
karel.leftIsBlocked() && karel.rightIsBlocked() 
 

To finish writing the while statement, however, we need the opposite 
form of this test � step two of the four-step process.  The opposite form 
could be written as 

Figure 5-11:  Stopping situations. 

a. 

 

b.

 

c.

 
 

Key Idea:  Evaluate Boo-
lean expressions by doing 
�and� first, then �or�.  Use 
parentheses to make it 
clearer or to override this 
convention. 
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!(karel.isBesideThing() ||  
  karel.leftIsBlocked() && karel.rightIsBlocked()) 
 

Notice the extra set of parentheses surrounding the entire expression and 
preceded by the negation operator. 

5.3.2 De Morgan’s Laws 
Simply negating the entire expression, as we just did in the previous section, 
works to find the opposite form of the test.  However, it may be more pleas-
ing to modify the expression into an equivalent, but different, expression. 

Augustus De Morgan (1806-1871) introduced what have become known 
as De Morgan�s Laws.   They formalize the process of finding the opposite 
form of a complex test.  De Morgan�s Laws state the following equivalencies: 

 
!(b1 && b2) ≡ !b1 || !b2 
!(b1 || b2) ≡ !b1 && !b2 
 

where b1 and b2 are arbitrary Boolean expressions. 
These can be used to simplify the condition, above, in the following 

steps: 
 
!(karel.isBesideThing() ||  
  karel.leftIsBlocked() && karel.rightIsBlocked()) 

 
is equivalent to 

 
!karel.isBesideThing() &&  
!(karel.leftIsBlocked() && karel.rightIsBlocked()) 

 
by the second law.  This can be further simplified by applying the first law: 

 
!karel.isBesideThing() &&  
(!karel.leftIsBlocked() || !karel.rightIsBlocked()) 

 
This can be simplified again by recognizing that !karel.leftIsBlocked() 
is the same as karel.leftIsClear() and similarly for rightIsBlocked. 

 
!karel.isBesideThing() &&  
(karel.leftIsClear() || karel.rightIsClear()) 

 
That is, karel should continue moving while it is not beside a thing and at 
least one side is clear. 

Looking Back:  Recall that 
we can add line breaks 
anywhere we can add a 
space.  This code appears 
on two lines simply be-
cause it�s too long to fit on 
one. 
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5.3.3 Predicates Without If Statements 
Consider this simple predicate:   

 
public boolean frontIsBlocked() 
{ if (this.frontIsClear()) 
 { return false; 
 } else 
 { return true; 
 }  
} 

 
By applying test reversal, we can derive an equivalent: 

 
public boolean frontIsBlocked() 
{ if (!this.frontIsClear()) 
 { return true; 
 } else 
 { return false; 
 }  
} 
 

This predicate is interesting because if the test is true (the front is not 
clear), the predicate returns true.  If the test is false, the predicate returns 
false.  That is, the value returned is the same as the result of the test. 

In this case, we don�t even need the if-else statement.  The test is actu-
ally providing a value (true or false) that the return statement can use.  
With this observation, frontIsBlocked can be written as 

 
public boolean frontIsBlocked() 
{ return !this.frontIsClear();  
} 
 

In general, any predicate with the form given on the left can be replaced 
with the form given on the right.  The result is more concise, and with a little 
practice, easier to read and understand. 

 
public boolean p() 
{ «statements» 
 if («test») 
 { return true; 
 } else 
 { return false; 
 }  
} 
 

 
public boolean p() 
{ «statements» 
 return «test»; 
} 

 

Key Idea:  if statements 
aren�t needed to determine 
whether to return true or 
false. 
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5.3.4 Short-Circuit Evaluation 
To be written. 

5.4 Loop Variations 

5.4.1 For Loop 
Sometimes we know before a loop even begins exactly how many times we 
want it to execute.  For example, consider a problem in which a robot named 
suzie must move clockwise around a square defined by walls, as shown in 
Figure 5-12. 

To solve the problem, suzie must traverse exactly four sides of the 
square � no more, no less.  For each side, suzie must move exactly five 
times.  And at each corner, suzie must turn left exactly three times. 

A while loop works well when statements must be repeated an unknown 
number of times � while some condition is true.  suzie�s situation is differ-
ent, however.  Here, we know exactly how many times the statements must 
be executed even before the loop begins.  Java includes the for statement just 
for such situations. 

The Form of the for Statement 
The form of the for statement used to repeat statements a fixed number of 
times is as follows: 

Figure 5-12:  Moving around a square. 

0 1 2

0

1

2

4

3 4 5

3

5

 

Key Idea:  Use while 
when the number of itera-
tions is unknown.  Use for 
when the number is known. 
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210 Chapter 5 More Decision-Making 

 
for(int «counter» = 0; «counter» < «limit»;  
                                «counter» = «counter» + 1) 
{ «statements to repeat» 
} 
 

where  
! «statements to repeat» are the instructions to be executed each 

time through the loop.  They are called the body of the loop, the 
same term used for the statements in the while loop. 

! «counter» is an identifier or name such as numTurns, or side-
Count.   

! «limit» is the number of times «statements to repeat» should 
be executed. 

Here is an example of turnRight implemented with a for loop: 
 
public void turnRight() 
{ for(int turns = 0; turns < 3; turns = turns + 1) 
 { this.turnLeft(); 
 }  
} 
 

turns is the «counter» that keeps track of how many times the turnLeft 
method has been executed.  The «limit», or total number of times we want 
turnLeft to execute, is 3.   

In this situation, it may be better to just use three calls to turnLeft 
rather than add the complexity of the for statement.  But if you need to 
move a robot 500 intersections forward or pick up 1,000 things, you would 
feel otherwise! 

The for statement is nothing more than an abbreviation of a counted 
while loop.  The component parts of the for statement, shown above, can 
be rearranged to create a while loop that behaves in exactly the same way. 

 
int «counter» = 0; 
while(«counter» < «limit») 
{ «statements to repeat» 
 «counter» = «counter» + 1; 
} 

 

Using the for Statement 
To gain further comfort with the for statement, let�s solve the problem illus-
trated in Figure 5-12.  We will extend Robot to create the class SquareMover.  
Supposing that karel is an instance of SquareMover, we again use the ques-
tion-and-answer approach to developing the class. 

 

Counted Loop 

Key Idea:  A for state-
ment is just a shortcut for a 
common form of the while 
statement. 
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Question What does karel need to do?  
Answer Move around a square in a clockwise direction. 

Question How can karel do this? 
Answer By moving along each of the four sides.  At the end of each side, 

it must turn right. 
Question How can karel move along exactly four sides? 

Answer We could have a method, moveAlongSide, which is invoked 
four times, one after the other.  Another approach is to use a 
for loop. 

Question How can karel move along just one side? 
Answer By moving five times.  The length of the side is only four, but we 

must move five times to get past it.  It�s sort of like the fence 
post problem in that respect. 

 
These questions and answers lead to the following pseudocode.  The re-

sulting class definition is in Listing 5-3. 
 
To move around a square: 
 for (4 times) 
 { move along one side 
 } 

 
To move along one side: 
 for (5 times) 
 { move 
 } 

 turn right 
 
To turn right: 
 for (3 times) 
 { turn left 
 } 
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Listing 5-3:  A class of robots which move around squares. 

 1 import becker.robots.*; 
 2  
 3 /** A class of robot that goes around squares. 
 4 * 
 5 * @author Byron Weber Becker */ 
 6 public class SquareMover extends Robot 
 7 { 
 8  public SquareMover(City city, int ave, int str, int dir) 
 9  { super(city, ave, str, dir); 
 10  } 
 11  
 12  /** Move around a square by traversing each of its four sides. */ 
 13  public void moveAroundSquare() 
 14  { for(int side = 0; side < 4; side = side + 1) 
 15   { this.moveAlongSide(); 
 16   } 
 17  } 
 18  
 19  /** Move along one side of the square by moving 5 times. */ 
 20  private void moveAlongSide() 
 21  { for(int moves = 0; moves < 5; moves = moves + 1) 
 22   { this.move(); 
 23   } 
 24   this.turnRight(); 
 25  } 
 26  
 27  /** Turn right by turning left three times. */ 
 28  private void turnRight() 
 29  { for(int turns = 0; turns < 3; turns = turns + 1) 
 30   { this.turnLeft(); 
 31   } 
 32  } 
 33 } 

 

Finally, it should be noted that the for statement is actually much more 
flexible than implied by the examples shown above.  The «counter» need 
not start at 0, any Boolean expression can be used for the test, and 
«counter» = «counter» + 1 can be replaced by a more general assignment 
statement. 

Java provides a common shortcut for «counter» = «counter» + 1.  
This statement occurs so frequently that Java allows the abbreviation 
«counter»++ which means �add 1 to the value stored in «counter».� 

5.4.2 While-True 
To be written. 

Find The Code:   
decisions2/squareMover 

Looking Ahead:  This, and 
other short-cuts, are dis-
cussed on page 284. 
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5.4.3 Do-While (Optional) 
To be written. 

5.5 Coding With Style 
As we have seen before, the style of your code makes a difference in how 
easily it can be understood.  Selection and repetition statements such as if, 
while, and for are no different. 

One of the most crucial aspects of good style is to keep tests easy to un-
derstand.  First of all, avoid negations if you can because people usually find 
them harder to understand.  For example, while(this.frontIsBlocked()) 
is easier to understand than while(!this.frontIsClear()).  This style 
may mean that you need to define your own predicate to put the test in a 
positive form.  Another possibility for the if-else statement is to switch 
both the test and the clauses.  For example, rather than  

 
if (!this.frontIsClear()) 
{ this.turnLeft(); 
} else 
{ this.move(); 
} 
 

write 
 
if (this.frontIsClear()) 
{ this.move(); 
} else 
{ this.turnLeft(); 
} 
 

A second way to keep tests easy to understand is to use predicates with 
accurate names.  We could have used  

 
if (this.getDirection() == Directions.SOUTH) 
 

but it is so much easier to understand  
 
if (this.isFacingSouth()) 
 

If you will be using the same test several times in the program, writing the 
predicate is particularly worthwhile. 

Another important stylistic rule is to line up braces vertically and to in-
dent the bodies of loops.  This rule is the same as appropriately indenting 
methods. 
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214 Chapter 5 More Decision-Making 

Finally, a long list of statements inside the body of a loop or  if state-
ment can cause the reader to lose track of the loop or if statement as a 
whole.  It should be easy for the reader to remember when a loop terminates 
or what case is being handled by an if statements.  Long bodies in either 
structure make doing so difficult.   

Using stepwise refinement naturally breaks long bodies into smaller steps.  
Many programmers put the entire body into a helper method so that the loop 
or if statement contains only one line � the invocation of the helper method. 

5.6 Patterns 
To be developed. 

5.7 GUI:  Using Loops to Draw 
In previous chapters, we have seen how to draw a figure such as a line.  We 
write a class extending JComponent and override the paintComponent 
method.  An instance of this class is set as the content pane of a JFrame.  The 
following very simple class overrides paintComponent to scale the image and 
the stroke, and then draw a single line from the upper left to the lower right. 

Listing 5-4:  Drawing a single diagonal line. 

 1 import javax.swing.*; 
 2 import java.awt.*; 
 3  
 4 /** Create a component that paints our "art". 
 5 *  @author Byron Weber Becker */ 
 6 public class ArtComponent extends JComponent 
 7 { 
 8  public ArtComponent() 
 9  { super(); 
 10     this.setPreferredSize(new Dimension(300,300)); 
 11  } 
 12  
 13  /** Paint the component with our "art". */ 
 14  public void paintComponent(Graphics g) 
 15  { // boilerplate set-up 
 16   super.paintComponent(g); 
 17   Graphics2D g2 = (Graphics2D) g; 
 18   BasicStroke stroke = new BasicStroke(0.01F); 
 19   g2.scale(this.getWidth()/10, this.getHeight()/10); 
 20   g2.setStroke(stroke); 
 21  
 22   // draw our "art" 
 23   g2.drawLine(1, 1, 9, 9);   
 24  } 
 25 } 

 

Looking Back:  Overriding 
paintComponent was 
covered in Section 2.8.2. 
Scaling the image and 
stroke was in Section 2.8.3.  
A main method can be 
adapted from Listing 2-13. 

Find The Code:   
decisions2/lineArt 
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With a for loop, we can draw a shape over and over again.  But if we 
simply replace line 23 with 

 
for(int lines = 0; lines < 10; lines++) 
{ g2.drawLine(1, 1, 9, 9); 
} 

 
we just draw the same line over and over in the same place, having no visible 
effect.  What we need is a way to change the position of the line in each itera-
tion of the loop. 

5.7.1 Using the Loop Counter 
One way to change the position of the line with each iteration of the loop is 
to use line, the loop counter, as a parameter to drawLine.  The parameters 
to drawLine are integers, and line holds integers.  The value of this integer 
changes from 0 to 9 as the loop executes.  With each iteration of the loop, a 
different value is passed to drawLine, changing the position of each of the 10 
lines. 

Replacing line 23 in Listing 5-4 with  
 
  for(int line = 0; line < 10; line++) 
  { g2.drawLine(1, 1, 9, line); 
  } 
 

yields the image shown in Figure 5-13.  Each of the 10 iterations of the loop 
draws a line.  The location of the left end-point is fixed, but the right end-
point�s location varies according to the current value stored in line, the 
loop�s counter variable.  This value is passed as a parameter to drawLine. 

Looking Ahead:  The num-
ber 10 obviously has a 
special significance in this 
code.  In Chapter 6 we will 
see a much better way to 
handle it using named con-
stants. 

Looking Ahead:  Using the 
counter, as we do here, is 
getting a little ahead of 
ourselves.  A counter is 
really a temporary variable, 
which we�ll examine in 
detail in the next chapter. 

Looking Back:  Recall the 
little note on page 212 that 
said line++ is the same 
as line = line + 1.  
Also see Section 7.2.3. 
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216 Chapter 5 More Decision-Making 

The loop counter can be used for more than one of drawLine�s parame-
ters.  What would be the effect of the following code fragment? 

 
  for(int line = 0; line < 10; line++) 
  { g2.drawLine(1, line, 9, line); 
  } 

5.7.2 Nesting Selection and Repetition 
In Section 4.4 we saw that if statements and while statements could be 
nested;  one could be placed inside the other.  Like them, the for statement 
controls one or more statements that may be an if statement or a while 
statement or even a for statement.  That is, for statements may be nested, 
just like if and while.  We could, for example, replace the single drawLine 
command at line 23 in Listing 5-4 with the following nested loop. 

 
for(int outer = 0; outer < 5; outer++) 
{ for(int inner = 0; inner < 10; inner++) 
 { g.drawLine(1, outer, 9, inner); 
 } 
} 
 

These five lines cause a total of 50 lines to be drawn.  The outer loop 
executes 5 times.  In each of the five iterations of the outer loop, the inner 
loop executes completely, performing 10 iterations each time. 

If we could look at the image drawn after just one iteration of the outer 
loop, it would look like Figure 5-14a).  After two iterations of the outer loop, 
it would look like Figure 5-14b), and so on.    Each iteration of the outer loop 
draws one more spray of lines.  Each spray is drawn by the inner loop.  In 
each iteration through the outer loop, the variable outer has a value one lar-

Figure 5-13:  An image resulting from using a loop to control drawing lines. 
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ger than the previous iteration.  When passed as a parameter to drawLine, 
the coordinates of the left end of the line change. 

The initial value in a for loop need not be 0.  For instance, the following 
nested loop starts the outer loop at 2 instead of 0.  The result is shown in 
Figure 5-15. 

 
for(int outer = 2; outer < 5; outer++) 
{ for(int inner = 0; inner < 10; inner++) 
 { g.drawLine(1, outer, 9, inner); 
 } 
} 

 
The control variable from the outer loop can also be used as either a 

starting value or a limiting value in the inner loop.  Here, the test for the inner 
loop is inner < outer: 

 
for(int outer = 0; outer < 5; outer++) 
{ for(int inner = 0; inner < outer; inner++) 
 { g.drawLine(1, outer, 9, inner); 
 } 
} 
 

The first time the outer loop executes, the variable outer has a value of 
0.  This value limits the inner loop to executing 0 times.  That is, the inner 
loop�s body does not execute at all.  The second time through the outer loop, 
outer has a value of 1.  The inner loop draws a �spray� consisting of only 
one line.  The third time through the outer loop, outer has a value of 2 and 
so the inner loop draws a spray of 2 lines.  See Figure 5-16. 

  Figure 5-14:  The image produced by a nested loop after 1, 2, 3 and 4 iterations of the outer loop. 

a) 

 

b) 

 

c) 

 

d) 
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Figure 5-15:  Starting the outer loop at 2. 
 

Figure 5-16:  Limiting the inner loop with the 
outer loop�s control variable. 

 

 

 

We can also add if statements inside a loop.  Consider this program 
fragment: 

 
  for(int outer = 0; outer < 5; outer++) 
  { if (outer == 1) 
   { g2.setColor(Color.red); 
   } 
   if (outer == 3) 
   { g2.setColor(Color.white); 
   } 
 
   for(int inner = 0; inner < 10; inner++) 
   { g.drawLine(1, outer, 9, inner); 
   } 
  } 

 

The if statements test the loop control variable against an integer, just as 
we tested the result of an integer query such as getAvenue() against an inte-
ger.  If they are equal, then the drawing color is changed.  The drawing color 
stays the same until one of the if statements changes it again.  The result, 
rendered in Figure 5-17 rather poorly in black and white, is a sequence of five 
sprays of lines.  The first one is black (the default color), the middle two are 
red, and the last two are white. 
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Figure 5-17:  Sprays of lines with varying 
colors. 

 
Figure 5-18:  Sprays colored according to the 
sum of inner and outer. 

 

 

 

One more possibility is to perform a slightly more complex test for the 
color.  It is possible to compare two integer expressions in the if statement�s 
test.  For example, here, the if statement is moved into the inner loop at line 
4.  It makes the line white if the sum of the values contained in inner and 
outer is greater than 9, and black otherwise.  The result is shown in Figure 
5-18. 

     
 1   for(int outer=0; outer<10; outer++) 
 2   { 
 3    for(int inner=0; inner<10; inner++) 
 4    { if (inner + outer > 9) 
 5     { g2.setColor(Color.white); 
 6     } else 
 7     { g2.setColor(Color.black); 
 8     } 
 9     g.drawLine(1, outer, 9, inner); 
 10    } 
 11   } 

 

We can also use Java�s remainder operator, %, in the test.  The remainder 
operator gives the remainder when one number is divided into another.  For 
example, 4 % 2 is 0 because 2 goes into 4 an even number of times.  On the 
other hand, 5 % 2 is 1, because when 5 is divided by 2, 1 is left over.  This 
mathematical relationship gives us an easy test for whether a number is even 
or odd.  For example, if outer % 2 is 0, then the value contained in outer is 
even.  If outer % 2 is 1, then the value contained in outer is odd.  In the 
following program fragment, this fact is used to color alternating sprays dif-
ferently.  The result is shown in Figure 5-19. 
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  for(int outer=0; outer<10; outer++) 
  { if (outer % 2 == 0) 
   { g2.setColor(Color.white); 
   } else 
   { g2.setColor(Color.black); 
   } 
 
   for(int inner=0; inner<10; inner++) 
   { g.drawLine(1, outer, 9, inner); 
   } 
  } 
 

As you can see, selection and repetition statements such as if, while, 
and for can be combined in many ways. 

5.8 Concept Map 
To be prepared. 

5.9 Problem Set 
Written Exercises 
5.1 Use the cascaded-if statement to write a method named faceNorth that 

always turns a robot to face north. 
5.2 A HomingRobot�s �home� is at 3rd Avenue and 4th Street in a city that 

has no obstructions such as walls.  HomingRobot contains a method 
named goHome, which returns the robot to (3,4), no matter where in the 
city the robot is.  goHome is written as 

Figure 5-19:  Alternating the color of each spray. 
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public void goHome() 
{ while (!this.atHome()) 
  { this.faceHome(); 
   this.move(); 
  } 
} 
 

a. Write the predicate atHome. 
b. Use a cascading-if statement to write faceHome. 

Programming Exercises 

Programming Projects 
5.3 Program a robot to run a mile-long steeplechase. The steeplechase 

course is similar to the hurdle race (see page 194), but here, the barriers 
can be one, two, or three blocks high. One sample situation is shown 
Figure 5-20.  The robot begins the race on the bottom left corner facing 
east and follows the path shown. Call the class of this new robot 
Steeplechaser. It should have Racer as a parent class (see page 193). 
Override appropriate statements of Racer to implement the new behav-
ior. 

5.4 Write a statement followWallRight for the MazeWalker class, assum-
ing that whenever a robot executes this statement, a wall is directly to the 
right. The diagram below shows the four different position changes that 
the robot must be able to make, with the dark robot signifying the initial 
position, and the light robot the robot�s position after followWall-
Right is invoked. If there is a wall both to the right and ahead, the robot 
simply turns to the left.  Create a city containing a maze, and test your 

 
Figure 5-20:  One possible steeplechase situation. 
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MazeWalker by repeatedly calling followWallRight, perhaps until a 
Thing is found at the exit to the maze.  Save the city in a file to swap 
with your classmates, and test your program even more thoroughly. 

5.5 Modify Listing 5-4 to draw sprays of lines, starting at the top of the im-
age and extend down, as shown in Figure 5-22a. 

5.6 Modify Listing 5-4 so that it produces a line from the upper left corner 
to evenly spaced points on the bottom and right edges, as shown in 
Figure 5-22b. Hint:  you only need one loop, but each iteration draws 
two lines. 

 
Figure 5-21:  Movements of a Mazewalker robot. 
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5.7 Modify Listing 5-4 to draw a line of circles which alternate in color as 
shown in Figure 5-22c.   Circles can be drawn with the fillOval 
method in the Graphics class. 

5.8 Modify Listing 5-4 to draw a bull�s eye, as shown in Figure 5-22d.  You 
will need a single loop.  Two of the parameters to drawOval will need to 
be something like 2*(5-outer).  This expression subtracts outer from 
5, giving values which range from 5 down to 1.  These are then multi-
plied by 2 before being passed to fillOval. 

5.9 Modify Listing 5-4 so the entire window is tiled by circles, as shown in  
Figure 5-22e. 

 

Figure 5-22:  Various fine pieces of art. 

a) 

 

b) 

 

c) 

 

d) 

 
e) 

 

   

 





 

6 Using Variables 

6 
 

Every computer program stores and updates information.  When 
we tell a robot to move, it updates its current avenue and street 
information.  When a robot picks up a thing from an intersection, 
the intersection updates its list of things to remove the one the 
robot picked up.  The robot also updates its list of things to in-
clude the new one. 

A variable is a place in the computer�s memory where infor-
mation can be stored.  Once in a variable, the information can be 
changed, copied, or used in an expression.  There are several dif-
ferent kinds of variables.  The best one to use depends on factors 
such as how long the information must be stored and the source 
of the first value to store. 

Chapter Objectives 
After studying this chapter, you should be able to 
! add new instance variables to a simple version of the Robot class. 
! store the results of calculations in temporary variables and use those re-

sults later in the method. 
! write methods using parameter variables. 
! use constants to write more understandable code. 
! explain the differences between instance variables, temporary variables, 

parameter variables, and constants. 
! extend an existing class with new instance variables. 
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6.1 Variables in the Robot Class 
If we were to look inside the Robot class, what would we find?  We would 
certainly find methods implementing the move and turnLeft services.  We 
would find that it extends another class that provides basic functionality that 
robots depend on.  We would also find several varieties of variables.  Some of 
these variables specify the avenue and street currently occupied by the robot, 
for example.  A variable is like a box that can hold one piece of information.  
We can ask for a copy of the information in the box any time we like.  We can 
also replace the information in the box with new information. 

In this chapter we will write a simplified version of the Robot class, 
named SimpleBot, to see its variables in action.  It will use simplified ver-
sions of several classes, including the SimpleCity and SimpleCityFrame 
classes.  By the end of this chapter you will be able to understand all of the 
classes used except for four that are intimately involved with displaying the 
robots on the screen.   

You are strongly encouraged to download these classes from the software 
downloads section of the Robots web site (http://www.learningwith-
robots.com/software/downloads.html#examples).  You will increase 
your understanding if you write and run the programs as we develop the 
SimpleBot class. 

We will spend most of our time developing the SimpleBot class, but you 
need to know a little bit about the SimpleCity class for everything to make 
sense.  The SimpleCity class is a container for all the things that are �in� the 
city and need to be displayed by the city.  In our simple version the city only 
contains intersections and robots. 

The intersections and robots in the city are displayed by calling their 
paint method.  In the SimpleBot class the paint method will paint a robot;  
in the SimpleIntersection class the paint method will paint an avenue 
and a street.  We will guarantee to the SimpleCity object that the objects we 
ask it to display have a paint method by requiring these paintable objects to 
extend a class named Paintable.  This class is very simple:  it extends 
Object and has a single method that does nothing � the paint method.  
Classes that should display themselves override this method.  The Paintable 
class is shown, in its entirety, in Listing 6-1. 

The city displays the intersections and the robots by calling paint about 
20 times each second, first for the intersections and then for the robots.  If a 
robot has moved since the last time the city was displayed, painting the inter-
sections will erase the old robot image and painting the robot will position it 
in its new location. 

Key Idea:  Variables store 
information for later use. 

Find The Code:   
variables/simpleBots/ 

Looking Ahead:  In Section 
7.4.3 we will see how the 
presence of particular 
methods can be assured 
with Java interfaces. 
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The following sections will concentrate on the SimpleBot class, and in 
particular, how it uses variables to store and manipulate the information a 
robot needs.  The robots in this section will be pretty simple � they will only 
move and turn left.  You will, in time, be able to increase their capabilities 
substantially. 

Our approach will be to start very simply, adding functionality in small 
increments.  We�ll start by simply displaying a round �robot� on intersection 
(2, 4).  Then we�ll make it move and turn left � except that we won�t be able 
to tell which way it faces (because it is displayed as a circle) until it moves 
again.  We will then give it a better appearance that shows which direction it�s 
facing, and enhance its functionality in other ways. 

Listing 6-1:  The complete source code for the Paintable class. 

 1 import java.awt.Graphics2D; 
 2  
 3 /** Subclasses of Paintable can be displayed in the city.  Each subclass should  
 4 * override the paint method to paint an image of itself.  
 5 * @author Byron Weber Becker */ 
 6 public class Paintable extends Object 
 7 {  
 8  public Paintable() 
 9  { super(); 
 10  } 
 11  
 12  /** Each subclass should override paint to paint an image of itself. */ 
 13  public void paint(Graphics2D g) 
 14  { 
 15  } 
 16 } 

 

6.1.1 Instance Variables 
We know from our previous experience with robots that they have attributes 
that specify the avenue and street they currently occupy.  When a robot object 
paints itself on the city, it evidently looks at the avenue and street attributes to 
determine where to paint the image.  If the attributes hold the values 2 and 4, 
respectively, then the robot image is painted on the intersection of 2nd avenue 
and 4th street. 

The idea of an attribute is implemented in Java with an instance variable.  
You can imagine an instance variable as being like a box that has a name.  
Inside the box can be one, and only one, value.  When the name of the box is 
given in the code, a copy of the value currently inside the box is retrieved and 
used.  There is also a way to change the value inside the box. 

Find The Code:   
variables/simpleBots/ 
Paintable.java 

Key Idea:  An instance 
variable stores a value, 
such as 10 or -15, for later 
use. 
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Attributes, implemented with instance variables, belong to the object.  
Each SimpleBot object we construct will have its own set of instance vari-
ables, implementing the attributes for that particular SimpleBot object.   

Instance Variable Declarations 
An instance variable � a �box� that holds a value � is created and a name is 
assigned to it with a variable declaration.  Instance variables are declared inside 
the classes� first and last braces but outside of any methods.  Instance vari-
ables to hold the avenue and street can be declared like this: 

 
private int avenue; // create space to store the robot�s current avenue 
private int street; // create space to store the robot�s current street 
 

Instance variable declarations have three key parts: 
! Declarations start with the keyword private.  This is just like using 

private before a helper method.  It marks that part of the class as 
�for internal use only.� 

! Declarations specify the kind of values stored.  The int says that 
these �boxes� hold integers � values like 1, 33, or -15.  Later, we�ll 
study other possibilities like double (values like 3.14159) and String 
(values like "I love Java"). 

! Declarations name the variable.  In these examples, the names are 
avenue and street.  Instance variables are generally named like 
methods, using one or more descriptive words with the first letter of 
the entire name being lowercase and the first letter of subsequent 
words being upper case.  Examples include avenue, direction, or 
nextLocation.  

We will use the keyword this to access these instance variables in our 
code.  Using this to access an instance variable is like using this to access a 
helper method:  it reinforces that the variable belongs to this object, the one 
that contains the currently executing code.1 

Initializing Instance Variables 
The declarations of avenue and street provide room to store an integer 
number, but we still need to put the number we want into the �box.�  The 

                                                 
1 The keyword this is actually optional much of the time.  Students are strongly 

encouraged to use it, however, to reinforce that they are accessing an instance vari-
able that belongs to a particular object.  In many modern programming environ-
ments there is also the practical reason that typing �this.� causes a list of instance 
variables and methods to appear, reducing the burden on the programmer�s mem-
ory and eliminating many spelling mistakes. 

Key Idea:  Each object has 
its own set of instance vari-
ables. 

Key Idea:  A variable dec-
laration sets aside space to 
in memory to store the 
value and associates a 
name with that space. 

Key Idea:  Assignment 
statements are used to 
change a variable�s value. 
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value stored in a variable is changed using an assignment statement.  This in-
cludes assigning the variable�s first value. 

Assignment statements consist of three parts.  The middle part is the 
equals sign, =.  On the left side of the equals sign is the name of the variable 
that is to be changed.  On the right side is a value or an expression that calcu-
lates a value.  This value is placed in the variable. 

For example, a pair of assignment statements that put the robot on 2nd 
avenue and 4th street is 

 
this.avenue = 2; 
this.street = 4; 
 

An excellent place to assign the first value to an instance variable is inside 
the constructor.  This is, in fact, the primary purpose of the constructor.  It 
exists to make sure the object is correctly constructed so it is ready for use � 
including assigning the initial or first value to each of the object�s instance 
variables.  Listing 6-2 shows the declaration of two instance variables (lines 8 
and 9) and their initialization (lines 14 and 15). 

Listing 6-2:  A SimpleBot class defining and initializing two instance variables for the ave-
nue and street attributes. 

 1 /** A first try at the SimpleBot class.  These robots are always constructed on avenue 2, 
 2 *  street 4.  There is no way to tell which way they are facing and they can only move 
 3 *  East. 
 4 * 
 5 *  @author Byron Weber Becker */ 
 6 public class SimpleBot1 extends Paintable 
 7 { 
 8  private int avenue; 
 9  private int street; 
 10  
 11  /** Construct a new SimpleBot at (2, 4). */ 
 12  public SimpleBot1() 
 13  { super(); 
 14   this.avenue = 2; 
 15   this.street = 4; 
 16  } 
 17  
 18  // Incomplete class� 
 19 } 

 

Declaration and initialization are conceptually two different tasks.  They 
are often combined into a single line, however.  For example, lines 14 and 15 
can be eliminated by changing lines 8 and 9 to 

Looking Ahead:  These 
robots always start on in-
tersection (2, 4).  In Section 
6.1.3, we�ll learn more 
about parameters.  Then 
we can easily specify where 
each robot is first placed. 

Find The Code:   
variables/simpleBots/ 
SimpleBot1.java 
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private int avenue = 2; 
private int street = 4; 
 

Combining declaration and initialization ensures that the initialization ac-
tually happens.  Some classes will have many, many instance variables.  When 
the declaration and initialization are separate, it can be hard to verify that each 
and every instance variable is initialized. 

Finally, there are rules about what values a variable is given if the pro-
grammer neglects to explicitly initialize it.  These rules vary, however, by the 
type of information stored and what kind of variable it is (yes, there are sev-
eral kinds of variables).  The simple habit of always explicitly initializing vari-
ables eliminates the need for programmers � and others who read the pro-
gram � to memorize and apply these rules. 

Accessing Instance Variables 
There are still two major tasks left in 
writing our SimpleBot class.  First, we 
need to display the robot within the 
city.  To do this, we will access the 
values stored in our instance variables.  
Second, we need to make our robot 
move.  We will do this by updating the 
values stored in the instance variables.  
Then, when the robot is painted again 
it will appear at a different place in the 
city. 

As we learned on page 226, ob-
jects to be displayed by a city must 
extend Paintable and override the 
paint method.  Here is a very simple 
implementation of paint.  It displays 
the robot as a black circle on the inter-
section of 2nd avenue and 4th street.  This code should be inserted between 
lines 17 and 18 of Listing 6-2.  It assumes that each intersection is 50 pixels 
square.  Therefore, 2nd avenue starts at pixel 100 (2 × 50) and 4th street starts 
at pixel 200 (4 × 50).  Java uses an asterisk, *, to indicate multiplication. 

 

Looking Ahead:  Want to 
know what the rules are?  
Check Appendix C. 

Figure 6-1:  A very simple robot. 
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 1  public void paint(Graphics2D g) 
 2  { g.setColor(Color.black); 
 3   g.fillOval(2 * 50, 4 * 50, 50, 50); 
 4  } 

 

This method takes a parameter, g, which is an object used to paint on the 
screen.  Line 2 says to use the color black in subsequent painting operations.  
Line 3 says to paint a solid, filled-in oval.  The top-left corner of the oval is at 
coordinates (100, 200) and it is 50 pixels wide and 50 pixels high.  Ovals with 
a width that equals the height are also circles. 

But, we don�t want the robot to be always drawn at intersection (2, 4).  We 
want to access the avenue and street attributes � implemented as instance 
variables � to determine where the robot is drawn.  This is as simple as using 
the names of the instance variables in place of the 2 and 4, above.  That is, 
the following paint method will display the robot at the avenue number and 
street number specified in the instance variables.  

 
 1  public void paint(Graphics2D g) 
 2  { g.setColor(Color.black); 
 3   g.fillOval(this.avenue * 50, this.street * 50, 50, 50); 
 4  } 

 

When the name of an instance variable is used (except on the left side of 
an assignment statement) the value stored by the variable is used in place of 
the name.  If we know that avenue contains 2 and street contains 4, then  

 
 3   g.fillOval(this.avenue * 50, this.street * 50, 50, 50); 

 

behaves exactly the same as  
 

 3   g.fillOval(2 * 50, 4 * 50, 50, 50); 
 

This, in turn, behaves exactly the same as 
 

 3   g.fillOval(100, 200, 50, 50); 
 

When code including a variable name is executed, the value stored in the 
variable is substituted for the variable�s name. 

One last detail:  the classes Graphics2D and Color must be imported be-
fore we can use g or Color.black.  To do so, add the following two lines at 
the beginning of the file.  

 
import java.awt.Graphics2D;  
import java.awt.Color;  
 

Looking Back:  A pixel is 
one �dot� on the computer�s 
screen.  It was first dis-
cussed on page 42. 

Looking Ahead:  We will 
discuss parameters in 
depth in Section 6.1.3. 

Key Idea:  The variable�s 
value is substituted for the 
variable�s name. 
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Modifying Instance Variables 
Our robot needs a move method.  When it is invoked the robot should move 
to another intersection.  From previous experience, we know that invoking 
move changed a robot�s attributes.  Because attributes are implemented with 
instance variables, we now know that move must change either avenue or 
street. 

Like initialization, changing an instance variable is done with an assign-
ment statement.  However, instead of just putting a number like 2 or 4 on the 
right side of the equals sign, we�ll use an expression that calculates a new value.  
A numeric expression consists of one or more variables and values, usually 
combined with mathematical operators such as +, -, * and / (addition, sub-
traction, multiplication, and division, respectively). 

To move the robot to the next avenue, we will get the old value stored in 
the avenue instance variable (using the variable�s name) and add one to it.  
We�ll then put that value back into the avenue instance variable.  The expres-
sion is used in a (still incomplete) move method like this: 

 
public void move() 
{ this.avenue = this.avenue + 1; // incomplete 
} 
 

The assignment statement works in two steps.  First, it calculates the 
value of the expression to the right of the equals sign.  Second, it forces the 
variable on the left of the equals sign to have whatever value was calculated.  
The variable will continue to have that value until it is changed with another 
assignment statement.  This behavior is just like the variable used for the 
counted while loop on page 174. 

Remember, a robot�s paint method is called about 20 times per second.  
Each time, the robot is painted on the avenue and street contained in the in-
stance variables at that moment.  Suppose the move method is called.  The 
next time the paint method is called it will paint the robot on another ave-
nue � and the robot will appear to have moved. 

If the robot is instructed to move several times in a row, we slow humans 
won�t see it move unless we can slow it down � the computer is simply too 
fast.  One way to slow things down is to instruct the move method to �sleep� 
or do nothing for a little while.  Sleeping slows down the robot enough so 
that we can actually see it.  The becker library contains a method to sleep for 
a specified number of milliseconds.  To use it, import becker.util.Util-
ities and add Utilities.sleep(400); to the move method.  The robot 
will then stop for 400/1000th of a second each time it moves. 

The code for the SimpleBot class, as developed so far, is shown in 
Listing 6-3.  Robots instantiated from this class will always start out on inter-
section (2,4) and can only travel east.  We will remove these restrictions soon. 

Looking Back:  Take a look 
at the state diagram on 
page 23 to better under-
stand the effect of move on 
the avenue and street at-
tributes. 
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Listing 6-3:  The SimpleBot class, as developed so far. 

 1 import java.awt.Graphics2D; 
 2 import java.awt.Color; 
 3 import becker.util.Utilities; 
 4  
 5 /** A first try at the SimpleBot class.  These robots are always constructed on avenue 2, 
 6 *  street 4.  There is no way to tell which way they are facing and they can only 
 7 *  move East because the move method only increases the avenue. 
 8 * 
 9 *  @author Byron Weber Becker */ 
 10 public class SimpleBot1 extends Paintable 
 11 { 
 12  private int avenue = 2; 
 13  private int street = 4; 
 14  
 15  /** Construct a new SimpleBot at (2, 4). */ 
 16  public SimpleBot1() 
 17  { super(); 
 18  } 
 19  
 20  /** Paint the robot at its current location. */ 
 21  public void paint(Graphics2D g) 
 22  { g.setColor(Color.black); 
 23   g.fillOval(this.avenue * 50, this.street * 50, 50, 50); 
 24  } 
 25  
 26  /** Move the robot 1 intersection east. */ 
 27  public void move() 
 28  { this.avenue = this.avenue + 1; 
 29   Utilities.sleep(400); 
 30  } 
 31 } 

 

Testing the SimpleBot Class 
The main method to test this class is just slightly different from the ones 
we�ve written in previous chapters.  Previously we passed the city to the ro-
bot�s constructor.  The constructor then added the robot to the city.  The 
constructor in Listing 6-3 isn�t that sophisticated (yet).  Therefore, we must 
add the robot to the city in the main method.  Listing 6-4, line 10 shows how. 

The SimpleBot classes we are discussing are not part of the becker li-
brary.  Therefore, to compile the program you will not be importing classes 
from the library.  Instead, you need to have the source code for SimpleBot, 
SimpleCity, SimpleCityFrame as well as several others in the same direc-
tory as the TestSimpleBot1 class shown in Listing 6-4.  Recall that all of this 
source code is available from the Robots web site (www.learningwith-
robots.com/software/downloads.html#examples). 

Find The Code:   
variables/simpleBots/ 
SimpleBot1.java 
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Listing 6-4:  A main method to test the SimpleBot1 class. 

 1 /** A program to test the SimpleBot1 class.  
 2 * 
 3 *  @author Byron Weber Becker */ 
 4 public class TestSimpleBot1 extends Object 
 5 { 
 6  public static void main(String[] args) 
 7  { 
 8   SimpleCity newYork = new SimpleCity(); 
 9   SimpleBot1 r = new SimpleBot1(); 
 10   newYork.add(r, 2); // add the robot to the city, in layer 2 
 11   SimpleCityFrame f = new SimpleCityFrame(newYork); 
 12  
 13  
 14   r.move(); 
 15   r.move(); 
 16   r.move(); 
 17  } 
 18 }  

 

Adding Another Instance Variable:  Direction 
We�re making great progress!  So far we�ve seen how to declare, initialize, use, 
and modify instance variables to implement the avenue and street attributes 
for a robot.  Keep in mind that instance variables are also used to implement-
ing classes that have nothing to do with robots:  bank accounts, employees, 
properties for a Monopoly game, and so on. 

Right now, however, let�s implement another attribute of robots: direc-
tion.  When we�re done, our simplified robots will be able to turn left and 
move in the direction they are facing.  Doing this requires some trigonometry.  
Don�t let that scare you, however.  The trig will be put into helper methods 
that will be simple to use. 

Our basic plan is to use a new instance variable, direction, to keep 
track of which direction the robot is facing.  direction will be an integer.  
When it has a value of 0, the robot is facing east.  1 means the robot is facing 
south, 2 is west, and 3 is north.  The cool part is that 4 also means east � just 
like 0!  Any number that is a multiple of 4 (0, 4, 8, 12, �) will mean east.  
Similarly, 1, 5, 9, 13, � will all mean south while 2, 6, 10, � all mean west.  
With these definitions, turning right is as simple as adding 1 to the direction 
instance variable and turning left is as simple as adding 3.  As with the move 
method, forcing the robot to sleep for a little bit after turning allows we slow 
humans to see what has happened. 

Listing 6-5 shows the addition of the direction instance variable and 
the turnLeft method in a skeleton of the SimpleBot class. 

Find The Code:   
variables/simpleBots/ 
TestSimpleBot1.java 

Looking Ahead:  In Section 
7.4 we will look at a de-
tailed example that has 
nothing to do with robots. 
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Listing 6-5:  Changes to the SimpleBot class to add the turnLeft service. 

public class SimpleBot2 extends Paintable 
{ ... 
 private int direction = 0; 
 ... 
 
 /** Turn the robot left 1/4 turn. */ 
 public void turnLeft() 
 { this.direction = this.direction + 3; 
  Utilities.sleep(400); 
 } 
} 

 

The more complicated part is making the robot actually move in the cor-
rect direction.  Each time the robot moves we will adjust both the avenue and 
the street.  If the robot is facing east, we add 1 to the avenue and 0 to the 
street.  If the robot is facing south, we add 0 to the avenue and 1 to the street.  
If the robot is facing north, we will add  -1 to the street and add 0 to the ave-
nue.  For west, we�ll add -1 to the avenue and 0 to the street. 

Two helper methods will make this easy.  They use some Java features 
that we won�t discuss until later in the chapter.  Suffice it to say that the ave-
Offset method uses the direction instance variable to calculate the offset 
to add to the avenue instance variable.  It returns 1 if the robot is facing east, 
-1 if it�s facing west, and 0 if facing north or south.  A similar method named 
strOffset returns -1 if the robot is facing north, 1 if it is facing south, and 0 
if it�s facing east or west.  When we say a method �returns� a value, we mean 
that it can be used in an assignment statement. 

The new direction instance variable, the new turnLeft method, the 
modified move method, and the two helper methods are all shown in Listing 
6-6. 

Listing 6-6:  A SimpleBot class that includes the ability to turn left. 

 1 import java.awt.Graphics2D; 
 2 import java.awt.Color; 
 3 import becker.util.Utilities; 
 4  
 5 /** A second try at the SimpleBot class.  These robots are always constructed 
 6 * at (2,4) facing East.  SimpleBots can move forward and turn left, although  
 7 * the user cannot determine which way the robot is facing until it moves.  
 8 * 
 9 * @author Byron Weber Becker */ 
 10 public class SimpleBot2 extends Paintable 
 11 { 
continued…  

 

Find The Code:   
variables/simpleBots/ 
SimpleBot2.java 

Looking Ahead:  Methods 
that return a value will be 
discussed further in Section 
7.1.2.  

Find The Code:   
variables/simpleBots/ 
SimpleBot2.java 
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Listing 6-6 continued 

 12  private int avenue = 2; 
 13  private int street = 4; 
 14  private int direction = 0; 
 15  
16   /** Construct a new robot at (2,4) facing East. */ 
 17  public SimpleBot2() 
 18  { super(); 
 19  } 
 20  
 21  /** Paint the robot at its current location. */ 
 22  public void paint(Graphics2D g) 
 23  { g.setColor(Color.black); 
 24   g.fillOval(this.avenue * 50, this.street * 50, 50, 50); 
 25  } 
 26  
 27  /** Move the robot forward 1 intersection. */ 
 28  public void move() 
 29  { this.avenue = this.avenue + this.aveOffset(); 
 30   this.street = this.street + this.strOffset(); 
 31   Utilities.sleep(400); 
 32  } 
 33  
 34  /** Turn the robot left 1/4 turn. */ 
 35  public void turnLeft() 
 36  { this.direction = this.direction + 3; 
 37  } 
 38  
 39  /** Calculate how far the robot should move along the avenue 
 40  @return {-1, 0, or 1} */ 
 41  private int aveOffset() 
 42  { int offset =  
 43      (int)(Math.cos(this.direction * Math.PI/2)); 
 44   return offset; 
 45  } 
 46  
 47  /** Calculate how far the robot should move along the street 
 48  @return {-1, 0, or 1} */ 
 49  private int strOffset() 
 50  { int offset =  
 51      (int)(Math.sin(this.direction * Math.PI/2)); 
 52   return offset; 
 53  } 
 54 }  
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6.1.2 Temporary Variables 
Right now our robots are displayed 
with just a simple, black oval.  It cov-
ers the entire intersection and we can�t 
tell which direction the robot is facing 
unless it moves.  In this section we will 
upgrade our robot to correct these 
problems.  Our new, improved robot 
will appear as shown in Figure 6-2. 

The large circle, representing the 
body of the robot, is centered on the 
middle of the intersection and has a 
radius of 15 pixels.  The smaller circle, 
representing the robot�s sensor, is cen-
tered on the perimeter of the larger 
circle with a radius of 5 pixels. 

Writing the paint method to 
handle these new requirements will obviously be more complex than before.  
The following pseudocode outlines what must be done. 

 
set the drawing color to black 
calculate the coordinates of the robot body’s center 
paint an oval at the body’s center with a radius of 15 
calculate the coordinates of the robot sensor’s center 
paint an oval at the sensor’s center with a radius of 5 
 
This pseudocode performs the required calculations in relatively small 

steps,  using the results of the calculations later in the algorithm.  This ap-
proach can be implemented in Java using temporary variables.  Like instance 
variables, temporary variables store a value for later use.  Unlike instance vari-
ables, temporary variables are declared inside a method and can be used only 
within that same method. 

Listing 6-7 begins the implementation of this pseudocode.  We will ig-
nore the calculations for a few moments so we can focus on the temporary 
variables first. 

Figure 6-2:  A robot showing its direction. 

 

Key Idea:  Temporary vari-
ables are declared and 
used entirely within a single 
method to temporarily store 
information. 
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Listing 6-7:  A skeleton of the paint method. 

 1  /** Paint the robot at its current location. */ 
 2  public void paint(Graphics2D g) 
 3  { g.setColor(Color.black); 
 4  
 5   int centerX;  // x coordinate of the intersection's center 
 6   int centerY;  // y coordinate of the intersection's center 
 7    
 8   // draw the robot�s body 
 9   centerX = x coordinate of robot body’s center 
 10   centerY = y coordinate of robot body’s center 
 11   g.fillOval(centerX-15, centerY-15, 2*15, 2*15); 
 12    
 13   // draw the robot�s sensor 
 14   centerX = x coordinate of robot sensor’s center 
 15   centerY = y coordinate of robot sensor’s center 
 16   g.fillOval(centerX-5, centerY-5, 2*5, 2*5); 
 17  } 

 

Lines 5 and 6 declare two temporary variables.  Like instance variable 
declarations, these declarations create space to store values that can be used 
later.  They create a �box� where values can be stored.  Like instance variable 
declarations, the �int� says the variables will hold integer numbers such as 9 
or -50.  Like instance variable declarations, a name is associated with each 
variable. 

Unlike instance variables, temporary variables can only be used within the 
method in which they are declared.  Temporary variables �belong� to the 
method whereas instance variables �belong� to the object.  Therefore, this. 
is used to access an instance variable but not to access a temporary variable.  
Also, temporary variables do not have a visibility modifier such as private. 

New temporary variables are created every time the method is executed.  
Values from the previous execution of the method are forgotten.  This is 
quite different from instance variables.  Instance variables are created when 
the object is created and store a value until the programmer changes it again. 

Key Idea:  Temporary vari-
ables have many similari-
ties to instance variables. 

Key Idea:  Temporary vari-
ables have some important 
differences from instance 
variables. 
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Lines 9 and 10 assign the first val-
ues to the temporary variables.  Like 
initializing instance variables, assign-
ment statements are used.  In line 11, 
the values just calculated are used to 
paint the circle.  A few additional cal-
culations are performed to find the 
upper left corner of the circle, based 
on the center and the radius (15).  The 
basis for these calculations is illus-
trated in Figure 6-3. 

In lines 14 and 15 the temporary 
variables are updated with the center 
of the sensor�s circle.  The values they 
contain are then used to draw the cir-

cle in line 16.  Once again, a few more calculations are done here based on the 
circle�s radius (5). 

Calculating the Body’s Center 
We turn now to filling in the details of lines 9 and 10, calculating the center of 
the robot�s body.  The center of the body is the same as the center of the in-
tersection.  We previously calculated the upper left corner of the intersection 
with the expressions this.avenue * 50 and this.street * 50.  Recall 
that we assume each intersection is 50 pixels wide and 50 pixels high. 

To calculate the middle of this intersection, and the middle of the robot�s 
body, we simply need to add one half of the width of an intersection to each 
calculation.  Thus, the two lines 
 

 9   centerX = x coordinate of robot body’s center 
 10   centerY = y coordinate of robot body’s center 
 

can be replaced with 
 
 9   centerX = this.avenue * 50 + 50 / 2; 
 10   centerY = this.street * 50 + 50 / 2; 
 

Java uses the standard arithmetic precedence rules in evaluating these ex-
pressions;  it performs multiplication and division before any addition or sub-
traction, unless parentheses are used to indicate otherwise.  Assuming that 
this.avenue contains 2 and this.street contains 4, the calculation pro-
ceeds in the following steps: 

1. Multiply the value in this.avenue (2) by 50 to get 100. 
2. Divide 50 by 2 to get 25. 

Figure 6-3:  Drawing a circle, given its center
and radius. 

(centerX, centerY)

(centerX-radius, centerY-radius)

ra
di

us

2 * radius

2 
* 

ra
di

us

 

Looking Ahead:  There are 
many more precedence 
rules.  Appendix B has the 
complete list. 
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3. Add the result from step 1 to the result from step 2 to get 125. 
4. Replace the current value in centerX with the value of 125. 
 
A similar set of steps would be used for line 10, resulting in centerY 

holding a value of 225. 

Calculating the Sensor’s Center 
After painting the body, centerX and centerY are given new values in lines 
14 and 15, this time to represent the center of the robot�s sensor. 
 

 14   centerX = x coordinate of robot sensor’s center 
 15   centerY = y coordinate of robot sensor’s center 
 

It is easiest to start these calculations with the center of the robot�s body.  
If the robot is facing east, we need to add 15 (the radius of the body) to 
centerX.  If the robot is facing west, we subtract 15 from centerX.  Of 
course, this is the same as adding -15 to centerX.  If the robot is facing north 
or south, we need to add or subtract 15 from centerY.  

Our two helper methods, aveOffset and strOffset, return -1, 0, or 1 
depending on which direction the robot is facing.  Multiplying these values by 
15 give exactly the right values to add to centerX and centerY.  Thus the 
pseudocode versions of lines 14 and 15 can  be replaced with 
 
 14   centerX = centerX + this.aveOffset() * 15; 
 15   centerY = centerY + this.strOffset() * 15; 

 
Suppose the robot is facing west on (2, 4).  When line 14 is executed, the 

following steps occur: 
 
1. The aveOffset method is called.  It returns a value of -1. 
2. The value from step 1 is multiplied by 15, yielding -15. 
3. The value from step 2 is added to the current value of centerX (2*50 

+ 25 or 125) to give 110. 
4. The value from step 3, 110, is placed in centerX. 
 
Steps 1-4 are shown graphically in Figure 6-4.  A similar set of steps is 

carried out for line 15.  The result is to add 0 to the current value of centerY, 
225. 
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Combining Declaration and Initialization 
Finally, just like instance variables, temporary variables may have their decla-
ration and first assignment statement combined.  The resulting code for the 
paint method is shown in Listing 6-8.  Note that only the first occurrence of 
each temporary variable includes the variable�s type, int. 

Listing 6-8:  Code to paint a robot, showing the robot�s location and direction. 

 1  /** Paint the robot at its current location. */ 
 2  public void paint(Graphics2D g) 
 3  { g.setColor(Color.black); 
 4    
 5   // draw the robot's body 
 6   int centerX = this.avenue * 50 + 50/2; 
 7   int centerY = this.street * 50 + 50/2; 
 8   g.fillOval(centerX-15, centerY-15, 2*15, 2*15); 
 9    
 10   // draw the robot's sensor 
 11   centerX = centerX + this.aveOffset() * 15; 
 12   centerY = centerY + this.strOffset() * 15; 
 13   g.fillOval(centerX-5, centerY-5, 2*5, 2*5); 
 14  } 

 

Figure 6-4:  The steps evaluating the expression.  The lines show the flow of information;  the 
numbers beside the lines correspond to the steps listed above.  
centerX = centerX + this.aveOffset() * 15; 

125centerX: this.aveOffset()+ * 15

1

-1

*
2

-15

+
3

110

4
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Temporary Variable Summary 
This paint method could have been written without temporary variables (see 
Listing 6-9).  However, temporary variables allow us to break up the calcula-
tion into smaller pieces.  The pieces can be individually documented and are 
usually much easier to understand than one large calculation. 

Another use of temporary variables is to reuse a calculation in several 
places in the same method.  By performing the calculation just once and stor-
ing the result we save ourselves time and effort in programming and debug-
ging.  The program runs faster, too. 

Listing 6-9:  The paint method without temporary variables. 

 1  /** Paint the robot at its current location. */ 
 2  public void paint(Graphics2D g) 
 3  { g.setColor(Color.black); 
 4    
 5   // draw the robot's body 
 6   g.fillOval(this.avenue * 50 + 50/2 - 15,  
 7           this.street * 50 + 50/2 - 15,  
 8           2*15, 2*15); 
 9    
 10   // draw the robot's sensor 
 11   g.fillOval(  
 12    this.avenue * 50 + 50/2 + this.aveOffset() * 15 - 5,  
 13    this.street * 50 + 50/2 + this.strOffset() * 15 – 5, 
 15    2*5, 2*5); 
 16  } 

 

Temporary variables and instance variables are similar in that they both 
store a value that can be used at a later time.  Their major differences are in 
how long the value is kept and in where the value can be used.  

6.1.3 Parameter Variables 
Using what we have learned about instance variables and temporary variables, 
we can now modify our robot to move several intersections with a single 
method call.  Consider, for example, a new version of the move method: 

 
 1 public void moveFar() 
 2 { int howFar = 2; 
 3  this.avenue = this.avenue + this.aveOffset() * howFar; 
 4  this.street = this.street + this.strOffset() * howFar; 
 5  Utilities.sleep(400); 
 6 } 

 

Invoking a robot�s moveFar method would make it move 2 intersections in 
the direction it is facing. 
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Of course, it would be simple to copy moveFar to a new method, 
moveReallyFar, and change the 2 in line 2 to 3.  Then the robot would 
move three intersections.  Another method, moveReallyReallyFar, could 
be identical to moveFar except for setting howFar to 4. 

The methods are all identical except for that one number.  This seems 
silly, for a number of reasons. 
! What if we discover a bug in the first one (for example, line 4 used 

aveOffset() instead of strOffset())?  Chances are good that 
same bug would have been cut and pasted into the other methods.   

! What if we wanted to move 7 intersections?  We would have to de-
fine a new method, with a new name � and that still wouldn�t help us 
if we needed to move 25 intersections in another part of the pro-
gram. 

! What if we wanted to calculate the distance to move, storing it in a 
variable?  We would have no way to choose the right method name 
to move that far. 

Using Parameter Variables 
Instead of initializing howFar when we write the method, we would like to 
initialize it when we call the method.  Using parameter variables, we can. 

Parameters allow us to replace karel.moveFar()with karel.move(2)  
and to replace karel.moveReallyReallyFar() with karel.move(4).  The 
actual parameter, the number in the parentheses, specifies how far we want the 
robot to move.  If we want the robot to move 5 intersections, we can simply 
write karel.move(5). 

The actual parameter is used to initialize a parameter variable defined inside 
the move method.  The parameter variable is very similar to a temporary vari-
able except that it is declared slightly differently and it is initialized by the ac-
tual parameter. 

Consider the temporary variable howFar from the moveFar method, 
above: 

 
int howFar = 2; 
 

To turn it into a parameter, think of the two distinct parts it has:  the declara-
tion and the initialization.  The declaration, int howFar, stays inside the 
method where it becomes the parameter variable.  The value it is initialized 
with, 2, becomes the actual parameter.  It is provided when the method is 
called.  The equals sign disappears. 

Figure 6-5 shows relevant portions of a program that uses moveFar.  
Figure 6-6 shows the relevant portions of an equivalent program using pa-
rameters.  The differences are shown in bold and consist of simply moving 

Key Idea:  The actual pa-
rameter, provided when the 
method is called, is used to 
initialize the parameter 
variable inside the method. 
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the initial value of howFar (2) to where the method is called and moving the 
declaration of howFar into the method�s formal parameter list. 

Inside the method, the parameter variable behaves just like any other 
temporary variable.  It can be used in expressions, passed as a parameter to 
another method, and even assigned a new value.   

Multiple Parameters and Constructors 
Parameters are also very useful for writing constructors.  Our current imple-
mentation of SimpleBot always begins on 2nd Avenue and 4th Street facing 
east.  We can use parameters in the constructor to make it much more flexi-
ble. 

Listing 6-10 shows a constructor with four parameters to construct a ro-
bot in a specified city at a specified location.  The parameters each have a 
type, such as int.  The actual parameter used to initialize it must be of that 
type.  Parameters are separated with commas. 

Three of the parameters are used to provide the initial values to the in-
stance variables avenue, street, and direction.  Because the initial values 
are provided in the constructor, initial values are no longer needed on lines 2-
4 where the variables are declared. 

One of the constructor�s parameters � the city � is not used to initialize an 
instance variable.  Recall that the robot must be added to the city where all 
the things to be painted are kept in a list.  So far the robot has been added to 
the city in the main method.  The following lines show how it was done in 
Listing 6-4 on page 234. 

Figure 6-5:  Moving a robot several intersections without 
using parameter variables. 

 
Figure 6-6:  Moving a robot several intersections with pa-
rameter variables. 

public class TestRobot... 
{ public static void main(String[] args)
 { 
  ... 
  karel.moveFar(); 
  ... 
 } 
} 
 
public class SimpleBot... 
{ ... 
 public void moveFar() 
 { int howFar = 2; 
  this.avenue = this... 
  this.street = this... 
 } 

 

 public class TestRobot... 
{ public static void main(String[] args)
 { 
  ... 
  karel.move(2); 
  ... 
 } 
} 
 
public class SimpleBot... 
{ ... 
 public void move(int howFar) 
 {  
  this.avenue = this... 
  this.street = this... 
 } 
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 8   SimpleCity newYork = new SimpleCity(); 
 9   SimpleBot1 r = new SimpleBot1(); 
 10   newYork.add(r, 2); // add the robot to the city, in layer 2 
 11   SimpleCityFrame f = new SimpleCityFrame(newYork); 
 

With this new constructor, line 9 becomes  
 
 9   SimpleBot4 r = new SimpleBot4(newYork, 2, 4, 0); 
 

to place the robot in the city named newYork on 2nd Avenue and 4th Street, 
facing east. 

Line 10 is omitted because that task is now performed in the SimpleBot 
constructor.  Inside the constructor, the value stored in newYork has been 
assigned to the parameter named aCity.  Similarly, inside the class we can�t 
refer to the robot as r, we use this.  Thus, line 17 of Listing 6-10 adds this 
robot to the city known within the constructor as aCity. 

The documentation comment for the constructor includes a description 
of each parameter variable, introduced with the tag @param. 

Listing 6-10:  A version of the SimpleBot class that uses parameters to initialize its location. 

 1 public class SimpleBot4 extends Paintable 
 2 { private int avenue; 
 3  private int street; 
 4  private int direction; 
 5  
 6  /** Construct a new robot in the given city at the given location. 
 7  * @param aCity the city in which this robot appears 
 8  * @param anAve this robot's initial avenue 
 9  * @param aStr this robot's initial street  
 10  * @param aDir this robot's initial direction */ 
 11  public SimpleBot4(SimpleCity aCity,  
 12          int anAve, int aStr, int aDir) 
 13  { super(); 
 14   this.avenue = anAve; 
 15   this.street = aStr; 
 16   this.direction = aDir; 
 17   aCity.add(this, 2); 
 18  } 
 19  // Remainder of the class omitted. 

       

Overloading Methods and Constructors 
When two or more methods have the same name but different parameter 
lists, we say they are overloaded.  For example, we might have three methods: 

Looking Back:  Documenta-
tion comments were dis-
cussed on page 80. 

Find The Code:   
variables/simpleBots/ 
SimpleBot4.java 
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public void move()... 
public void move(int howFar)... 
public void move(int direction, int howFar)... 
 

Having these three methods, all named move, is perfectly fine.  When a 
programmer writes karel.move(), the compiler knows the first method is 
meant.  On the other hand, karel.move(0, 3), clearly indicates the third 
method should be called.  (Recall that 0 means east � see page 234 for a re-
fresher.)  

It is the type of the parameter, not the name, that matters.  Assuming the 
previous three methods exist, adding public void move(int direction) 
(move once in the given direction) would not work.  The compiler can�t tell 
whether karel.move(2) means to move forward twice or to move west 
once. 

Overloading also works for constructors.  We just wrote the constructor 
SimpleBot(SimpleCity aCity, int anAve, int aStr, int aDir).  
We could overload this with another constructor having a different number 
of parameters.  For example,  SimpleBot(SimpleCity aCity) could con-
struct the SimpleBot at the origin of the given city.  We could also overload 
these constructors with a constructor having the same number of parameters, 
but with types in a different order:  SimpleBot(int anAve, int aStr, 
int aDir, SimpleCity aCity). 

6.1.4 Constants 
The paint method we developed contains many numbers.  During the de-
velopment of the paint method on page 241 it may be easy to remember that 
50 is the size of each intersection, that the robot�s body has a radius of 15 
pixels, and the sensor has a radius of 5.  However, even several days after 
writing the code, most programmers will not remember clearly what the dif-
ferent numbers mean.  Worse, if someone decides that intersections should 
be 40 pixels square rather than 50 pixels square, finding all the places requir-
ing a change would be a challenge.   

A much better solution is to use a meaningful name rather than a num-
ber.  Such meaningful names are called symbolic constants, or just constants.  
Symbolic constants are usually spelled using uppercase characters.  In this 
example, INTERSECTION_SIZE might be a good name.  Line 6 in Listing 6-8 
could use this name instead of the value 50.  Anyone reading  
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 6   int centerX = this.avenue * INTERSECTION_SIZE + 
         INTERSECTION_SIZE/2; 
 

would understand the code more easily than when we just used 50.  The cost, 
however, is a longer line that may need to be split into two or more lines.  
Clarity and ease of change are well worth this minor cost, however. 

Constants are declared like instance variables, but with some new key-
words: 

 
public static final int INTERSECTION_SIZE = 50; 
 

The last part of this line should feel pretty familiar.  Except for using 
capital letters in the name, it is just like the last part of an instance variable 
declaration.  The behavior is the same, too.  Every time INTERSECTION_SIZE 
is used in a calculation it will be replaced with its value, 50. 

The differences are in the additional keywords.  The final keyword 
means that the first assignment to INTERSECTION_SIZE is also the final or 
last assignment to INTERSECTION_SIZE.  That is, INTERSECTION_SIZE will 
always have the value 50.  Java guarantees that it will not change while the 
program is running (a programmer might change it and then run the program 
again, but that�s different). 

The static keyword means that every SimpleBot object can share 
INTERSECTION_SIZE.  That�s different than avenue, street, and direc-
tion.  It�s very important that each and every robot know its own location 
and heading.  But because the size of an intersection never changes, every 
object can share the same information. 

Finally, INTERSECTION_SIZE is needed in at least two classes � once in 
SimpleBot and once in SimpleIntersection.  It is very likely that the Wall 
and Thing classes will need it as well.  By declaring the constant public, any 
class can access it.  This is exactly what happens when we wrote robot pro-
grams earlier and used Directions.EAST.  EAST is a public symbolic con-
stant declared in the Directions class. 

In this case, the constant is most closely related to an intersection and so 
should be put in the SimpleIntersection class.  To use the constant, we 
would then say SimpleIntersection.INTERSECTION_SIZE, which seems 
redundant.  If the constant is in the SimpleIntersection class, it makes 
sense to name it just SIZE, like this:  

 
public class SimpleIntersection extends Paintable 
{  
 public static final int SIZE = 50; 
 ... 
 

The paint method could then include the line 

Key Idea:  Java replaces a 
constant�s name with its 
value wherever the name is 
used. 

Key Idea:  The final 
keyword guarantees that a 
constant will have the same 
value during the entire run 
of the program�s entire 
execution. 

Looking Ahead:  The 
static key word is dis-
cussed in more detail in 
Section 7.5. 

Find The Code:   
variables/simpleBots/ 
SimpleIntersection.java 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

248 Chapter 6 Using Variables 

 
 6  int centerX = this.avenue * SimpleIntersection.SIZE +  
        SimpleIntersection.SIZE/2; 

 

Initializing Constants with Expressions 
Constants can be initialized using expressions.  For example, inside the 
SimpleBot class we could define 

 
// Size, in pixels, of a robot 
private static final int RADIUS =  
      SimpleIntersection.SIZE * 3/10; 
 

This makes a robot�s size related to the intersection�s size.  The robot�s paint 
method in Listing 6-8, page 241, could use this constant to paint the robot�s 
body: 

 
 8   g.fillOval(centerX – SimpleBot.RADIUS,  
            centerY – SimpleBot.RADIUS,  
            2*SimpleBot.RADIUS, 2*SimpleBot.RADIUS); 

 

This code seems much easier to read and understand than when it just 
used the number 15 even though it is longer. 

When the constant is being used in the same class as its declaration, the 
class name can be omitted.  In other words, the above could be written as 

 
 8   g.fillOval(centerX – RADIUS, centerY – RADIUS,  
            2*RADIUS, 2*RADIUS); 

 

Constants Summary 
Use constants to replace values like 50 or 15 with meaningful names.  This 
makes your code easier to read and understand.  It also means that if you 
change your mind and want intersections to be wider or narrower, you have 
only one place in the code to find and change � the line where the constant is 
defined. 

6.2 Extending a Class with Variables 
In Section 6.1 we saw how instance variables can be used inside a class such 
as SimpleBot.  It is also possible to extend an existing class with new in-
stance variables, just as we extended an existing class with new methods in 
Chapter 2.  In defining the new class we will specify only the new instance 
variables.  The Java compiler will automatically include them with the instance 
variables already defined in the superclass. 
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In the following example we will extend Robot (not the SimpleBot class 
used in the previous section).  Our goal is to create a kind of robot that can 
carry only a limited number of things;  if it attempts to carry more, it will 
break.  Each of these limited robots will need to know two pieces of informa-
tion:  how many things it can carry before breaking, and how many things it is 
currently carrying.   

These two pieces of information will be stored as instance variables.  
Why instance variables and not some other kind of variable?  Well, a tempo-
rary variable won�t work because the robot needs to remember this informa-
tion even when a method is not being executed.  A parameter variable isn�t 
what we need because we don�t want to rely on the caller to always tell the 
robot how much it can carry.  Finally, the number of things a robot carries 
can vary, so a constant won�t work either. 

6.2.1 Declaration and Initialization 
Listing 6-11 shows the beginning of our new kind of robot, LimitedBot.  It 
includes the two new instance variables and the constructor, but nothing else.  
LimitedBot objects are identical to normal Robot objects except for the 
(currently unused) instance variables. 

Listing 6-11:  A LimitedBot has all the capabilities of a normal Robot plus two additional 
(yet to be used) instance variables. 

 1 import becker.robots.*; 
 2  
 3 /** A LimitedBot can carry or hold only a limited number of things 
 5 * 
 6 * @author Byron Weber Becker */ 
 7 public class LimitedBot extends Robot 
 8 { 
 9  private int max;   // maximum # of things this robot can hold 
 10  private int numHeld = 0; // number of things currently held by this robot 
 11   
 12  public LimitedBot(City c, int ave, int str, int dir) 
 13  { super(c, ave, str, dir); 
 14  } 
 15 } 

 

In Chapter 1, page 23, we pictured the attributes of a robot (imple-
mented, we now know, with instance variables) as shown in Figure 6-7a.  It is 
currently on the corner of Avenue 0 and Street 1 facing east.  In the same 
way, we can imagine a LimitedBot, with its two additional instance variables, 
as shown in Figure 6-7b.  The LimitedBot has within it a complete Robot 
object, including all its instance variables. 

Key Idea:  Instance vari-
ables in a subclass add to 
the information maintained 
by the superclass. 
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Figure 6-7a:  Visualizing instance variables in 
a Robot object. 

Robot
currrentAvenue: 0

currentStreet: 1
 direction: EAST
backpack:

 

 
Figure 6-7b:  Visualizing the instance vari-
ables added in a LimitedBot object. 

LimitedBot

 max: ???

numHeld: 0

Robot
currrentAvenue: 0

currentStreet: 1
 direction: EAST
backpack:

 
   

Notice the constructor in Listing 6-11.  The four parameters are used to 
initialize the instance variables in the superclass.  Using the visualization in 
Figure 6-7b, it�s these parameters that are used to initialize the Robot object 
within the LimitedBot object.  How?  Values such as 0, 1, and EAST are 
passed via parameters to the LimitedBot constructor.  It immediately uses 
the keyword super to pass those same values to the Robot constructor.  That 
constructor uses the values to initialize currentAve, currentStr, and so on. 

It would, perhaps, be more clear, if the constructor could be written using 
the superclasses� constructor�s name: 
 
 12  public LimitedBot(City c, int ave, int str, int dir) 
 13  { Robot(c, ave, str, dir);  // Incorrect! 
 14  } 
 

Unfortunately, this is not the syntax Java�s designers chose.  Instead of the 
name of the superclasses� constructor, they chose to always use the keyword 
super.  The effect is that Java looks for a constructor in the superclass that 
has the same number and types of parameters and calls that constructor to 
initialize the superclasses� instance variables. 

One additional detail:  the call to super must always be the first thing 
done in the constructor.  If you don�t do it yourself, Java will assume you 
meant to include super() � which may or may not be correct! 

6.2.2 Maintaining and Using Instance Variables 
Of course, simply having the max and numHeld instance variables is not 
enough.  We need to maintain and use the information they store.  First, let�s 

Key Idea:  Call super to 
initialize the instance vari-
ables in the superclass. 



 6.2 Extending a Class with Variables 251 

 
 

initialize max to hold the maximum number of things this LimitedBot can 
hold at one time.  We could simply initialize it where it is declared, like this: 
 
 9  private int max = 5;   // maximum # of things this robot can hold 
 
This approach is simple and straight-forward, but restricts us to LimitedBots 
that always can carry up to 5 things.  Our new robots would be much more 
flexible if we could specify when the robot is constructed how many things it 
can carry.  This is simply done with an additional parameter to the construc-
tor: 
 
 12  public LimitedBot(City c, int ave, int str, int dir,  
          int maxThings) 
 13  { super(c, ave, str, dir); 
    this.max = maxThings; 
 14  } 
 

The first four parameters are used to initialize the superclass, as before.  
The fifth parameter, maxThings, is used to initialize the instance variable.  
Now, if someone wants a super-strong robot that can carry up to 10 things, 
they can specify that when it is created: 

 
LimitedBot hulk = new LimitedBot( 
        myCity, 0, 1, Directions.EAST, 10); 
 

Finally, we need to monitor how many things are currently held by the 
robot, and call breakRobot if this number exceeds the number stored in max.  
The number of things held by the robot changes whenever it picks a thing up 
or puts a thing down.  Thus, we will need to override the definitions of 
pickThing and putThing. 

Let�s focus on pickThing first.  In pseudocode, we want it to 
 
pick up a thing 
increment the count of the number of things being held 
if (holding too many things) 
{ break the robot 
} 
 
The pseudocode for putting a thing down is similar except that there is 

no need to check if the maximum has been exceeded: 

Key Idea:  Use parameters 
to increase flexibility. 

Looking Back:  Overriding 
methods was discussed in 
Section 2.6.1. 
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put down a thing 
decrement the count of the number of things being held 
 
These two methods are shown in lines 24-32 and 34-38, respectively, of 

Listing 6-12.  Listing 6-13 shows a short program that can be used to test the 
LimitedBot class.  It creates a LimitedBot, pat, which can carry at most 3 
things.  pat is then directed to pick up four things � and breaks. 

Listing 6-12:  Source code for a kind of robot that can pick up only a limited number of things. 

 1 import becker.robots.*; 
 2  
 3 /** A LimitedBot can carry or hold only a limited number of things.  The  
 4 * actual limit set when the robot is constructed. 
 5 * 
 6 * @author Byron Weber Becker */ 
 7 public class LimitedBot extends Robot 
 8 { 
 9  private int max;   // maximum # of things this robot can hold 
 10  private int numHeld = 0; // number of things currently held by this robot 
 11   
 12  /** Construct a new LimitedBot 
 13   * @param c This robot's city 
 14   * @param ave This robot's initial avenue 
 15   * @param str This robot's initial street 
 16   * @param dir This robot's initial direction 
 17   * @param maxThings The maximum number of things this robot can carry/hold. */ 
 18  public LimitedBot(City c, int ave, int str, int dir,  
 19           int maxThings) 
 20  { super(c, ave, str, dir); 
 21   this.max = maxThings; 
 22  } 
 23   
 24  /** Pick up a thing.  If the robot is already holding the maximum number  
 25   * of things, it breaks. */ 
 26  public void pickThing() 
 27  { super.pickThing(); 
 28   this.numHeld = this.numHeld + 1; 
 29   if (this.numHeld > this.max) 
 30   { this.breakRobot(); 
 31   } 
 32  } 
 33   
 34  /** Put down one thing. */ 
 35  public void putThing() 
 36  { super.putThing(); 
 37   this.numHeld = this.numHeld - 1; 
 38  } 
 39 } 

 

Find The Code:   
variables/limitedBot 
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Listing 6-13:  Testing the LimitedBot class. 

 1 import becker.robots.*; 
 2  
 3 public class Main extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  { City calgary = new City(); 
 7   LimitedBot pat = new LimitedBot( 
 8         calgary, 1, 1, Directions.SOUTH, 3); 
 9   Thing t1 = new Thing(calgary, 1, 1); 
 10   Thing t2 = new Thing(calgary, 1, 2); 
 11   Thing t3 = new Thing(calgary, 1, 3); 
 12   Thing t4 = new Thing(calgary, 1, 4); 
 13   CityFrame f = new CityFrame(calgary); 
 14   
 15   while(pat.isBesideThing()) 
 16   { pat.pickThing(); 
 17    pat.move(); 
 18   } 
 19  }  
 20 } 

 

6.2.3 Accessing Variables in the Superclass 
Let�s change the problem slightly to illustrate how we can (and can�t!) make 
use of the instance variables inherited from the superclass, Robot.  Suppose 
we are implementing SupermanBot, a kind of robot that can carry any num-
ber of things except when it is beside the Kryptonite scattered along Avenue 1.  
That is, if the robot is on Avenue 1 and is carrying more than max things, it 
breaks. 

One way to solve this problem would be to access the currentAve in-
stance variable in the SupermanBot�s superclass, like this: 

 
public void move() 
{ if (this.currentAve == 1)   // won�t work 
 { if (this.numHeld > this.max) 
  { this.breakRobot(); 
  } 
 } 
 super.move(); 
} 
 

Unfortunately, currentAve is declared to be private and so it can only 
be accessed using this.currentAve inside the Robot class.  Not even 
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super.currentAve will allow you to access the instance variable directly 
from the subclass. 

It can, however, be accessed in controlled ways using public or protected 
methods.  The above method can be written using either 

 
if (this.getAvenue() == 1)  
 

or  
 
if (super.getAvenue() == 1) 
 

The currentAve instance variable could have been accessible in the sub-
class if it had been declared with either the public or protected visibility 
modifier.  Both of these, however, leave the instance variable open to misuse 
by either ignorant or unscrupulous programmers.  While public and protected 
visibilities have uses, beginning programmers are strongly encouraged to 
make all instance variables private. 

6.3 Modifying vs. Extending Classes 
We have now seen two distinct approaches to modifying a class to do some-
thing new.  In Chapter 2 we learned how to extend an existing class to make a 
new class that was essentially the same, but with some differences.  In the 
previous section we learned that we can even extend an existing class with 
instance variables. 

However, with SimpleBots we now know that we can also modify exist-
ing classes to add functionality.  In fact, the problem set for this chapter asks 
for quite a few modifications to SimpleBot.  So, which is preferable?  To 
extend a class with new functionality or modify the class itself? 

As usual, the answer depends on the context.  If the source code is not 
available (as is the case with Robot), you don�t have a choice.  Your only op-
tion is to extend the class. 

The question becomes much more interesting when the source code is 
available.  If the changes are generally useful to most of the programs using 
the class, modify the class.  Our first example, turnRight, falls into this cate-
gory.  In fact, all the functionality in RobotSE is so generally useful that it 
should be added to Robot directly (but then we wouldn�t have any good ex-
amples to use in this book!). 

However, if the changes are useful to only a few programs then you 
should probably extend the class.  For example, few robot programs need the 
additional functionality of harvesting a field.  Extending Robot to provide a 
harvestField method (page 122) was the right approach. 

On the other hand, if the class has already been used in many programs, 
and particularly if it has been extended a number of times, be wary of addi-

Looking Back:  Visibility 
modifiers for methods were 
discussed in Section 3.6 
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tional modifications.  You may break something that currently works!  If you 
do modify the class, be sure to test all the subclasses again.  In this situation, it 
may be better to extend the class with the required functionality. 

There is also another option.  Create a new class that makes substantial 
use of an existing class to do its job.  That�s the topic of Chapter 8. 

6.4 Comparing Kinds of Variables 
In Sections 6.1.1 through 6.1.4 we examined four different kinds of variables, 
including constants which are like variables that don�t change.  But how do 
you choose which kind of variable to use?  This section provides some guide-
lines. 

6.4.1 Rules of Thumb 
Figure 6-8 may help you decide when each kind of variable is an appropriate 
choice based on your program�s needs. 
 

 

Figure 6-8:  Rules of thumb for choosing which kind of variable to use. 

If you… Then… 
need a value that never changes while 
the program is running� 

use a named constant.  Valid exceptions are for the values 0 
1, and �1, unless the special value could be something else, 
but just happens to be one of these. 

need to store a value that will be used 
in a calculation later in the same 
method, but then discarded� 

use a temporary variable. 
 

have a method that could do things 
slightly differently based on a value 
known by the client� 

use a parameter. 

find yourself writing almost identical 
code several times� 

look for a way to put the code in a method, accounting for 
the differences with parameters. 

need a value in many methods within 
a class� 

consider using an instance variable. 

need to store an attribute of an ob-
ject� 

use an instance variable or calculate it based on existing in-
stance variables. 

have an object that must store a 
value even when none of its services 
are being used� 

use an instance variable. 
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6.4.2 Similarities and Differences 
Figure 6-9 explores the similarities and differences in the four kinds of vari-
ables.   

6.4.3 Temporary vs. Instance Variables 
One of the hardest choices for many beginning programmers is deciding 
whether to use an instance variable or a temporary variable.  This choice is 

Figure 6-9:  Comparing the different kinds of variables. 

 Instance  
Variables 

Temporary  
Variables 

Parameter  
Variables 

 
Constants 

are  
declared� 

inside a class but 
outside of the 
methods. 

inside a method. inside a method�s 
parameter list. 

inside a class but 
outside of the 
methods. 

are  
declared� 

with a visibility 
modifier.  Begin-
ning programmers 
should always use 
private. 

without a visibility 
modifier. 

without a visibility 
modifier. 

with a visibility 
modifier that may 
be either private 
or public. 

are named 
(by con-
vention)� 

like methods: the 
first �word� is low-
ercase; subsequent 
�words� have an 
initial capital. 

like methods: the 
first �word� is low-
ercase; subsequent 
�words� have an 
initial capital. 

like methods: the 
first �word� is low-
ercase; subsequent 
�words� have an 
initial capital. 

with all uppercase 
letters.  �Words� 
are separated with 
underscores. 

can be 
used� 

in any method in 
the class. 

in the method 
where it was de-
clared. 

in the method 
where it was de-
clared. 

anywhere in the 
class;  in other 
classes if declared 
public. 

are initial-
ized� 

where they are de-
clared or in the 
constructors. 

where they are de-
clared. 

where the method 
is called. 

where they are de-
clared. 

store their 
value un-
til� 

it is changed or the 
object is no longer 
used. 

it is changed or the 
method has fin-
ished executing. 

it is changed or the 
method has fin-
ished executing. 

the program has 
finished executing. 

are refer-
enced� 

with the keyword 
this, a dot, and 
the variable�s 
name. 

with only the vari-
able�s name. 

with only the vari-
able�s name. 

with the name of 
the class where it is 
defined, a dot, and 
the constant�s 
name;  or just the 
name if it is in the 
same class. 



 6.4 Comparing Kinds of Variables 257 

 
 

difficult, because nearly anything that can be done with a temporary variable 
can also be done with an instance variable.  This situation often leads begin-
ning programmers to over-use instance variables and under-use temporary 
variables. 

Suppose that you need a query, numIntersectionsWithThings, that 
counts the number of intersections containing Things between the robot�s 
current location and a wall that is directly in front of it.  Invoking 
numIntersectionsWithThings on the robot shown in Figure 6-10 would 
move the robot to just before the wall and return the value 3. 

Figure 6-10:  The initial situation for counting the number of things before a wall. 

 

We could solve this problem using an instance variable, as shown in 
Listing 6-14.  This approach is not an appropriate use for an instance variable, 
however, because it is just storing temporary information, not an attribute of 
the robot. 

A better solution is to use a temporary variable.  Rewriting the class in 
Listing 6-14 to use a temporary variable results in the class shown in Listing 
6-15.  The differences are highlighted. 

Listing 6-14:  An inappropriate use of an instance variable. 

 1 import becker.robots.*; 
 2  
 3 public class CounterBot1 extends RobotSE 
 4 { private int intersections = 0; 
 5   
 6  public CounterBot1(City city, int ave, int str, int dir) 
 7  { super(city, ave, str, dir); 
 8  } 
 9  
 10  public int numIntersectionsWithThings() 
 11  {  
 12   while(this.frontIsClear()) 
 13   { if (this.isBesideThing()) 
 14    { this.intersections = this.intersections + 1; 
 15    } 
 16    this.move(); 
 17   } 
 18   return this.intersections; 
 19  } 
 20 }  

 

Instance Variable 
Temporary Variable 

Find The Code:   
variables/counter 
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Listing 6-15:  A robot using a temporary variable in numIntersectionsWithThings. 

 1 import becker.robots.*; 
 2  
 3 public class CounterBot2 extends RobotSE 
 4 { 
 5  
 6  public CounterBot2(City city, int ave, int str, int dir) 
 7  { super(city, ave, str, dir); 
 8  } 
 9   
 10  public int numIntersectionsWithThings() 
 11  { int intersections = 0; 
 12   while(this.frontIsClear()) 
 13   { if (this.isBesideThing()) 
 14    { intersections = intersections + 1; 
 15    } 
 16    this.move(); 
 17   } 
 18   return intersections; 
 19  } 
 20 } 

 

Temporary variables should be used when the value is not an attribute of 
the object and is primarily local to a method, or storing a temporary value.  
Prime candidates include loop counters, a temporary variable to store an in-
termediate calculation used several times, an accumulator such as 
intersections in Listing 6-15, or the temporary storage of the answer to a 
query before it�s used in further calculations. 

Does it matter whether you choose an instance variable or a temporary 
variable?  Yes!  First, reading a program is easiest if variables are declared 
close to their use.  Temporary variables keep declarations as close to their use 
as possible.  That way the reader doesn�t have to remember as many details 
for as long a time.  If the reader wants to know the type, it�s just a few lines 
away. 

Second, the class as a whole is easier to understand if it isn�t cluttered by 
extraneous instance variables.  Readers assume that each instance variable has 
a meaning to the class as a whole and to several methods.  If that�s not true, it 
can take longer to figure the class out. 

Third, extra instance variables increase the amount of memory required 
to run the program.  For large programs, this can become an issue because it 
may limit the amount of data it can handle. 

For each instance variable you should think carefully about whether it 
really needs to be an instance variable.  Is the data relevant to more than one 
public method?  Does the data represent an attribute of the class?  If so, make 
it an instance variable.  If not, consider other options.  

Find The Code:   
variables/counter 

Looking Ahead:  These two 
solutions provide different 
answers in some circum-
stances.  See Problem 6.1. 
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6.5 Patterns 
Every time you are writing an expression, you will need values.  These values 
could come from any of the constructs discussed in this chapter.  In almost 
every situation, one of the constructs will be a better choice than the others.  
Carefully consider which of the following patterns best describes your situa-
tion and is best suited to solve your problem. 

6.5.1 Named Constant 
Problem:  You have a value which does not change.  The value is known 
when you write the program and does not change while the program is run-
ning. 
Solution:  Use a named constant such as 

 
private static final int DAYS_IN_WEEK = 7; 
private static final int COST_PER_MOVE = 25; 
 

In general, a named constant has the following form: 
 
«visibility» static final «type» «name» = «value»; 
 

where «visibility» is either public or private.  Use private if the value 
is used only within the class where it is defined.  Use public if other classes 
may need it, for example, as an actual parameter to a method defined within 
the class.  An example of this is Directions.EAST. 

«type» is the type of the value stored in the constant.  So far, we have 
discussed only integers, but any type (including a class name) is possible.  
«name» is the name of the variable, and «value» is the first (and last!) value 
assigned to it. 
Consequences:  Programs become more self-documenting when special 
values are given meaningful names.  Reading, debugging, and maintaining the 
program become easier and faster when meaningful names are used. 

Graphics programs often use many, many constants in the course of 
drawing a picture (see paintComponent on page 99 for an example).  Having 
a named constant for each can become very tedious, and it is common prac-
tice to use literals instead.  An excellent middle ground is to look for relation-
ships between the numbers.  It is often possible to define a few well-chosen 
constants that can be used in expressions to calculate the remaining values. 

6.5.2 Temporary Variable 
Problem:  You need to store a value that is used in the task being performed, 
rather than as an attribute of the object.  The value is only used in one 
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method, and perhaps in the methods it invokes;  for example, a variable to 
control a loop, to store a temporary result for use in later calculations, or to 
accumulate a value to return to a client. 
Solution:  Use a temporary variable.  For example, a Robot might be ex-
tended with the following method: 

 
public int numBlockedDirections() 
{ int numWalls = 0; 
 int turnCount = 0; 
 while (turnCount < 4) 
 { if (!this.frontIsClear()) 
  { numWalls = numWalls + 1; 
  } 
  this.turnLeft(); 
  turnCount = turnCount + 1; 
 } 
 return numWalls; 
} 
 

The general form for declaring a temporary variable is  
 
«type» «name» = «initialValue»; 
 

where «type» is the type of value stored such as int, double, or even the 
name of a class,  «name» is the name used for the variable, and «initial-
Value» is the first value used for the variable.  The initial value is optional.  
However, it must be assigned before the variable is first used, and it is good 
practice to initialize the variable when it is declared. 
Consequences:  A variable is declared that may only be used within the 
smallest enclosing block of code.  Because it is only used locally, the reader�s 
burden of remembering the name and purpose of the variable is significantly 
reduced, speeding the comprehension of the program and reducing errors. 

6.5.3 Instance Variable 
Problem:  An object needs to maintain a value.  The value must be remem-
bered for longer than just one method call (when a temporary variable would 
be appropriate).  The value is usually needed in more than one method. 
Solution:  Use an instance variable.  Instance variables are declared within 
the class, but outside of all the methods.  Examples of instance variables in-
clude 

 
private int numMoves = 0; 
private int currentAve; 
 

An instance variable is declared with one of two general forms: 
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«visibility» «type» «name» = «initialValue»; 
«visibility» «type» «name»; 
 

where «visibility» is usually private, and «type» is the type of the vari-
able.  Examples include int, double, boolean, and names of classes such as 
Robot.  «name» is the name used to refer to the value stored.  The variable�s 
initial value should be established either in the declaration, as shown in the 
first form, or assigned in the constructor.  Assign the initial value on the dec-
laration if all instances of this class start with the same value.  Assign it in the 
constructor if each instance will have its initial value supplied by parameters 
to a constructor. 

An instance variable may be accessed within methods or constructors 
with the implicit parameter, this, followed by a dot and the name of the 
variable.  It may also be accessed by just giving the name of the variable if the 
name is not the same as a parameter or temporary variable. 
Consequences:  An instance variable stores a value for the lifetime of the 
object.  It can be explicitly changed by an assignment statement. 

6.5.4 Parameterized Method 
Problem:  A method might do many variations of its task if only it had some 
information from its client to say which variation to perform.  The different 
variations are often quantified � how many steps to move, which direction to 
face, or how much to deposit into a bank account. 

Solution:  Use one or more parameters to communicate information 
from the client to the method.  Use this information to control which of the 
many possible variations of the task to perform. 

 For example, Robot could be extended with a method to face a direction 
specified via a parameter, such as karel.face(Directions.NORTH).  The 
robot can be told to face any of the four directions simply by changing the 
value passed to the formal parameter.  The face method can be written as 

 
public void face(int desiredDirection) 
{ while (this.getDirection() != desiredDirection) 
 { this.turnLeft(); 
 } 
} 

 
The general form for a parameterized method is 
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public void «methodName»(«paramType» «paramName») 
{ … 
} 
 

The body of the method may use «paramName» anywhere a variable of 
that type may be used.  Multiple parameters may be used by listing several 
pairs of «paramType» «paramName», separating each pair with a comma. 
Consequences:  Parameters are one of the easiest and most effective ways 
to add flexibility to software.  More flexible methods (provided they have a 
single purpose and reasonably short parameter lists) are easier to use and re-
duce duplication of code. 

6.6 GUI:  Repainting 
In this section, we�ll create a new kind of graphical 
user interface component, a Thermometer.  The ma-
jor difference between a Thermometer and the 
StickFigure component created in Chapter 2 is 
that the Thermometer has an instance variable that 
controls its appearance.  As Figure 6-11 shows, the 
�mercury� can be set to show different �tempera-
tures.� 

The program in Listing 6-16 was used to create 
this image and may be used as a test harness during 
the development process.  It creates three instances 
of the Thermometer class, displays them, and sets 
each to show a different temperature.   

One new feature of this program is using a layout 
manager.  Briefly, a layout manager controls how the 
components of a container such as JPanel are ar-
ranged.  A RowLayout layout manager puts all the 
components in a row.  If there isn�t enough room in 
the container to display all of them at their preferred 
size, it scales them all equally.  RowLayout aligns the 
bottoms of the components by default.  It can also 
be set to align the tops or the centers of the components.  When they are all 
the same height, as shown here, it really doesn�t matter.  To use RowLayout, 
you need to import becker.gui.* and call the setLayout method as shown 
in line 19. 

Figure 6-11:  Three 
Thermometer compo-
nents, each with a different 
temperature setting. 
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Listing 6-16:  A test harness for the Thermometer class. 

 1 import javax.swing.*; 
 2 import becker.util.Utilities; 
 3 import becker.gui.*; 
 4  
 5 /** Test a thermometer widget for a graphical user interface. 
 6 * 
 7 * @author Byron Weber Becker */ 
 8 public class Main extends Object 
 9 { 
 10  public static void main(String[] args) 
 11  { // Create three thermometer components 
 12   Thermometer t0 = new Thermometer(); 
 13   Thermometer t1 = new Thermometer(); 
 14   Thermometer t2 = new Thermometer(); 
 15  
 16   // Create a panel to hold the thermometers.  Set the layout manager 
 17   // to put them in a row, bottom justified. 
 18   JPanel contents = new JPanel(); 
 19   contents.setLayout(new RowLayout()); 
 20   contents.add(t0); 
 21   contents.add(t1); 
 22   contents.add(t2); 
 23  
 24   // Set up the frame. 
 25   JFrame f = new JFrame(); 
 26   f.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE); 
 27   f.setContentPane(contents); 
 28   f.pack(); 
 29   f.setVisible(true); 
 30  
 31   // Set the temperature of each thermometer. 
 32   t0.setTemperature(0); 
 33   t1.setTemperature(30); 
 34   t2.setTemperature(50); 
 35  } 
 36 } 

 

6.6.1 Instance Variables in Components 
In Section 2.8.4 on page 102, we learned that the paintComponent method 
can be called by the Java system at any time.  The user may have resized a 
frame or exposed a previously hidden frame.  In either case, paintCompon-
ent will be called to repaint the contents of the frame.  In each of these cases, 
the paintComponent method must be able to determine what the component 
should look like.  For a Thermometer, it must determine, for instance, how 
high the �mercury� should be drawn.  It does so by consulting an instance 
variable.  A client may set the instance variable to a given temperature with a 

Find The Code:   
variables/thermometer 
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small method called setTemperature.  A client may use the query getTemp-
erature to obtain the current value of the instance variable. 

Listing 6-17 shows the beginnings of the Thermometer class, complete 
with the instance variable used to store the current temperature.  Most of the 
code in paintComponent must still be developed. 

Listing 6-17:  The beginnings of the Thermometer class. 

 1 import javax.swing.*; 
 2 import java.awt.*; 
 3  
 4 /** A Thermometer component to use in Graphical User Interfaces.  It can display  
 5 * temperatures from 0 to 50, inclusive. 
 6 * 
 7 * @author Byron Weber Becker */ 
 8 public class Thermometer extends JComponent 
 9 { 
 10  private static final int MIN_TEMP = 0; 
 11  private static final int MAX_TEMP = 50; 
 12  private int temp = MIN_TEMP; 
 13  
 14  /** Construct a new Thermometer. */ 
 15  public Thermometer() 
 16  { super(); 
 17   Dimension prefSize = new Dimension(30, 250); 
 18   this.setPreferredSize(prefSize); 
 19  } 
 20  
 21  /** Paint the thermometer to show the current temperature. */ 
 22  public void paintComponent(Graphics g) 
 23  { super.paintComponent(g); 
 24  
 25   // paint the thermometer 
 26  } 
 27  
 28    /** Set the thermometer's temperature. 
 29      *  @param newTemp The new temperature. */ 
 30    public void setTemperature(int newTemp) 
 31    { this.temp = newTemp; 
 32    } 
 33 } 

 

Lines 16 and 17 show how the component sets its own preferred size.  
This size is used by the frame to determine how large the thermometer 
should be.  Forgetting to set the preferred size will cause the component to 
be so small that it is almost invisible. 

Find The Code:   
variables/thermometer 
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This version of the class fixes the minimum 
and maximum temperature the thermometer can 
display with two named constants.   

Working out the actual code for 
paintComponent is somewhat tedious.  A rough 
sketch to determine the proportions shown in 
Figure 6-12 serves as the starting point.  The ther-
mometer should maintain these proportions as its 
frame is resized, so all the calculations are done 
with respect to the width and height of the com-
ponent.  These values, in pixels, can be obtained by 
calling this.getWidth() and this.get-

Height().  As the code was developed, crucial 
points such as the left side of the mercury, the 
width of the mercury, and the top of the �bulb� 
were computed and assigned to temporary vari-
ables. 

Listing 6-18:  The finished implementation of paintComponent. 

 1  /** Paint the thermometer to show the current temperature. */ 
 2  public void paintComponent(Graphics g) 
 3  { super.paintComponent(g); 
 4  
 5   // Pre-calculate values useful for drawing. 
 6   int w = this.getWidth(); 
 7   int h = this.getHeight(); 
 8   int bulbDia = Math.min(w, (int)(h*0.10)); 
 9   int bulbTop = h - bulbDia; 
 10   int bulbLeft = w/2-bulbDia/2; 
 11   int mercWidth = bulbDia/3; 
 12   int maxMercHeight = h - bulbDia; 
 13   int mercHeight = (int)(maxMercHeight * 
 14      (this.temp - MIN_TEMP)/(MAX_TEMP - MIN_TEMP)); 
 15   int left = w/2 - mercWidth/2; 
 16  
continued… 

 

Looking Ahead:  Problem 
6.6 asks you to improve 
upon the hard-coded mini-
mum and maximum. 

Figure 6-12:  Thermometer 
proportions. 
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Find The Code:   
variables/thermometer 
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Listing 6-18 continued 

 17   // Draw the black outline of the thermometer 
 18   g.setColor(Color.black); 
 19   g.fillOval(bulbLeft, bulbTop, bulbDia, bulbDia); 
 20   g.fillRect(left, 0, mercWidth, bulbTop+5); 
 21  
 22   // Fill in the red mercury 
 23   g.setColor(Color.red); 
 24   g.fillRect(left+1, bulbTop-mercHeight+1,  
 25         mercWidth-2, mercHeight+5); 
 26   g.fillOval(bulbLeft+1, bulbTop+1,  
 27         bulbDia-2, bulbDia-2); 
 28  } 

 

6.6.2 Triggering a Repaint 
If you run the test harness with the current version of Thermometer, you will 
notice that the thermometers are painted as though the temperature is 0 
rather than the temperatures set in the test harness.  However, if you resize 
the frame, forcing the thermometers to be repainted, then they will be drawn 
with the correct temperatures.   

Somehow, we need to be able to trigger repainting the component when-
ever the temperature changes.  We do so with an inherited method, repaint.  
Calling repaint after we have reset the instance variable informs the Java 
system that it should call paintComponent as soon as possible.  The revised 
version of setTemperature is: 

 
public void setTemperature(int newTemp) 
{ this.temp = newTemp; 
 this.repaint(); 
} 
 

6.6.3 Animating the Thermometer 
Adding the following code to the end of the test harness will cause the ther-
mometer to show a steadily increasing temperature � just like the temperature 
climbing on a hot summer�s morning. 
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int temp = 10; 
while (temp <= 50) 
{ t0.setTemperature(temp); 
 Utilities.sleep(250); 
 temp = temp + 10; 
} 
 

The call to Utilities.sleep causes the current thread to pause for 250 
milliseconds, or 250/1000ths of a second, to give the Java system a chance to 
repaint the screen � and so you have time to see the change in the thermome-
ter. 

The sleep method should not be called inside the paintComponent 
method.  paintComponent is called by the Java system.  It has many impor-
tant things to do and should not be forced to wait for anything. 
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6.7 Concept Map 
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Instance
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are a kind of
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6.8 Problem Set 
Written Exercises 
6.1 Listing 6-14 and Listing 6-15 give two different solutions for counting 

the number of intersections with things between the robot and a wall.  
Consider executing the following main method in the initial situation 



 6.8 Problem Set 269 

 
 

shown in Figure 6-13.  The two solutions give different answers.  Ex-
plain why. 
 
public static void main(String[] args) 
{ // set up the initial situation with a robot named karel 
 
 int side1 = karel.numIntersectionsWithThings(); 
 karel.turnLeft(); 
 int side2 = karel.numIntersectionsWithThings(); 
 
 System.out.print("There are "); 
 System.out.print(side1 + side2); 
 System.out.println(" intersections with things."); 
} 

 
Figure 6-13:  Count the number of things. 

 

 

Programming Exercises 

Programming Projects 
6.2 Download the SimpleBot classes from the Robots web site and make 

sure it runs on your computer.  Make the following enhancements to the 
SimpleBot class.  In all cases write a main method to test your work. 
a. Add a turnRight method. 
b. Add a method named goToOrigin.  The effect of calling 

karel.goToOrigin() is to have the robot named karel appear on 
the intersection of Avenue 0 and Street 0, facing East, the next time 
its paint method is called.  

c. Add a method named teleport.  The effect of calling 
karel.teleport(5, 3) is to have karel appear on the intersection 
of Avenue 5 and Street 3 the next time paint is called.  Write a pro-
gram to test your work.  Of course, your method should work with 
values other than 5 and 3. 

d. Implement a suite of three methods in the SimpleBot class that 
modify the robot�s speed.  ben.goFaster() causes the robot named 

Find The Code:  Robot 
problems in this section use 
the simplified Robot 
classes.  Get them from 
your instructor or download 
them from www.learning-
withrobots.com/soft-
ware/downloads.html. 
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ben to move 10% faster.  ben.goSlower() causes ben to move 10% 
slower.  Finally, ben.setMoveTime(400) causes ben to wait 400 mil-
liseconds each time it moves.  Also accommodate values other than 
400. 

e. Modify the SimpleBot class so that the size of each robot can be 
specified.  puffer.setSize(30) causes the robot named puffer to 
have a body with a radius of 30 pixels.  Other features such as the 
sensor should change size accordingly.  Note that the size of the in-
tersection is not changed and that your method should work with 
many different values, not just 30. 

f. Rewrite the paint method in 
SimpleBot so that robots have two 
�eyes� set on short antennae, as 
shown in Figure 6-14.  Choose dif-
ferent colors for the eyes and the 
body.   
Hint:  this problem requires a little 
knowledge of trigonometry.  Create 
variations of the helper methods 
aveOffset and strOffset to help 
position the eyes. 

g. Modify the SimpleBot class so that its color can be specified.  This 
change will require a new instance variable, a change to the paint 
method, and a new method named setColor that takes a parameter 
variable of type Color. 

h. A color can be created with three integers that specify the red, green, 
and blue components of the color.  There is a constructor for the 
Color class that takes these three values as parameters.  Each color 
component must be in the range of 0 to 255.   
Modify the SimpleBot class so that the robot will change color 
slightly every time it is painted.  Hint:  The assignment statement x = 
(x + 1) % 256; will always result in a number between 0 and 255.  
The % operator gives the remainder after dividing two numbers. 

i. Modify the SimpleBot class so that the robot will move in several 
steps from one intersection to the next.  That is, instead of moving 
instantly to the next intersection, move ¼ of the way, wait a moment, 
move to the ½ way point, wait a moment, move ¾ of the way, wait, 
and then complete the move and wait again.   
Hint:  Rename the avenue and street instance variables to xPosi-
tion and yPosition.  Have them represent the position of the ro-
bot with pixels instead of avenue and street numbers. 

Figure 6-14:  A robot with two 
�eyes�. 
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6.3 Write a new class, named RobotME (My Edition), that extends Robot 
and includes the following methods.  Write a main method to test your 
new class.  (Hint:  this problem does not require instance variables.) 
a. Write a method named move that takes a single parameter specifying 

how far the robot should move.  Usage:  karel.move(5). 
b. Write a method named face that takes a single parameter specifying 

which direction the robot should face.  Usage:  karel.face(Direc-
tions.NORTH). 

c. Write a method overloading pickThing that takes a single parameter 
specifying how many things to pick up.  Usage:  karel.pick-
Thing(8).  Also write a companion method, putThing, that allows 
users to specify how many things to put down. 

d. Write a method named carryExactly that takes a single parameter 
specifying exactly how many things the robot should carry.  If it is 
carrying more, it will put some down;  if it is carrying less it will pick 
things up until it is carrying exactly the specified number of things. 

e. Write a method named moveTo that takes an avenue and street as pa-
rameters.  Calling the method causes the robot to move to the given 
avenue and street, facing in the same direction as it was when the 
method was invoked.  You may assume that the city contains no ob-
stacles. 

f. Write a method named clearArea which takes four parameters.  
The first two are an avenue and street and specify the upper left cor-
ner of a rectangular area.  The third and fourth specify the width and 
height of the area.  Calling clearArea causes the robot to pick up 
everything in the given rectangular area and to then return to the 
area�s upper left corner.  

6.4 Write a class named FixedDistanceBot that can only travel a specified 
number of intersections.  The exact limit should be specified when the 
robot is constructed.  If the limit is reached, the robot should break.  
Write a main method to test your class. 

6.5 Write a class named HomingBot.  A HomingBot�s �home� is the intersec-
tion where it is constructed.  Add a method named goHome that moves 
the robot to its home.  Assume there are no obstacles.  Write a main 
method to test your class. 

6.6 Modify the Thermometer class to allow different minimum and maxi-
mum temperatures for each instance of Thermometer.  For example, a 
candy thermometer might show 100 to 400 degrees Fahrenheit, while a 
fever thermometer might show 37 to 42 degrees Celsius.  Don�t forget to 
test it with negative numbers.  The Fahrenheit or Celsius isn�t relevant, 
only the numeric range. 
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6.7 Modify the Thermometer class so that it prints the minimum and maxi-
mum temperatures beside the mercury to form a scale.  Also, print the 
current temperature beside the top of the mercury. 

6.8 Create a component similar to the stick figure shown on page 95.  Add 
methods named setShirtColor and setPantsColor that each take a 
single parameter of type Color.  Invoking these methods should change 
the color of the corresponding article of clothing. 

6.9 Create a component similar to the stick figure shown on page 95.  
a. Modify the stick figure component so that a stick figure may be con-

structed as either a child or an adult.  An adult�s preferred size is 180 
by 270 pixels.  A child has a preferred size that is ½ as large.  Modify 
the test harness shown in Listing 6-16 to show two child stick figures 
and 1 adult.  Hint:  define two constants, CHILD and ADULT.  Pass one 
of them as a parameter to the stick figure�s constructor. 

b. Modify the stick figure constructor so that it takes three parameters.  
One, as in part a), specifies whether the stick figure is an adult or a 
child.  The other two parameters specify whether the left and right 
arms should be up, down, or straight out.  Modify the test harness to 
construct six stick figures that are holding hands, as shown in Figure 
6-15.   

c. Modify the stick figure from part b) to add methods allowing the cli-
ent to specify while the program is running whether an arm is up, 
down, or straight out.  Modify the test harness to make the stick fig-
ures at each end of the line wave their free arm. 

 
 
 

Hints:  Each stick figure will 
be very similar to the 
Thermometer class.  Use 
a test harness similar to 
Listing 6-16 to test your 
class. 

 
Figure 6-15:   Stickfigures holding hands. 

 

 



 

7 More on Variables and Methods 

7 
 

We now have the intellectual tools to start writing object-oriented 
programs that have nothing to do with robots!  In this chapter 
we�ll learn about additional kinds of information we can store (like 
dollar values, individual characters, or strings of characters).  We�ll 
use that knowledge to build a class that could be used as part of a 
gas pump at your local gas station. 

One problem, however, is that such programs are not nearly 
as easy to debug as robot programs because they are not as visual.  
We�ll start by learning some techniques for testing and debugging 
our programs. 

 

Chapter Objectives 
After studying this chapter, you should be able to 
! write queries to reflect the state of an object. 
! use queries to write a test harness that tests your class. 
! write classes that use types other than integer, including floating-point 

types, Boolean types, characters, and strings. 
! write classes that implement an interface and can be used with provided 

graphical user interfaces from the becker library. 
! describe the difference between a static variable and an instance vari-

able. 
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7.1 Using Queries to Test Classes 
Writing a class that functions correctly is difficult.  There are lots of things 
that can go wrong!  Having a set of tests that demonstrates a class is function-
ing correctly makes the job easier.  Tests are also useful to you before handing 
in an assignment and to customers before they buy your software.  We�ll be-
gin by learning how to test the SimpleBot class used in the previous chapter.  
Later in this chapter we�ll apply these same techniques to a non-robot class. 

7.1.1 Testing a Class 
Testing software involves three essential steps. 
! Set up a known situation.  For example, you might create a robot 

named karel on the intersection of avenue 2, street 4, facing East. 
! Execute the code you want to test.  For example, to test the move 

method, execute karel.move(). 
! Verify the results.  For example, verify that karel is now on intersec-

tion (3, 4). 
It is tempting to just write a little program that creates a robot, moves it 

several times and then simply look at the display to verify that it did, indeed, 
move correctly.  The problem with this approach is that a human needs to 
first, remember what should happen and second, verify that it actually did 
happen.  Relying on humans for such tedious detail is a risky proposition.  

Remembering and verifying tedious details is something that computers 
are very good at, however.  Our goal will be to completely automate as much 
of the testing as possible by writing a program, called a test harness.  A test har-
nesses� purpose is to test a class. 

Listing 7-1 shows a test harness for the move method in SimpleBot.  
Lines 7-9 set up a known situation � a SimpleBot in an otherwise empty city 
on intersection (2, 4) facing East.  Line 12 executes the code we want to test � 
move.  Finally, lines 15-17, verify the result � that the robot is now on inter-
section (3, 4) and still facing East.   

Key Idea:  A good set of 
tests makes a program-
mer�s life a lot easier. 

Key Idea:  Testing involves 
a lot of tedious detail � 
something computers are 
good at.  Use them as 
much as possible in the 
testing process. 
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Listing 7-1:  A program to test the SimpleBot�s move method. 

 1 import becker.util.Test; 
 2  
 3 public class TestHarness extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  { // Set up a known situation (an empty city) 
 7   SimpleCity c = new SimpleCity(); 
 8   SimpleBot karel = new SimpleBot( 
 9          c, 2, 4, SimpleBot.EAST); 
 10   
 11   // execute the move method 
 12   karel.move(); 
 13   
 14   // verify the results -- robot on intersection (3,4) 
 15   Test.ckEquals("new ave", 3, get karel’s avenue); 
 16   Test.ckEquals("same str", 4, get karel’s street); 
 17   Test.ckEquals("same dir",  
 18         SimpleBot.EAST, get karel’s direction); 
 19  } 
 20 } 

 

Lines 15-18 need more explanation, but first, take a look at the results of 
running this program, shown in Figure 7-1.  There are several things to no-
tice. 
! This program prints results of the tests in the console window in-

stead of displaying the city and an animation of the robot moving.  
The city is not displayed because there is no SimpleCityFrame ob-
ject created. 

! One line is printed for each invocation of ckEquals in lines 15-18.  
It prints �Passed� if the last two parameters have equal values.  If 
they do not, it prints �***Failed�.   In either case, ckEquals also 
prints the values of both parameters. 

! The ckEquals method also prints the string given as the first pa-
rameter.  This serves simply to identify the test. 

Find The Code:   
variables/simpleBots/ 
TestHarness.java 
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The ckEquals method is in the becker library in a class named Test.  
Unlike methods we have encountered so far, Test does not need to be in-
stantiated with new before its methods can be used.  Simply use the class 
name, Test, instead.  To use the class, include the statement import 
becker.util.Test at the beginning of your source code. 

One last detail remains:  How do we access the values stored in the 
avenue, street, and direction instance variables so we can verify the ro-
bot�s current position?  That�s the part contained in the pseudocode in lines 
15-18 of Listing 7-1.  If the main method to test SimpleBot is in another 
class, we can�t simply access the values in the instance variables because they 
are private.  Instead, we will need to write some queries. 

7.1.2 Queries 
A query answers a question.  Right now, we want the question �Which ave-
nue is the robot on?� answered.  The answer to this question is stored in the 
instance variable avenue.  This makes answering the question easy;  this easi-
est kind of query has a special name:  accessor method. 

Accessor Methods 
An accessor method is a very simple query that answers the question �What 
value does attribute X currently hold?�  That is, it makes the value stored in 
an instance variable accessible to code outside of the class.  With the help of 
such methods, we can replace lines 14-18 in Listing 7-1 with the following: 

Figure 7-1:  Running the test in Listing 7-1, with a deliberate bug. 

 

Looking Ahead:  An in-
stance of Test is not 
needed because 
ckEquals does not use 
any instance variables;  
more in Section 7.5. 

Looking Back:  Queries 
were first discussed in Sec-
tion 1.1.2, on page 4. 

Key Idea:  An accessor 
method is a query that 
returns an instance vari-
able�s value. 
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 14   // verify the results -- robot on intersection (3,4) 
 15   Test.ckEquals("new ave", 3, karel.getAvenue()); 
 16   Test.ckEquals("same str", 4, karel.getStreet()); 
 17   Test.ckEquals("same dir", SimpleBot.EAST,  
 18            karel.getDirection()); 
 

Each of the methods accesses the appropriate instance variable and re-
turns its value.  A value returned from a query can be used just like a value in a 
variable;  it can be used in an expression or assigned to another variable or 
passed as a parameter.  In lines 15-18, the value returned by the accessor 
methods is passed to the parameter variable in ckEquals where it is com-
pared against the expected value (3, 4, or 0). 

There is a very simple pattern for writing an accessor method: 
 
public «typeReturned» get«Name»() 
{ return «instanceVariable»; 
} 
 

«typeReturned» specifies what kind of value the method returns.  It 
should be the same type as the instance variable itself.  The variables avenue, 
street, and direction are all integers, so their accessor methods will have 
int as a return type.  

«Name» is usually the name of the instance variable.  It should be a name 
that is meaningful to users of the class even if the name of the instance vari-
able is not. 

Finally, «instanceVariable» is simply the name of the appropriate in-
stance variable to access. 

Listing 7-2 puts the accessor method for avenue in the context of the 
rest of the class.  It also has a documentation comment that includes a de-
scription of the value returned following the @return tag. 

Listing 7-2:  An accessor method for accessing a SimpleBot�s avenue instance variable. 

 1 public class SimpleBot extends Paintable 
 2 { private int avenue; 
 3  
 4  ... 
 5  
 6  /** Get this robot�s current avenue. 
 7  @return this robot�s current avenue */ 
 8  public int getAvenue() 
 9  { return this.avenue; 
 10  } 
 11 } 

 

Looking Back:  The predi-
cates written in Section 4.5 
are a kind of query.  Things 
we learned about the 
return statement there 
also apply here. 

 
Query 

Find The Code:   
variables/simpleBots/ 
SimpleBot.java 
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Other Queries 
Queries can also answer more complicated questions.  For example, �How far 
is this robot from the origin?�  Remember that the origin is the intersection 
(0, 0).  Let�s assume that the distance we want is �as the robot moves� rather 
than �as the crow flies� (the hypotenuse of a triangle).  If the robot is on ave-
nue 2, street 4, the answer is 2 + 4 = 6.   

A first attempt at our query is as follows.  It contains a bug, which will be 
discussed in the next section. 

 
 1 public int distanceToOrigin()    // contains a bug 
 2 { int dist = this.avenue + this.street; 
 3  return dist; 
 4 } 

 

This query has many similarities to the accessor methods in the previous 
section.  It has a return type (int) and it has a return statement.  However, 
the name does not necessarily begin with �get� and it does some calculations 
to find the answer.  In this example, the calculations are first stored in an in-
stance variable, dist.  That value is then returned to the caller with the 
return statement. 

Lines 2 and 3 can be combined;  the calculated value does not need to be 
stored in a temporary variable before being returned.  

 
 1 public int distanceToOrigin() 
 2 { return this.avenue + this.street; 
 3 } 

 

7.1.3 More About Testing 
We can write a test harness for the distanceToOrigin query, developed in 
the previous section, as follows.   

 
 1 public static void main(String[] args) 
 2 { // create a robot in an empty city at the origin facing east 
 3  SimpleCity c = new SimpleCity(); 
 4  SimpleBot k = new SimpleBot(c, 0, 0, 0); 
 5  
 6  // code to test 
 7  int d = k.distanceToOrigin(); 
 8  
 9  // verify the result 
 10  Test.ckEquals(�at origin�, 0, d); 
 11 } 

 

This is a very incomplete test, however.  The distanceToOrigin query 
could be written as follows and still pass this test! 

 
Query 
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 1 public int distanceToOrigin() 
 2 { return 0; 
 3 } 

 

We can add more tests to this test harness that build from the original 
known situation.  For example, it�s not hard to see that after the above test 
the robot should still be at the origin.  So let�s add another test right after it 
that moves the robot off the origin and then checks the distance again. 
 
 1 public static void main(String[] args) 
 2 { // create a robot in an empty city at the origin facing east 
 3  SimpleCity c = new SimpleCity(); 
 4  SimpleBot k = new SimpleBot(c, 0, 0, 0); 
 5  
 6  // code to test 
 7  int d = k.distanceToOrigin(); 
 8  
 9  // verify the result 
 10  Test.ckEquals(�at origin�, 0, d); 
 11  
 12  // move East 2 intersections and verify 
 13  k.move(); 
 14  k.move(); 
 15  d = k.distanceToOrigin(); 
 16  Test.ckEquals(�east 2�, 2, d); 
 17 } 
 

So far we have only tested the ro-
bot on avenues and streets that are 
zero or larger.  What if the robot went 
to intersection (1, -1)1, as shown in 
Figure 7-2?  Let�s test it to make sure 
distanceToOrigin works correctly. 

We could add the new test to our 
test harness by moving the robot to (1, 
-1).  Another approach is to simply 
create another robot on the desired 
intersection.  This seems easier and 
less error-prone.  For example, add the 
following after line 16 of the test har-
ness, above. 

                                                 
1 Yes, it is possible to have a negative avenue or street number.  They can be dis-

played by manipulating the sliders in the graphical user interface. 

Figure 7-2:  A robot at (1, -1). 

-1 0 1

-1
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SimpleBot k2 = new  
 SimpleBot(c, 1, -1, 0); 
d = k2.distanceToOrigin(); 
Test.ckEquals(�neg str�,2, d); 
 

Running the test harness says that the test fails!  The expected value is 2 
but the actual value is 0. 

Reviewing the distanceToOrigin method shows why:  we add the cur-
rent avenue to the current street.  When both are positive values, that works 
fine.  But in this situation it gives 1 � 1, or 0, a wrong answer.  This is the bug 
we noted in the previous section. 

The problem is that we want to add the distance between the origin and 
the robot�s street.   Distances are always positive.  When the street (or avenue) 
is negative, we need to somehow convert it to a positive number. 

There is a mathematical function, called absolute value, that returns a num-
ber that is the same as its parameter except that it is always positive.  That is, 
if we give the absolute value function 1, it will return 1, and if we give it –1 it 
will still return 1.  This function is built-in and can used as shown in the fol-
lowing rewritten version of distanceToOrigin: 

 
 1 public int distanceToOrigin() 
 2 { int dist = Math.abs(this.avenue) + Math.abs(this.street); 
 3  return dist; 
 4 } 

 

With this change, all of the tests shown above will pass. 

7.1.4 Multiple Main Methods 
One fact that is implicit in the previous discussion is that Java will allow mul-
tiple main methods.  You can only have one main method in any given class, 
but as many classes as you want may each have their own.  This is a good 
thing!  If only one main method were allowed we would need to choose be-
tween writing a test harness and a main method to run the program to per-
form its task. 

One common way to exploit the ability for each class to have a main 
method is to write one class that has nothing but main � the way we have 
been doing.  This class is used to run the program to perform the desired 
task.  However, every other class has also has a main method to act as  a test 
harness for that class.  For example, the test harness shown in Listing 7-1 is in 
its own class.  This could, instead, be written as part of the SimpleBot class.  
An outline of this approach is shown in Listing 7-3.  Lines 1-14 simply show 
representative parts of the SimpleBot class.  The test harness is in lines 16-
27. 
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One item that may be initially confusing is that even though main is 
within the SimpleBot class, we don�t use the keyword this.  Inside the test 
harness we construct a specific SimpleBot object, karel.  Throughout the 
test harness we invoke karel�s methods to test what has happened to that 
specific object. 

Listing 7-3:  An outline of how to include a test harness in the SimpleBot class. 

 1 import java.awt.*; 
 2 import becker.util.Test; 
 3 ... 
 4  
 5 public class SimpleBot extends Paintable 
 6 { 
 7  private int avenue; 
 8  private int street; 
 9  private int direction; 
 10  ... 
 11  public SimpleBot(...) { ... } 
 12  public void move() { ... } 
 13  ... 
 14  
 15  // A test harness to test a SimpleBot 
 16  public static void main(String[] args) 
 17  { // Set up a known situation - a robot on intersection (2, 4) 
 18   SimpleCity c = new SimpleCity(); 
 19   SimpleBot karel = new SimpleBot(c, 2, 4, EAST); 
 20  
 21   // execute the code we want to test 
 22   karel.move(); 
 23  
 24   // verify the results -- robot on intersection (3,4) 
 25   Test.ckEquals("new ave", 3, karel.getAvenue()); 
 26   ... 
 27  } 
 28 } 

 

7.2 Numeric Types 
Not everything in Java is an object like a Robot or a Thing.  Integers and the 
type int is the most prominent example we�ve seen of a primitive type.  Primi-
tive types store values such as integers (159), and characters (�d�).  They corre-
spond very directly to how information is represented in the computer�s 
hardware.  Primitive types can�t be extended and they don�t have methods 
that can be called.  In this sense, primitive types distort the design of the lan-
guage.  Using primitive types for integers and similar values was felt neces-
sary, however, to increase the execution speed of programs. 

Key Idea:  Java�s primitive 
types store values like 159 
and �d�. 
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There are eight primitive types in Java.  Six of these store numbers, one 
stores the Boolean values true and false, and the last one stores characters. 

7.2.1 Integer Types 
Why would Java have six different types to store numbers?   Because they 
differ in the size and precision of the values they store.  An int, for example, 
can only store values between -2,147,483,648 and 2,147,483,647.  This 
range is large enough to store the net worth of most individuals, but not that 
of Bill Gates.  It�s more than enough to store the population of any city on 
earth, but not the population of the earth as a whole. 

To address these issues, Java offers several different kinds of integers, 
each with a different range of values it can store.  These integer types are 
shown in Figure 7-3. 

 

7.2.2 Floating Point Types 
Two other types, float and double, store numbers with decimal places such 
as 125.25, 3.14259 or -134.0.  They are called floating point types because of the 
way they are stored in the computer hardware. Their ranges and precisions are 
listed in Figure 7-4.   

Floating point types can be so large or small that they are sometimes writ-
ten in a scientific notation.  The number 6.022E23 has two parts, the mantissa 
(6.022) and the exponent (23).  To convert it to a normal number, write down 
the mantissa and then add enough zeros to slide the decimal point 23 places 
to the right.  If the exponent happens to be negative, you must add enough 

Key Idea:  An int can 
only store values in a cer-
tain range. 

Key Idea:  Different types 
can store different ranges 
of values. 

Figure 7-3:  Integer types and their ranges. 

Type Smallest Value Largest Value
byte -128 127
short -32,768 32,767

int -2,147,483,648 2,147,483,647
long -9,223,372,036,854,775,808 9,223,372,036,854,775,807

Figure 7-4:  The ranges and precisions of the various floating point types. 

 float double 
Largest value ±3.40282347E+38 ±1.79769313486231570E+308 
Smallest value ±1.40239846E-45 ±4.94065645841246544E-324 
Precision About 7 significant digits. About 16 significant digits. 
 

Key Idea:  Scientific nota-
tion can be used to express 
very large or very small 
numbers. 
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zeros to slide the decimal point that many places to the left.  For example, 
6.022E23 is the same number as 602,200,000,000,000,000,000,000, while 
5.89E-4 is the same as 0.000589. 

How big are these numbers?  Scientists believe the diameter of the uni-
verse is about 1.0E28 centimeters or 1.0E61 plank units, the smallest unit we 
can measure.  The universe contains approximately 1.0E80 elementary parti-
cles such as quarks, the component parts of atoms.  So the range of type 
double will certainly be sufficient for most applications! 

Why do we need so many types?  Why not simply use long and double 
all the time?  Increasing the range and precision requires more computer 
memory to store the number.  If you have lots and lots of small numbers to 
store, it makes sense to use a type that is more economical of the computer�s 
memory.  Beginning programmers run into such problems only rarely.  We 
will use int for integers and double for floating point numbers almost exclu-
sively. 

Both floats and doubles are usually only an approximation of a num-
ber.  The closeness of the approximation is given by the precision.  floats are 
have about 7 digits of precision;  doubles have about 16 digits.  This means, 
for example, that a float can�t distinguish between 1.00000001 and 
1.00000002.  As far as a float is concerned, both numbers are indistin-
guishable from 1.0.  Another effect is that assigning 0.1 to a float and then 
adding that number up 10 times does not yield 1.0 but 1.0000001! 

The fact that floating point numbers are only approximations can cause 
some programmers real headaches if their programs require a high degree of 
precision.  For beginning programmers, however, this is rarely a concern, with 
one exception.  When comparing a float or a double for equality, the ap-
proximate nature of these types may bite us!  For example, the following code 
fragment appears to print a table of numbers between 0.0 and 10.0, increas-
ing by 0.1, along with the squares of those numbers.   

 
double d = 0.0; 
   
while (d != 10.0) 
{ System.out.println(d + " " + d*d); 
 d = d + 0.1; 
} 
  

The first few lines of the table would be  
 
0.0 0.0 
0.1 0.010000000000000002 
0.2 0.04000000000000001 
0.30000000000000004 0.09000000000000002 
0.4 0.16000000000000003 

 

Key Idea:  Different types 
require different amounts of 
memory to store their val-
ues. 

Key Idea:  Comparing 
floating point numbers for 
equality is usually a bad 
idea. 
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Already we can see the problem:  d, the first number on each line, is not in-
creasing by exactly 0.1 each time as expected.  In the fourth line the number 
printed is only approximately 0.3. 

By the time d gets close to 10.0, the errors have built up.  The result is 
that d skips from 9.99999999999998 to 10.09999999999998 and is never 
exactly equal to 10.0, as our stopping condition requires.  Consequently, the 
loop keeps on printing for a very, very, long time. 

The right way to code this loop is to use an inequality.  For example,  
 
while (d <= 10.0) 
{ ... 
} 
 

7.2.3 Shortcuts 
Java includes a number of short-cuts for some of the most common opera-
tions performed with numeric types.  For example, one of the most common 
is to add 1 to a variable.  Rather than writing i = i + 1, Java permits the 
short-cut of writing i++.  Similar, but less common, is writing i-- in place of 
i = i – 1. 

It is also common to add the result of an expression to a variable.  For 
example, the SimpleBot�s move method was written in Listing 6-6 as 

 
public void move() 
{ this.avenue = this.avenue + this.aveOffset(); 
 this.street = this.street + this.strOffset(); 
 Utilities.sleep(400); 
} 
 

Instead of repeating the variable on the right side of the equals sign, we could 
use the += operator.  It means to add the right side to the value of the variable 
on the left, and store the result in the variable on the left. 

 
public void move() 
{ this.avenue += this.aveOffset(); 
 this.street += this.strOffset(); 
 Utilities.sleep(400); 
} 

 
There are also -=, *=, and /= operators.  They are used much less fre-

quently but behave the same at += except for the change in numeric opera-
tion. 
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7.2.4 Converting Between Numeric Types 
Sometimes we need to convert between different numeric types.  In many 
situations information will not be lost and Java will make the conversion 
automatically.  For example, in the statement 

 
double d = 159; 
 

Java will implicitly convert the integer 159 to a double value (159.0) and then 
assign it to d. 

The reverse is not true.  If assigning a value to another type risks losing 
information, a cast is required.  A cast is our assurance to the compiler that we 
either know from the nature of the problem that information will not be lost, 
or that we know that information will be lost and accept or even want that 
result. 

For example, consider 
 
double d = 3.14159; 
int i = d; 
 

An integer can�t store the decimal part of 3.14159, only the 3.  Java will ob-
ject.  If we really want to perform this assignment anyway and lose the 
.14159, leaving only 3 in the variable i, we need to write it this way: 

 
double d = 3.14159; 
int i = (int)d; 
 

The new part, (int) is the cast.  The form of a cast is the destination 
type placed in parentheses.  It can also apply to an entire expression, as in 

 
int i = (int)(d * d / 2.5); 
 

Assigning from a double to an int is not the only place information can 
be lost and a cast is required.  Information can also be lost assigning from a 
float to a double or from a bigger integer type such as long to a smaller 
type such as int. 

7.2.5 Using Mathematical Functions 
Java comes with a class, java.lang.Math, which contains many mathemati-
cal functions that are sometimes useful when working with the numeric types.     

The methods in the Math class are used like the Test.ckEquals method 
introduced earlier:  they don�t use instance variables and so may be accessed 
by naming the class rather than an object.  For example, the following line 
uses the round method to convert the double variable d to a long: 

Key Idea:  Casting con-
verts values from one type 
to another.  Sometimes it 
loses information. 

Looking Ahead:  
ckEquals and round are 
defined with the static 
keyword, as are constants.  
We�ll learn more in Section 
7.5. 
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long i = Math.round(d); 
 

Unfortunately, the round is defined to return a long value rather than an 
int.  Because we usually use ints rather than longs, we usually still need to 
use a cast:  int i = (int)Math.round(d);. 

The other functions in the Math class are used similarly:  name the class, 
followed by a dot and the method name.  Include the required parameters, of 
course, and cast the return value, if necessary.  Most of the functions are 
listed in Figure 7-5. 

 
In addition to these functions, java.lang.Math also includes two public 

constants:  PI (3.14159�) and E (2.71828�). 
The classes in java.lang, including the Math class, are automatically im-

ported into every class.  That is, the Math class can be used without specifi-
cally importing the class. 

7.3 Non-Numeric Types 
It is also possible to store information that are not numbers, including the 
types boolean, char, and String. 

Figure 7-5:  Most of the mathematical functions included in java.lang.Math. 

 Returned value: 
abs(x) absolute value of x 
acos(x) arc cos of x, 0.0 ≤ x ≤ π 
asin(x) arc sin of x, -pi/2 ≤ x ≤ π /2 
atan(x) arc tan of x, -pi/2 ≤ x ≤ π /2 
cos(x) cosine of the angle x, where x is in radians 
exp(x) e, the base of natural logarithms, raised to the power of x 
log(x) the natural logarithm (base e) of x 
max(x, y) the larger of x and y 
min(x, y) the smaller of x and y 
pow(x, y) x raised to the power of y 
random() a random number greater than or equal to 0.0 less than 1.0.
round(x) the integer nearest x 
sin(x) sine of the angle x, where x is in radians 
sqrt(x) square root of x 
tan(x) tangent of the angle x, where x is in radians 
toDegrees(x) converts an angle, x, measured in radians to degrees 
toRadians(x) converts an angle, x, measured in degrees to radians 
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7.3.1 The Boolean Type 
The boolean type is used for true and false values.  We have already seen 
Boolean expressions used to control if and while statements, as well as in 
the return values of predicates. 

Just as numeric types can be stored in instance variables and temporary 
variables, so can boolean values.  They can also be passed as parameters and 
used as named constants. 

A temporary boolean variable would have been handy on page 165 when 
we defined the rightIsClear predicate: 

 
 1 public boolean rightIsClear()  
 2 { this.turnRight(); 
 3  if (this.frontIsClear())  
 4  { this.turnLeft(); 
 5   return true; 
 6  } 
 7  this.turnLeft(); 
 8  return false; 
 9 } 
 

In this method, we need to perform four steps:  turn right, detect 
whether there is a wall present, turn left to face the original direction,  and 
return the answer. The answer to return is determined in the second step, but 
it isn�t returned until the fourth step. By storing the answer in a temporary 
variable while we perform the third step, we can simplify the method: 

 
 1 public boolean rightIsClear() 
 2 { this.turnRight(); 
 3  boolean isClear = this.frontIsClear(); 
 4  this.turnLeft(); 
 5  return isClear; 
 6 } 

 

Boolean values can also be stored in an instance variable.  For example, a 
Boolean instance variable can store whether or not a robot is broken.  The 
robot might consult that variable each time it is asked to move, and only 
move if it has not been previously broken.   

Key Idea:  Boolean values 
can be used with any kind 
of variable. 
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public class SimpleBot extends Paintable 
{ private int avenue; 
 private int street; 
 private boolean isBroken = false; 
 ... 
 
 public void breakRobot() 
 { this.isBroken = true; 
 } 
 
 public void move() 
 { if (!this.isBroken) 
  { this.avenue = ... 
   this.street = ... 
  } 
 } 
 ... 
} 
 

Beginning programmers often use an if statement when a simple Boo-
lean calculation will suffice.  For example, a predicate to determine if a robot 
is out of bounds might be written this way by a beginning programmer: 

 
public boolean outOfBounds() 
{ boolean answer; 
 if (this.getAvenue() < 0 || this.getAvenue() > 75) 
 { answer = true; 
 } else  
 { answer = false; 
 } 
 return answer; 
} 
 

An experienced programmer would realize that the test in the if state-
ment is a Boolean expression that calculates a value � either true or false.  
If the expression evaluates to true, then the constant true is assigned to 
answer, otherwise assign the constant false to answer.  So why not just 
evaluate the expression and assign the result to answer?  We don�t even need 
the if statement! 

 
public boolean outOfBounds() 
{ boolean answer =  
     this.getAvenue() < 0 || this.getAvenue() > 75; 
 return answer; 
} 
 

Written in this form, we realize that we don�t even need the temporary 
variable!  We could just return the result of the expression, like this: 
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public boolean outOfBounds() 
{ return this.getAvenue() < 0 || this.getAvenue() > 75; 
} 
 

7.3.2 The Character Type 
A single character such as �a�, �Z�, �?� or �5� can be stored in a variable of type 
char.  These are the characters you type at the keyboard � and many more 
that you can�t type directly.  Like the other primitive types, the char type may 
be used for instance variables, temporary variables, parameter variables, 
named constants, and returned from queries. 

One use for characters is to control a robot from the keyboard.  Sim, a 
superclass of Robot, has a protected method named keyTyped that is called 
each time a key is typed, but does nothing.  The method has a char parame-
ter containing the character that was typed.  By overriding the method, we 
can tell a robot to move when an �m� is typed, turn right when �r� is typed, and 
so on.  The KeyBot class in Listing 7-4 defines such a robot.  The same tech-
nique can be used in subclasses of Intersection, and Thing since they all 
descend from Sim, the class implementing keyTyped. 

Listing 7-4:  A robot that responds to key strokes. 

 1 import becker.robots.*; 
 2  
 3 public class KeyBot extends RobotSE 
 4 { 
 5  public KeyBot(City c, int str, int ave, int dir) 
 6  { super(c, str, ave, dir); 
 7  } 
 8  
 9  protected void keyTyped(char key) 
 10  { if (key == 'm') 
 11   { this.move(); 
 12   } else if (key == 'r') 
 13   { this.turnRight(); 
 14   } else if (key == 'l')  // Watch out!  This is a lowercase �L�, 
 15   { this.turnLeft();   // not a �one�. 
 16   } 
 17  } 
 18 } 

 

The parameter, key, is compared to the letters �m�, �r�, and �l�, in lines 10, 
12, and 14.  In each case, if the comparison is true (that is, the parameter con-
tains an �m�, �r�, or �l�), an action is taken.  If a different key is pressed the ro-
bot does nothing.  A slightly enhanced version of this method is implemented 

Find The Code:   
variables2/keyBot 

Key Idea:  Override key-
Typed to make a robot that 
can be controlled from the 
keyboard. 
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in the RobotRC class.  You can extend RobotRC any time you want to use the 
keyboard as a remote control (RC) for a robot. 

The 'm', 'r', and 'l' are character literals.  To write a specific character 
value, simply place the character between two single quotes.  What if you 
wanted to compare a value to a single quote?  Simply placing it between two 
other single quotes (''') confuses the compiler, causing an error message.  
The solution is to use an escape sequence.  An escape sequence is an alternative 
way to write a character when the easy ways don�t work.  The escape se-
quence for a single quote is \' � a backslash followed by a quote.  All escape 
sequences begin with a backslash.  The escape sequence is placed in single 
quotes, just like any other character literal.  Figure 7-6 shows some common 
escape sequences.  Many of these have their origins in controlling printers. 

 
The last escape sequence, \udddd, is used for representing characters 

from a wide range of languages.  Everything from accented characters to 
Greek or Bengali characters to Chinese ideograms.  You can find more in-
formation on-line at www.unicode.org.  Unfortunately, actually using these 
characters requires corresponding fonts on your computer. 

7.3.3 Strings 
Strings of characters such as �Hello, world!� are used frequently in Java pro-
grams.  Strings are stored, appropriately, in variables of type String.  A string 

Key Idea:  Some charac-
ters have special meaning 
to Java.  They have to be 
written with an escape 
sequence. 

Figure 7-6:  Character escape sequences. 

Sequence Meaning 
\' Single quote. 
\" Double quote. 
\\ Backslash. 
\n Newline �used to start a new line of text when printing at the 

console. 
\t Tab � inserts space so the next character is placed at the next 

tab stop.  Each tab stop is a predefined distance from the pre-
vious tab stop. 

\b Backspace � moves the cursor backwards over the previously 
printed character. 

\r Return � moves the cursor to the beginning of the current 
line. 

\f Form feed � moves the cursor to the top of the next page in a 
printer. 

\udddd A Unicode character, each d being a hexadecimal digit (0-9, a-
f, A-F). 
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can hold thousands of characters or no characters at all (the empty string).  
These characters can be the familiar ones found on the keyboard or specified 
with escape characters, as shown in Figure 7-6.  

String is not a primitive type.  In fact, it is a class just like Robot is a 
class.  On the other hand, strings are used so often that Java�s designers in-
cluded special support for them that other classes do not have � so much 
special support that it sometimes feels like strings are primitive types. 

Special Java Support for Strings 
The special support the String class enjoys from the Java compiler, which 
falls into three categories: 
! Java will automatically create a String object for each sequence of 

characters between double quotes;  that is, Java has literal values for 
strings just like it has literal values for integers (5, -259), doubles 
(3.14159) and Booleans (true). 

! Java will �add� two strings together with the plus operator to create a 
new string consisting of one string followed by the other.  This is 
called concatenation. 

! Java will automatically convert primitive values and objects to strings 
before concatenating them with a string. 

Listing 7-5 shows several examples of this special support.  The program 
uses System.out.println to print the strings, as we did in Section 4.7.1.  
The difference here is the manipulations of the strings before they are printed 
out.   

In lines 6 and 7, two String objects are created using the special support 
the Java language provides for strings.  These lines would look more familiar 
if they used a normal constructor: 

 
String greeting = new String("Hello"); 
String name = new String("Karel"); 
 

Creating instances of String is so common, the designers of the Java lan-
guage (thankfully) provided the shortcut shown in lines 6 and 7. 

Line 14 contains an expression that is evaluated before it is passed as a 
parameter to println.  The normal rules of evaluation are used:  multiplica-
tion has a higher precedence than addition, so 2*Math.PI is evaluated first.  
Then, there are two string additions, or concatenations, that are performed 
left to right.  Because the left and right sides of the first addition operator do 
not have the same type, the less general one (the result of 2*Math.PI) is con-
verted to a string before being �added� to the other operand. 

Finally, when Java converts an object to a string, as it does in line 18, it 
calls the method named toString which every class inherits from Object. 
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Overriding toString 
Java depends on the fact that every object has a toString method that can 
be called to provide a representation of the object as a string.  The default 
implementation, inherited from the Object class, only prints the name of the 
class and a number identifying the particular object.  To be useful, the 
method should be overridden in classes you write.  The information it pre-
sents is often oriented to debugging, but it doesn�t have to be. 

The standard format for such information is the name of the object�s 
class followed by an open bracket, �[�.  Information relevant to the object 
follows, and then a closing bracket, �]�.  This format allows objects to be 
nested.  For example, when the City object is printed we see that it prints 
two objects it references � a Robot and an Intersection.  Each of these, in 
turn, print relevant information about themselves, such as their location.   

Listing 7-6 shows a toString method that could be added to the 
SimpleBot class shown in Listing 6-6 on page 235. 

Listing 7-5:  A simple program demonstrating built-in Java support for the String class.  Find the code in vari-
ables2/stringDemo. 

 1 import becker.robots.*; 
 2  
 3 public class Main extends Object 
 4 { 
 5  public static void main(String[] args) 
 6  { String greeting = "Hello"; 
 7   String name = "Karel"; 
 8   
 9   
 10   System.out.println(greeting + ", " + name); 
 11   
 12   
 13   
 14   System.out.println("Did you know that 2*PI = " + 2*Math.PI + "?"); 
 15  
 16   City c = new City(); 
 17   Robot karel = new Robot(c, 1, 2, Directions.SOUTH); 
 18   System.out.println("c=" + c); 
 19  } 
 20 } 
 

Program output: 

Hello, Karel 
Did you know that 2*PI = 6.283185307179586? 
c=becker.robots.City[allSims=[becker.robots.Robot[avenue=1, street=2, direction= 
South, isBroken=false, numThingsInBackpack=0],becker.robots.Intersection[avenue= 
1, street=2, numThingsHere=1]]] 

 

A String object is created automatically 
from the string literal �Hello�. 

Three strings are concatenated using the 
�+� operator to produce a single string, 
�Hello, Karel�.

The primitive value resulting from 
this expression is automatically con-
verted to a string and concatenated 
using the plus operator. 

The object referenced by c is  auto-
matically converted to a string. 
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Listing 7-6:   

 1 public class SimpleBot2 extends Paintable 
 2 { private int avenue; 
 3  private int street; 
 4  private int direction; 
 5  
 6  // constructor and methods omitted 
 7  
 8  /** Represent a SimpleBot as a string. */ 
 9  public String toString() 
 10  { return this.getClass().getName() + 
 11    � [avenue=� + this.avenue +  
 12    �, street=� + this.street +  
 13    �, direction=� + this.direction +  
 14    �]�; 
 15  } 
 16 } 

 

The this.getClass().getName() in line 10 asks the Java system to 
print what it thinks the name of the class is.  If the class has been extended, 
this can help a debugger quickly find out what is going on even if the new 
class does not override toString. 

Querying a String 
The String class provides many methods to query a String object.  These 
include finding out how long a string is, whether two strings start out the 
same way, the first location of a particular character, and so on.  The most 
important of these queries are shown in Figure 7-7. 

Some of the queries are used to compare the ordering of two strings.  
These are similar to a == b, a < b, and a > b, where a and b are numeric 
types.  Two strings are equal to each other if every position in both strings 
has exactly the same character.  Equality may be tested with the equals 
method: 

 
if (oneString.equals(anotherString)) 
{ System.out.println("The strings are equal."); 
} 
 

The string equivalent to less-than and greater-than is the compareTo 
method.  This method compares the lexicographic order of two strings � essen-
tially, the order they would have in the dictionary.  To make this precise, we 
must first discuss the lexicographic order of characters.  Just as the alphabet is 
ordered (�abcdefg��), all the characters used by a computer are ordered.  
The space character and some others such as #, $, (, and + come first.  Then 
digits such as 0, 1, and 2, followed by the uppercase letters and then the low-
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ercase letters.  A few miscellaneous characters are scattered between the digits 
and the uppercase letters and a few more between the uppercase and lower-
case letters.  A more complete listing is given in Appendix G.  

 

Figure 7-7:  Methods that query a string. 

char charAt(int index) 

Return the character at the location specified by the index.  The first 
character is at index 0. 
int compareTo(String aString) 

Compares this string to aString, returning a negative integer if this 
string is lexicographically smaller than aString, 0 if the two strings are 
equal, and a positive integer if this string is lexicographically greater than 
aString.   
boolean equals(Object anObject) 

Compares this string to another object (usually a string).  Returns true
if anObject is a string containing exactly the same characters in the same 
order as this string. 
int indexOf(char ch) 

Returns the index, within this string, of the first occurrence of the speci-
fied character.  If the character is not contained within the string, -1 is re-
turned. 
int indexOf(char ch, int fromIndex) 

Returns the index, within this string, of the first occurrence of the speci-
fied character that is greater than or equal to fromIndex.  If no such charac-
ter exists, -1 is returned. 
int indexOf(String substring) 

Returns the index of the first character of the first occurrence of the 
given substring within this string.  If the given substring is not contained 
within this string, -1 is returned. 
int length() 

Return the number of characters contained in this string. 
boolean startsWith(String prefix) 

Returns true if this string starts with the specified prefix. 
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To determine which of two strings comes first, 
compare the characters in each string, character by 
character, from left to right.  Stop when you reach the 
end of one string or a pair of characters that differ.  If 
you stop because one string is shorter than the other, as 
is the case with �hope� and �hopeful� in Figure 7-8, 
the shorter string precedes the longer string.  If you 
stop because characters do not match, as is the case with �f� and �l� in 
�hopeful� and �hopeless�, then compare the mismatched characters.  In 
this case �f� comes before �l�, and so �hopeful� precedes �hopeless� in 
lexicographic order. 

Several methods refer to a character�s index, or position within the string.  
In the string �Hello�, �H� is at index 0, �e� is at index 1, and �o� is at index 4.  
For example, if the variable greeting refers to �Hello�, then 
greeting.charAt(1) returns the character �e�.   

Transforming Strings 
Other methods in the String class do not answer questions about a given 
string.  Rather, they transform a string in some way.  For instance,  

 
String message = "Warning"; 
System.out.println(message.toUppercase()); 
 

prints out WARNING.  The method toUppercase transforms each lowercase 
letter to its uppercase equivalent. 

The designers of the String class had two options for the toUppercase 
method.  They could have provided a command that changes all of the char-
acters in the string to their uppercase equivalents.  The alternative is a method 
which makes a copy of the string, changing each lowercase in the original let-
ter to an uppercase letter in the copy. 

The designers of the String class consistently chose the second option.  
This makes the String class immutable.  Once a string is created, it cannot 
be changed.  The methods given in Figure 7-9, however, make it easy to cre-
ate copies of a string with specific transformations.  The StringBuffer class 
is similar to String but includes methods that allow modification of the 
string instead of creating a new one. 

The substring method is slightly different.  Its transformation is to ex-
tract a piece of the string, returning it as a new string.  For example, if name 
refers to the string �Karel�, then name.substring(1,4) returns �are�.  
Recall that strings are indexed beginning with 0, so the character at index 1 is 
�a�.  The second index to substring, 4 in this example, is the index of the 
first character not included in the substring. 

 

Figure 7-8:  Lexico-
graphic ordering. 

hope 
hopeful 
hopeless 

 

Key Idea:  An immutable 
class is one that does not 
provide methods to change 
its instance variables. 
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Example:  Counting Vowels 
As an illustration of the kinds of things that can be done with strings, let�s 
write a program that will count the number of vowels (a, e, i, o, u) in a string.  
As a test, we�ll use the famous quotation from Hamlet, �To be, or not to be: 
that is the question.�  The expected answer is 13. 

To begin solving this problem, let�s think about how to solve it without a 
computer.  One straight-forward method is to simply look at each letter, pro-
ceeding from left to right.  If the letter is a vowel, put a tick mark on a piece 
of paper.  When we get to the end, the number of ticks corresponds to the 
number of vowels. 

There are a number of problems here that we have not dealt with before.  
Let�s build up to solving this problem by solving a series of simpler problems.  
First, let�s just print out the individual letters in the quotation.  This shows 
that we can process the letters one at a time.  After mastering that, let�s count 
just the number of times �o� occurs.  Finally, after solving these subproblems, 
we�ll count all the vowels. 

To print all the letters in the quotation, we could use the charAt method.  
According to Figure 7-7, it will return an individual character out of a string.  
However, it needs an index, a number between 0 and one less than the length 
of the string.  Evidently, the length method will be useful.  To obtain the 

Figure 7-9:  Methods that transform a string. 

String replace(char oldChar, char newChar) 

Returns a copy of this string that has all occurrences of oldChar re-
placed with newChar. 
String substring(int beginIndex, int endIndex) 

Returns a new string containing all the characters between beginIndex
and endIndex – 1, inclusive.  The character at endIndex is the first char-
acter not included in the new string. 
String toLowerCase() 

Returns a copy of this string that has all the upper case characters re-
placed with their lower case equivalents. 
String toUpperCase() 

Returns a copy of this string that has all the lower case characters re-
placed with their upper case equivalents. 
String trim() 

Returns a copy of this string that has all white space (such as space, tab 
and newline characters) removed from the beginning and end of the string. 
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numbers between 0 and the length, we could use a for loop.  We�ll start a 
variable named index at 0 and increment it by 1 each time the loop is exe-
cuted until we get to just less than the length.  These ideas are included in the 
following Java program that prints each character in the quotation, one char-
acter per line. 

 
public static void main(String[] args) 
{ String quotation = "To be, or not to be:  that is the question"; 
  
 // loop over each letter in the quotation 
 for(int index = 0; index < quotation.length(); index++) 
 { // examine one letter in the quotation 
  char ch = quotation.charAt(index); 
  System.out.println(ch); 
 } 
} 
 

To modify this program to count the number of times �o� appears, we can 
replace the println with an if statement and add a counter.  The call to 
println in line 14 concatenates the value of our counter variable with two 
strings to make a complete sentence reporting the results. 

 
 1 public static void main(String[] args) 
 2 { String quotation = "To be, or not to be:  that is the question"; 
 3   
 4  int counter = 0; // count number of o's 
 5  // loop over each letter in the quotation 
 6  for(int index = 0; index < quotation.length(); index++) 
 7  { // examine one letter in the quotation 
 8   char ch = quotation.charAt(index); 
 9   if (ch == �o�) 
 10   { counter = counter + 1; 
 11   } 
 12  } 
 13  
 14  System.out.println("There are " + counter + " occurrences of 'o'."); 
 15 } 

 

The last step is to count all the vowels instead of just the o�s.  A straight 
forward approach would be to add 4 more if statements, all similar to the 
one already there at lines 9-11.  However, when we remember that other quo-
tations might include uppercase vowels (totaling 10 if statements), looking 
for an alternative becomes attractive. 

The indexOf method shown in Figure 7-7 offers an interesting possibil-
ity.  It will search a string and return the index of the first occurrence of a 
given character.  If the character isn�t there, indexOf returns -1.  Now, sup-
pose we take a letter from our quotation and search for it in a string that has 
only vowels.  If the letter from the quotation is a vowel, it will be found and 
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indexOf will return a number 0 or larger.  If it�s not there, indexOf will re-
turn �1.  This idea is implemented in Listing 7-7. 

Listing 7-7:  Searching a string to identify vowels. 

 1 public static void main(String[] args) 
 2 { String quotation = "To be, or not to be:  that is the question"; 
 3  String vowels = �aeiouAEIOU�; 
 4  
 5  int counter = 0; // count number of vowels 
 6  // loop over each letter in the quotation 
 7  for(int index = 0; index < quotation.length(); index++) 
 8  { // examine one letter in the quotation 
 9   char ch = quotation.charAt(index); 
 10   if (vowels.indexOf(ch) >= 0) 
 11   { counter = counter + 1; 
 12   } 
 13  } 
 14  
 15  System.out.println("There are " + counter + " vowels."); 
 16 } 

 

7.3.4 Enumerations (Java 1.5, Advanced) 
Many times we need a variable that holds a limited set of values.  For exam-
ple, you need to store a person�s gender � either male or female. We need two 
values, and that�s all. 

We could use the character �m� for male and �f� for female and perhaps 
even define some constants: 

 
public class Person extends Object 
{ public static final char MALE = �m�; 
 public static final char FEMALE = �f�; 
 
 private String name; 
 private char gender; 
 
 public Person(String aName, char aGender) 
 { super(); 
  this.name = aName; 
  this.gender = aGender; 
 } 
 ... 
} 

 

But still, someone could create a Person object like this, either by mis-
take or maliciously: 

Key Idea:  Java version 1.5 
or higher is required to use 
this feature. 
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Person juan = new Person(�Juan�, �z�); 
 

Is Juan male or female?  Neither!  This mistake might create a severe 
problem later in the program.  It might crash, or it could just cause embar-
rassment if Juan happened to be male and was assigned to a sports team with 
the following if statement: 

 
if (juan.getGender() == MALE) 

{ add to the boy’s team 
} else 

{ add to the girl’s team 
} 
 

A better solution is to define an enumeration, also called an enumerated type .  
An enumeration lists all of the possible values for that type.  Those values can 
be used as literals in the program and the compiler will allow only those liter-
als to be used.  This makes it impossible to assign Juan the gender of �z�. 

An enumeration for gender can be defined by placing the following three 
lines in a file named Gender.java: 

 
public enum Gender  
{ MALE, FEMALE  
} 
 

This is similar to a class definition except that the keyword class is re-
placed by the keyword enum and there is no clause to extend another class.  
Inside the braces, simply list the different values for variables of type gender.  
Separate each pair with a comma.  The Java compiler appears to be able to 
handle up to about 2,700 constants in one enumeration. 

The Person class shown above can be rewritten using this enumeration 
as shown in Listing 7-8.  Notice that Gender is used as a type, just like int or 
Robot, when the instance variable gender is declared in line 6.  Similarly, it�s 
used to declare a parameter variable in line 8 and a return type in line 14.  In 
each of these cases the Java compiler will guarantee that the value is either 
Gender.MALE or Gender.FEMALE, and nothing else. 

The main method in lines 20-21 uses the literal Gender.MALE twice, once 
to construct a new Person object and once to test that the getGender 
method returns the expected value. 

Key Idea:  An enumeration 
has an explicitly listed set of 
values. 

Key Idea:  The compiler 
guarantees that only valid 
values are assigned to 
enumerations. 
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Listing 7-8:  Using the Gender enumerated type. 

 1 import becker.util.Test; 
 2  
 3 public class Person extends Object 
 4 {  
 5  private String name; 
 6  private Gender gender; 
 7   
 8  public Person(String aName, Gender aGender) 
 9  { super(); 
 10   this.name = aName; 
 11   this.gender = aGender; 
 12  } 
 13   
 14  public Gender getGender() 
 15  { return this.gender; 
 16  } 
 17   
 18  // Test the Person class 
 19  public static void main(String[] args) 
 20  { Person p = new Person("Juan", Gender.MALE); 
 21   Test.ckEquals("gender", Gender.MALE, p.getGender()); 
 22  }  
 23 } 

 

7.4 Example:  A Gas Pump 
We now have all the pieces needed to write a class that has nothing to do with 
robots.  It could be a part of a drawing program, a payroll package, or a word 
processor. 

For our first such example, we�ll start small and write a class that could be 
used as part of a gas pump.  Every gas pump must have a meter to measure 
the gas that is delivered to the customer.  Of course, simply measuring the gas 
is not enough.  We must also be able to get the measurement so we can dis-
play it on the gas pump.  Our meter will also be able to provide the following 
information: 
! the price of one unit of gas (the price per liter or price per gallon). 
! the octane level of the gas (a performance measure, typically between 

87 and 93). 
! a marketing name for that kind of gas (for example, �silver� or �ul-

tra�). 
! the total cost of the gas delivered to the customer. 
In addition, when one customer is finished and another one comes, we 

must be able to reset the measurements. 

Find The Code:   
variables2/enum 
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We�ll call this class a Meter.  To develop it, we�ll build on the testing 
strategies outlined in Section 7.1.1 and include a main method for testing.  An 
initial skeleton is shown in Listing 7-9.  It extends Object because a meter 
doesn�t seem to be based on any of the classes we�ve seen so far.  It includes a 
constructor with no parameters (so far), and a main method for testing pur-
poses.  The main method creates a new Meter object, but there is nothing to 
test (yet). 

Listing 7-9:  Beginning the Meter class. 

 1 public class Meter extends Object 
 2 { 
 3  public Meter() 
 4  { super(); 
 5  }  
 6   
 7  // Test the class. 
 8  public static void main(String[] args) 
 9  { Meter m = new Meter(); 
 10  } 
 11 } 

 

We�ll proceed by repeating the following steps until we think we�re done with 
the class: 
! choose the simplest part of the description that we don�t have work-

ing and decide what method is required to implement it. 
! understand what the method is to do and give it a name. 
! write one or more tests to determine if the method is working cor-

rectly. 
! write code so that the method passes the tests. 

7.4.1 Implementing Accessor Methods 
Once again, we�ll use a question and answer style to get us started. 

 
Question What is the simplest part of the description that isn�t working? 

Answer Well, nothing is working, so we�re really just looking for the 
simplest thing to implement.  I think the first bullet in the de-
scription, to provide the price of one unit of gas, would be a 
good place to start.  

Question What is this method supposed to do?  
Answer Return the price of one unit of gas.  I guess that would be, for 

example, $0.855/litre or $2.00/gallon.  I think a good name for 
the method would be getUnitCost. 

Looking Ahead:  This is 
called �test-first develop-
ment�.  We�ll learn more in 
Section xxx. 
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Question How can we test if getUnitCost is working correctly? 
Answer We can add a statement in main that calls Test.ckEquals: 

Test.ckEquals(�unit cost�, 0.855, m.getUnitCost()); 

Question So, you�re assuming that gas costs 85½ cents per litre? 
Answer Yes. 

Question How would you implement getUnitCost so it passes this test? 
Answer It�s easy!  Just return the value.  I�ll even throw in the documen-

tation: 
 
/** Get the cost per unit of fuel. 
*  @return cost per unit of fuel */ 
public double getUnitCost() 
{ return 0.855; 
} 
 

A number with a decimal point like 0.855 can be stored in a 
variable of type double, so that will be the return type of the 
method. 

Question Aren�t you assuming that gas is always 85½ cents per litre?  
What if the price goes up or down?  Or what if the gas pump 
can deliver three different grades of gasoline?  Surely they 
wouldn�t all have the same price. 

Answer I see your point.  Somehow we need to make it so that each 
Meter object can have its own price for the gas, just like each 
Robot object could have its own avenue and street.  To test that, 
we would want to have two Meter objects, each with a different 
price: 

Test.ckEquals(�Cost 1�, 0.855, m1.getUnitCost()); 
Test.ckEquals(�Cost 2�, 0.899, m2.getUnitCost()); 

It sounds like we need to have an instance variable to store the 
unit price. 

Question Suppose you had an instance variable.  How would you initialize 
it? 

Answer Well, it couldn�t be where the instance variable is declared be-
cause then we�re right back where we started � each Meter ob-
ject would always have the same price for its gas.  I guess we�ll 
have to initialize it in the constructor.  I think that means the 
constructor requires a parameter so the price can be specified 
when the Meter object is created. 
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Putting these observations together results in the class shown in Listing 
7-10.  It adds an instance variable, uCost, at line 5 to remember the unit cost 
of the gas for each Meter object.  The instance variable is initialized at line 11 
using the parameter variable declared in line 9.  In line 22, the value 2.00 is 
passed to the Meter constructor.  This value is copied into the parameter 
variable unitCost declared in line 9.  The value in unitCost is then copied 
into the instance variable in line 11.  The value is stored in uCost for as long 
as the object exists (or it is changed with an assignment statement). 

Finally, the contents of uCost are returned at line 17 each time getUnit-
Cost is called.  

Listing 7-10:  A partially completed Meter class. 

 1 import becker.util.Test; 
 2  
 3 public class Meter extends Object 
 4 { 
 5  private double uCost; 
 6   
 7  /** Construct a new Meter object. 
 8  * @param unitCost The cost for one unit (liter or gallon) of gas */ 
 9  public Meter(double unitCost) 
 10  { super(); 
 11   this.uCost = unitCost; 
 12  }  
 13   
 14  /** Get the cost per unit of fuel. 
 15  *  @return cost per unit of fuel */ 
 16  public double getUnitCost() 
 17  { return this.uCost; 
 18  } 
 19   
 20  // Test the class. 
 21  public static void main(String[] args) 
 22  { Meter m1 = new Meter(0.855); 
 23   Test.ckEquals("unit cost", 0.855, m1.getUnitCost()); 
 24   Meter m2 = new Meter(0.899); 
 25   Test.ckEquals("unit cost", 0.899, m2.getUnitCost()); 
 26  } 
 27 } 

 

Two other parts of the requirements, getting the octane level and getting 
the marketing name follow a very similar strategy.  The difference is that they 
will use an integer and a String, respectively.  See Listing 7-11 for their im-
plementations. 
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7.4.2 Implementing A Command/Query Pair 
Question So, how are you going to implement the actual measurement of 

the gas?  Wasn�t the point of the Meter class to measure how 
much gas is delivered to a customer? 

Answer Yes.  Somehow, it seems we will need to find out when the 
pump is actually pumping gas � and how much.  You know, 
when the handle is only squeezed a little way, only a little gas 
flows from the pump into the car.  But when you squeeze the 
handle all the way, a lot of gas flows. 

Question It sounds like the pump � the code that is going to be using your 
Meter class � needs to call a method every time a little bit of gas 
is pumped.  Does it get called repeatedly? 

Answer Yes, and it needs to tell how much gas was pumped in that time.  
The job of the Meter object is to keep track of all those little 
bits of gas that are pumped. 

Question I�m getting confused.  Can you explain it another way? 
Answer Sure.  Think of a real pump.  It has a motor to pump the gas.  

Every time the motor goes around, some gas is pumped.  How 
much, depends on the speed of the motor.   
In our system, it�s as if the motor called a method in the Meter 
class every time it turns.  Furthermore, it will tell that method 
how much gas it pumped.  If the motor is turning slowing, it will 
be only a tiny amount of gas; but if the motor is turning fast it 
will be more.  We�ll add up all those little bits of gas that are 
pumped to come up with the total delivered to the customer. 

Question What do you want to call this method that is called by the mo-
tor? 

Answer How about just calling it pump?  It will need a parameter, so the 
full signature is 

public void pump(double howMuch) 

It�s a command, not a query, so the return type is void. 
Question How would you test this method?  How will you know if it�s 

working correctly? 
Answer It�s like the move method in the Robot class.  To test it we had 

to have some queries:  getAvenue and getStreet.  For the 
Meter class we�ll need a query, something like getVolumeSold. 

Question How will that help you? 
Answer First, we�ll call pump to �pump� some gas.  Maybe we�ll call it 
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several times, just like the real pump would.  Then we�ll call 
getVolumeSold and make sure that the value it returns matches 
the amount we �pumped.�  We could put the following in the 
test harness: 

 
Meter m = new Meter(0.855); 
Test.ckEquals(�vol. sold�, 0.0, m.getVolumeSold()); 
m.pump(0.02); 
m.pump(0.03); 
m.pump(0.01); 
Test.ckEquals(�vol. sold�, 0.06, m.getVolumeSold()); 
 

Question How will you implement these methods? 
Answer Well, somehow we need to add up all those little bits of gas that 

get passed as a parameter to the pump command.  I�m thinking 
of using a temporary variable inside the pump command. 

Question Are you sure about that?  Doesn�t a temporary variable disap-
pear each time the method is finished, only to be recreated the 
next time the method is called?  Besides, how would 
getVolumeSold get access to a temporary variable? 

Answer You�re right!  We should use an instance variable.  They main-
tain a value even when a method is not being executed � and 
every method, including getVolumeSold � can access an in-
stance variable. 

Question Please recap the plan for me. 
Answer We�ll have an instance variable called volSold.  It will be initial-

ized to 0.0 when the Meter object is created.  Every time pump 
is called, it will add the value passed in the parameter variable to 
volSold.  Each time getVolumeSold is called, we�ll just return 
the current contents of the volSold instance variable. 

Question Sounds good.  What about resetting when a new customer 
comes?  That was another one of the requirements.  I think 
we�re also supposed to return the cost of the gas sold. 

Answer Those are both easy.  We�ll create a reset method that will sim-
ply assign 0.0 to the volSold instance variable.  A method 
named calcTotalCost can simply return the volume sold times 
the cost per unit.  Both of those values are stored in instance 
variables. 

Question And your plan for testing? 
Answer Much like the others.  We�ll set up a Meter object with a known 

unit price for the gas.  We�ll �pump� some gas and then call 
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getVolumeSold and calcTotalCost.  Then we can reset the 
pump and verify that the volume sold is back to 0. 

 
This plan is a good one and is implemented in Listing 7-11. 

Listing 7-11:  The completed code for the Meter class. 

 1 import becker.util.Test; 
 2   
 3 /** Measure the volume of fuel sold and calculate the amount owed by the 
 4 * customer, given the current fuel cost. 
 5 * 
 6 * @author Byron Weber Becker */ 
 7 public class Meter extends Object 
 8 { 
 9  private double uCost;    // unit cost 
 10  private double volSold = 0.0; // volume sold 
 11  private int octane;    // octane rating 
 12  private String label;    // marketing label 
 13    
 14  /** Construct a new Meter object. 
 15  * @param unitCost The cost for one unit (litre or gallon) of gas  
 16  *  @param octaneRating An integer related to the "performance" of the fuel;  usually  
 17  *     between 87 and 93. 
 18  *  @param theLabel A label for the fuel such as "Gold" or "Ultra". */ 
 19  public Meter(double unitCost, int octaneRating,  
 20        String theLabel) 
 21  { super(); 
 22   this.uCost = unitCost; 
 23   this.octane = octaneRating; 
 24   this.label = theLabel; 
 25  }  
 26    
 27  /** Get the cost per unit of fuel. 
 28  *  @return cost per unit of fuel */ 
 29  public double getUnitCost() 
 30  { return this.uCost; 
 31  } 
 32   
 33  /** Get the octane rating of the fuel. 
 34  * @return octane rating (typically between 87 and 93) */ 
 35  public int getOctane() 
 36  { return this.octane; 
 37  } 
 38   
 39  /** Get the label for this meter's fuel.  For example, "Gold" or "Ultra". 
 40  * @return this meter's fuel label */ 
 41  public String getLabel() 
 42  { return this.label; 
 43  } 
continued… 

 

Find The Code:   
variables2/gasPump/ 
Meter3.java 
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Listing 7-11 continued 

 44   
 45  /** Pump some fuel into a tank.  This method is called 
 46  * repeatedly while the "handle" on the pump is pressed. 
 47  * @param howMuch How much fuel was pumped since the last time this  
 48  *    method was called. */ 
 49  public void pump(double howMuch) 
 50  { this.volSold = this.volSold + howMuch; 
 51  } 
 52   
 53  /** Get the volume of fuel sold to this customer. 
 54  * @return volume of fuel sold */ 
 55  public double getVolumeSold() 
 56  { return this.volSold; 
 57  }  
 58   
 59  /** Calculate the total cost of fuel sold to this customer. 
 60  * @return price/unit * number of units sold */ 
 61  public double calcTotalCost() 
 62  { double tCost = this.uCost * this.volSold; 
 63   return tCost; 
 64  } 
 65    
 66  /** Reset the meter for a new customer. */ 
 67  public void reset() 
 68  { this.volSold = 0; 
 69  } 
 70    
 71  // Test the class. 
 72  public static void main(String[] args) 
 73  { Meter m1 = new Meter(2.00, 87, "Regular"); 
 74   Test.ckEquals("unit cost", 2.00, m1.getUnitCost()); 
 75   Meter m2 = new Meter(1.99, 87, "Regular"); 
 76   Test.ckEquals("unit cost", 1.99, m2.getUnitCost()); 
 77   Test.ckEquals("octane", 87, m2.getOctane()); 
 78   Test.ckEquals("label", "Regular", m2.getLabel()); 
 79    
 80   Meter m3 = new Meter(2.00, 87, "Regular"); 
 81   Test.ckEquals("volume sold", 0.0, m3.getVolumeSold()); 
 82   m3.pump(0.02); 
 83   m3.pump(0.03); 
 84   m3.pump(0.01); 
 85   Test.ckEquals("volume sold", 0.06, m3.getVolumeSold()); 
 86   Test.ckEquals("total cost", 0.06*2.00, m3.calcTotalCost()); 
 87   m3.reset(); 
 88   Test.ckEquals("after reset", 0.0, m3.getVolumeSold()); 
 89   Test.ckEquals("after reset", 0.0, m3.calcTotalCost()); 
 90  } 
 91 } 
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7.4.3 Interfaces 
The becker.xtras.gasPump package contains a graphical user interface that 
can be used with the Meter class to make a complete program that looks and 
feels more professional than you could produce on your own at this point in 
your programming education.  An image of the GUI is shown in Figure 7-10. 

This gas pump actually uses three instances of the Meter class � one for 
each of three different octane levels.  Of course, each level has its own price. 

The problem set refers to several such GUIs in the becker.xtras pack-
age.  A problem will often begin by directing you to explore the documenta-
tion for a particular package.  You may want to do that now for the gasPump 
package.  Go to http://www.learningwithrobots.com.  Navigate to 
�Software� and then �Documentation.�  In the large panel on the right, click 
on becker.xtras.gasPump.  You�ll see a brief description of each of the 
classes included in the package.  Scroll down and you�ll find an image of the 
graphical user interface and a sample main method that you can use to run 
the program (see Listing 7-12).   

Figure 7-10:  An image of the graphical user interface provided by the gasPump package. 
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Listing 7-12:  A sample main method to run our class (Meter) with the provided graphical 
user interface. 

 1 import becker.xtras.gasPump.*; 
 2  
 3 public class DemoGasPump extends Object 
 4 { 
 5  public static void main(String[] args)  
 6  { Meter silver = new Meter(0.819, 87, "Silver"); 
 7   Meter gold = new Meter(0.899, 89, "Gold"); 
 8   Meter platinum = new Meter(0.959, 93, "Platinum"); 
 9   
 10   GasPumpGUI gui = new GasPumpGUI( 
 11           silver, gold, platinum); 
 12  }  
 13 } 

 

Specifying Methods with Interfaces 
The graphical user interface class, GasPumpGUI, will not work with just any 
class.  It must somehow be assured that the Meter objects passed at lines 10 
and 11 have methods to get the price of the gasoline, the octane level, how 
much gas has been pumped to the current customer, and how much that 
gasoline is worth so that it can display this information to the user.  Further-
more, just having methods that perform these functions is not enough.  The 
methods must be named exactly as GasPumpGUI expects, return the expected 
types of values, and take the expected parameters, otherwise it won�t be able 
to call them. 

This is a common problem:  two classes need to work together, but they 
are written at different times and places and by different people.  Fortunately, 
Java provides a solution.  The person who writes the first class also provides a 
list of the methods it requires to be in the second class.  The list written by 
the author of GasPumpGUI includes the following: 

 
public double getUnitCost(); 
public double getVolumeSold(); 
public int getOctane(); 
public String getLabel(); 
public void reset(); 
public void pump(double howMuch); 
public double calcTotalCost(); 
 

This list, together with documentation, is put into a Java interface.  Unfor-
tunately, the word �interface� has two different meanings in this section.  
One meaning is �graphical user interface,� like the one shown in Figure 7-10.  
The other meaning � the one intended here � is a Java file used to guarantee 
that a class contains a specified set of methods. 

Key Idea:  A Java interface 
is used to guarantee the 
presence of specified 
methods. 
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310 Chapter 7 More on Variables and Methods 

The following is a complete interface, except for the documentation, and 
is similar to a class.  It has a name (IMeter) and must be in a file with the 
same name as the interface (IMeter.java).  The list of methods is enclosed 
in curly braces.  The differences are that an interface uses the keyword 
interface instead of class and does not extend a class2.  Finally, the list of 
methods has just the signatures and a semicolon � no method bodies.  Inter-
faces may also have constants, defined just as they would be defined in a 
class.  An interface should be documented like a class.  Documentation is 
omitted here to better show the essential structure. 

 
public interface IMeter 
{ 
 public double getUnitCost(); 
 public int getOctane(); 
 public String getLabel(); 
 public double getVolumeSold(); 
 public void reset(); 
 public void pump(double howMuch); 
 public double calcTotalCost(); 
} 

Implementing an Interface 
The last piece that ties all this together is to use IMeter.  The author of 
GasPumpGUI used it in at least one place � defining the type of object required 
by the constructor.  From the on-line documentation we know that the con-
structor�s signature is 

 
public GasPumpGUI(IMeter lowOctane, IMeter medOctane,  
         IMeter highOctane) 
 

Evidently, an interface can be used just like a class when it comes to declaring 
variables. 

The way we use IMeter is in the line that begins the definition of the 
Meter class: 

 
public class Meter extends Object implements IMeter 
 

It�s the last part � implements IMeter � that tells the Java compiler that our 
class must be sure to implement each and every method listed in IMeter and 
that the signatures must match exactly.  This phrase is also the part that al-
lows a Meter object to be passed to a GasPumpGUI object even though it says 
the parameter should be an IMeter object.  

                                                 
2 It is possible for an interface to extend another interface.  In fact, it can extend sev-

eral interfaces.  But that�s beyond the scope of this textbook. 

Key Idea:  An interface 
name can be used to de-
clare the type of a variable. 
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There is no required relationship between the names IMeter and Meter, 
although they are often similar.  Both names are chosen by programmers, but 
should follow conventions.  In the becker library, convention is for interface 
names to begin with I.  What follows the I should given an indication of the 
interface�s purpose.  The person implementing the Meter class can choose 
any name they want, of course, but following the usual conventions for nam-
ing a class. 

A class can implement as many interfaces as required, although imple-
menting more than one is fairly rare.  Simply list all the interfaces after the 
implements keyword, separating each one from the next with a comma. 

What happens if the Meter class omits one of the methods specified by 
IMeter, say calcTotalCost?  Depending on your Java compiler it might 
refer to a missing method or it might say that the class �does not override the 
abstract method calcTotalCost.� 

Developing Classes to a Specified Interface 
In a sense, we developed the Meter class in a backwards fashion.  We first 
wrote the class and then found out that it just happened to match the IMeter 
interface.  A more usual situation is one where we know, at the beginning, 
that we will be implementing a particular interface.  Suppose, for example, 
that our instructions were to develop a class to use with the graphical user 
interface in the becker.xtras.gasPump package.  As soon as we investi-
gated the package, we would know that we need to write a class implementing 
the IMeter interface. 

How should we proceed? 
Begin by creating a class with your chosen name and a main method to 

be used for testing.  Add the methods specified by the interface and a con-
structor that is implied by the main method shown in the documentation.  
For each method with a non-void return type, add a return statement � it 
doesn�t matter what value is returned � so the method will compile.  Such a 
method is called a �stub.�  Just following these clues results in the skeleton 
shown in Listing 7-13.  Finally, write tests and develop the methods, as we did 
earlier in this section. 

 

Looking Back:  A stub is a 
method with just enough 
code to compile.  Stubs 
were first discussed on 
page 116. 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 
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Listing 7-13:  Beginning the Meter class with methods required to implement IMeter. 

 1 import becker.xtras.gasPump.IMeter; 
 2  
 3 public class Meter extends Object implements IMeter 
 4 { 
 5  public Meter(double unitCost, int octaneRating,  
 6         String theLabel)  
 7  { super(); 
 8  } 
 9  
 10  public double getUnitCost() 
 11  { return 0.0; 
 12  } 
 13  
 14  public int getOctane() 
 15  { return 0; 
 16  } 
 17  
 18  public String getLabel() 
 19  { return �dummy�; 
 20  } 
 21  
 22  public void pump(double howMuch) 
 23  { 
 24  } 
 25  
 26  public double getVolumeSold() 
 27  { return 0.0; 
 28  } 
 29  
 30  public double calcTotalCost () 
 31  { return 0.0; 
 32  } 
 33  
 34  public void reset() 
 35  { 
 36  } 
 37  
 38  /** To use for testing. */ 
 39  public static void main(String[] args) 
 40  { Meter m = new Meter(2.00, 87, �Silver�); 
 41  } 
 42 } 

 

7.5 Class Variables and Methods 
So far we have studied instance variables, temporary variables, parameter 
variables, and constants, as well as methods.  We now need to look at vari-
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ables and methods that use the static keyword.  The result is that the vari-
able or method applies to the entire class rather than a single object. 

7.5.1 Class Variables 
Instance variables are always associated with a specific object.  Each Robot 
object knows which avenue and street it is on.  Each Meter object knows the 
price of the gas it is measuring. 

There is another kind of variable, a class variable (also called a static variable) 
that relates to the class as a whole rather than an individual object.  A class 
variable is declared using the static keyword and is used to store informa-
tion common to all the instances of the class. 

Consider an analogy:  suppose that people were objects and that all peo-
ple lived in the same town.  Some information is specific to each individual � 
their name, age, birth date, and so on.  This information is stored in instance 
variables.  But other information is known by everyone � the current year, the 
name of the town, the name of the mayor, whether the sun is up, and so on.  
In this situation it doesn�t make sense for each and every person object to 
have their own instance variable to store the year.  Using a class variable, the 
year is stored only once but is still accessible to each person object.  Using an 
instance variable, there are as many copies of the year as there are person ob-
jects. 

A class variable is declared like an instance variable, but includes the 
static keyword: 

 
public class Person extends Object 
{ ... 
 private int birthYear; 
 private static int year;  // a class variable 
 ... 
} 
 

Inside the class, a class variable can be accessed using the name of the 
class, this, or just by name.  For example, here are three different implemen-
tations of the method getAge: 
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public int getAge() 
{ return Person.year – this.birthYear; 
} 
 
public int getAge() 
{ return year – this.birthYear; 
} 
 
public int getAge() 
{ return this.year – this.birthYear; 
} 
 

Of these three, the first is preferred because it is clear that year is a class 
variable.  The second example is probably the most common because it saves 
a few keystrokes (this could also be omitted for birthYear).  Accessing the 
year with this.year strongly implies that year is an instance variable and is 
discouraged. 

A method may also change a class variable.  For example, the following 
method could be used on January 1st: 

 
public void incrementYear() 
{ Person.year = Person.year + 1; 
} 
 

The effect of this is to change the year for every Person object � and it�s 
accomplished with only one method call. 

Class variables are created and initialized before a class is first used.  They 
are set up even before the first object is created for that class. 

Assigning ID Numbers 
One common use of class variables is to assign individual objects identifica-
tion numbers.  For example, suppose that we wanted each person to have a 
unique taxpayer identification number.  Obviously, if each person has a 
unique number, we need to store it in an instance variable.  A class variable is 
used to make it unique.  Here�s how: 
! Declare a class variable to store the ID number to assign to the next 

Person object created. 
! In the constructor: 
! assign the ID number using the class variable. 
! increment the class variable in preparation for assigning the next 

number. 

Key Idea:  Access a class 
variable by using the name 
of the class containing it. 
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public class Person extends Object 
{ ... 
 private int taxID; 
 private static int nextTaxID = 1000000; // first id is 1000000 
 ... 
 
 public Person(String name) 
 { super(); 
  this.taxID = Person.nextTaxID; 
  Person.nextTaxID = Person.nextTaxID + 1; 
  ... 
 } 
} 
 

With this scheme, every time a Person object is created it is assigned a 
tax ID number.  Because nextTaxID is a class variable and is incremented as 
soon as it has been assigned, the next Person object constructed will receive 
the next higher number. 

7.5.2 Class Methods 
The static keyword can also be applied to methods.  Doing so involves a 
tradeoff.  On the one hand, such a method can not access any instance vari-
ables or call any methods that are not also declared static.  On the other hand, 
static methods can be called using only the name of the class.  Because no 
object is needed, this makes them easier to use. 

We can use two methods in the previous section as examples.  The 
method getAge can not be a class method because it accesses an instance 
variable.  However, incrementYear is a perfect candidate because it accesses 
only a class variable.  To make it into a class method, simply add the static 
keyword: 

 
public static void incrementYear() 
{ Person.year = Person.year + 1; 
} 
 

With this change, the year can be incremented like this: 
 
Person.incrementYear(); 
 

This works even if no Person objects have been created yet.  Using a 
specific object, for example john.incrementYear() also works but using 
the class name is preferred because it tells the reader that incrementYear 
applies to the entire class. 

Key Idea:  Static methods 
can not use instance vari-
ables or non-static meth-
ods. 
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Math class 
One of Java�s provided classes, java.lang.Math, contains only class meth-
ods.  For example, consider a method to calculate the maximum of two num-
bers: 

 
public static int max(int a, int b) 
{ if (a > b) 
 { return a; 
 } else 
 { return b; 
 } 
} 
 

The method does not use any instance variables.  The method needs 
nothing except its parameters to do its job.  In fact, all of the methods in the 
Math class are like this.  The Math class does not have any instance variables 
and so all of the methods are static.  Thus all of the methods are called using 
the class name, Math, as a prefix.  For example,   

 
int m = Math.max(0, this.getAge()); 
 

One of the most fun methods in the Math 
class is random.  Each time it is called it returns a 
random3 number greater than or equal to 0 and 
less than 1.  When called repeatedly, the sequence 
of numbers appears to be random.  The first 10 
numbers returned in one experiment are shown 
in Figure 7-11  

This method can be used to simulate a mal-
functioning robot, as shown in Listing 7-14.  
Each time move is called, a random number is 
obtained.  Depending on the value of that num-
ber, the robot will either move as it is supposed 
to or turn before it moves. 

                                                 
3 These numbers appear to be random, but are not.  If the numbers really were ran-

dom, the next random number could not be predicted.  The next number in these 
sequences can be predicted.  For that reason they are called �pseudorandom.� 

Figure 7-11:  A sequence of 10 
pseudorandom numbers. 

0.425585145743809 
0.49629326982879207 
0.4467070769009338 
0.23377387885697887 
0.33762066427975934 
0.25442482711460535 
0.9986103921074468 
0.9822012645708958 
0.420499613228824 
0.22309030308848088 
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Listing 7-14:  Simulating a malfunctioning robot. 

 1 import becker.robots.*; 
 2  
 3 /** Simulate a malfunctioning robot. 
 4 * 
 5 * @author Byron Weber Becker */ 
 6 public class BustedBot extends RobotSE 
 7 { 
 8  private static final double leftThreshold = 0.10; 
 9  private static final double rightThreshold = 0.90; 
 10   
 11  public BustedBot(City c, int ave, int str, int dir) 
 12  { super(c, ave, str, dir); 
 13  } 
 14   
 15  /** Override move to sometimes move incorrectly. */ 
 16  public void move() 
 17  { double rand = Math.random(); 
 18   if (rand <= BustedBot.leftThreshold) 
 19   { this.turnLeft(); 
 20   } else if (rand >= BustedBot.rightThreshold) 
 21   { this.turnRight(); 
 22   } 
 23   super.move(); 
 24  } 
 25 } 

 

7.6 Patterns 

7.6.1 Query 
Problem:  Clients need to obtain information from an object to use in an 
expression.  Expressions are used in assignment statements, tests for if, 
while or for statements, or as parameters to methods. 
Solution:  Write a query for each piece of information clients require.  Each 
query will use a return statement to return the information to the client.   

The general form is 
 
public «returnType» «methodName»() 
{ ... 
 return «expression»; 
} 
 

For example, a credit card object that has an instance variable named 
balance might have a query to find out how much the card�s owner owes:  
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public double getBalance() 
{ return this.balance; 
} 
 

This example returns the result of a very trivial expression, 
this.balance.  It is also possible to return the results of a much more com-
plex expression.   
Consequences:  Queries make information available to clients in a con-
trolled manner.  Uncontrolled access, which Java allows, eventually leads to 
code that is hard to understand, hard to maintain, and hard to demonstrate its 
correctness. 

7.7 Concept Map 
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7.8 Problem Set 
Written Exercises 
7.1 For each of the following situations, what would be the best choice(s) 

for the variable�s type?  Answer with one or more of int, double, char, 
boolean, String, or an enumeration defined by a programmer. 
a. Store the current temperature. 
b. Store the most recent key typed on the keyboard. 
c. Store a compass heading such as �north� or �southeast�. 
d. Store the height of your best friend. 
e. Pass the Dewey decimal number of a book to a method. 
f. Store whether a recording is on cassette, CD, or a vinyl record. 
g. Store the name of a company. 
h. Store the month of the year. 
i. Store the number of books in your school�s library. 
j. Store the area of your room. 
k. Store the title of your favorite novel. 
l. Pass a person�s admission category for the local museum (one of 

�Child�, �Adult� or �Senior�) to a method. 
7.2 On page 226 it was explained that a SimpleBot must extend Paintable 

to guarantee to the compiler that it had a paint method.  Could 
Paintable have been an interface instead of a class?  If so, explain what 
changes to Paintable and SimpleBot would be required. 

Programming Exercises 

Programming Projects 
7.3 Explore the documentation for becker.xtras.comboLock.  Write a 

class named CombinationLock that implements the IComboLock inter-
face.  Run it with the graphical user interface provided in becker.-
xtras.comboLock.ComboLockGUI.  The result should be as shown in 
Figure 7-12.  (Hint:  This is considerably easier than the gas pump ex-
ample.) 
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7.4 Implement a Counter class that could be used as part of the admission 
program for a carnival.  A Counter object will keep track of how many 
people have entered the carnival so far.  Each time a person enters, the 
increment method will be called.  A query, getCount, will return the 
number of people who entered so far.  A command, reset, will resent 
the counter back to zero to begin counting the next day.  Write a main 
method to test your class. 

7.5 Implement a class, FuelUse to track the fuel use in an automobile.  The 
fillTank method is called each time fuel is added to the automobile.  It 
requires two parameters:  the amount of fuel added and the distance 
driven since the last time the tank was filled.  Provide two queries.  One, 
getMileage, returns the miles per gallon or litres per 100km (depending 
on your local convention) since record-keeping began.  The other query, 
getTripMileage, returns the miles per gallon or litres per 100km since 
the most recent invocation of the command resetTrip.  Write a main 
method to test your class. 

7.6 Explore the documentation for becker.xtras.grapher.  The provided 
graphical user interface, GrapherGUI, will display the graph of a mathe-
matical function when provided with a class that implements one of the 
interfaces Function, QuadraticFunction, or PolynomialFunction 
(see Figure 7-13).  
a. Write a class named FuncA that extends Object, implements 

Function, and evaluates sin(x) + cos(x). 
b. Write a class named FuncB that extends Object, implements Quad-

raticFunction, and evaluates cbxax ++2 . 

 
Figure 7-12:  A virtual combination lock. 
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7.7 Write a class named Time that stores the time of day in hours and min-
utes.  It should provide a constructor that can initialize the object to a 
specific time of day, and accessor methods getHour, getMinute, and 
getMeridiem.  The last accessor method returns a value for �a.m.� if 
the time is before noon and �p.m.� if the time is between noon and 1 
minute before midnight.  Use an enumerated type if you can;  a String 
otherwise.   
Include four methods:  addHour() and addMinute() to add a single 
hour and minute, respectively;  and addHours(int n) and 
addMinutes(int n) that each add the specified number of hours or 
minutes.  Write a main method to test your work. 

7.8 Write a class named Account.  Each Account object has an account 
owner such as �Suelyn Wang� and an account balance such as $349.12.  
Add an appropriate constructor and methods with the following signa-
tures: 

public int getBalance() 
public String getOwner() 
public void deposit(double howMuch) 
public void withdraw(double howMuch) 
public void payInterest(double rate) 

The last method adds one month�s interest by multiplying rate times 
the current balance divided by 12 and adding the result to the current 
balance.  Write a main method to test your work. 

 
Figure 7-13:  Graphing a mathematical function. 
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7.9 Extend the harvester robot from Section 3.2.7, page 122,  to pick up all 
the things on each intersection (there may be 0, 1 or many), and count 
the total number of things it collects.  Make the total available to the ro-
bot�s client with a query.  Write a main method to test your class. 

7.10 Write a class named DistanceBot which extends Robot.  It will have a 
query named totalDistance that returns the total distance traveled by 
the robot so far.  A second query, tripDistance, returns the distance 
traveled since the �trip� was started by a call to resetTrip.  Test your 
class. 

7.11 Explore the documentation for becker.xtras.radio.  Write two 
classes, one named RadioTuner that extends Radio and implements the 
ITuner interface, and another named Main that runs the program.  The 
result should be similar to Figure 7-14.  The graphical user interface will 
use RadioTuner to keep track of the current frequency, to search up and 
down for the next available frequency, and to remember up to five pre-
set frequencies. 

 
Figure 7-14:  The graphical user interface for an AM/FM radio. 

 

 
 

 
 

 



 

8 Collaborative Classes 

8 
Author�s Do-list: 
Write the chapter! 
Where should a discussion of 
scoping go?  Is visibility at the 
right place? 

So far our programs have focused on a single class.  Almost any 
program of consequence, however, will involve at least several 
classes that work together � collaborate � to solve the problem. 

In fact, most of our programs have already had this property.  
The Robot class collaborates with City and Intersection 
objects, even though we haven�t had to be concerned about that.  
In Chapter 7, the GasPumpGUI class collaborated with the 
Meter class that we wrote.  Any class that performs input with a 
TextInput object or output with System.out.println is 
collaborating with another class. 

In this chapter we want to be more intentional about a 
particular kind of collaboration:  when one object has a reference 
to another object.  We will also investigate the advantages (and the 
dangers) of passing reference variables as parameters and return-
ing them from queries. 

Chapter Objectives 
After studying this chapter, you should be able to 
! write a class that uses references to an object with instance variables, 

parameter variables, and temporary variables. 
! draw class diagrams depicting collaborating classes. 
! explain how reference variables are different from primitive variables. 
! explain what an alias is and what dangers arise from aliasing. 
! write code that compares two objects for equality and write a .equals 

method to do the comparison. 
! write a method that provides an exact duplicate of an object. 
! use interface types when you write a class. 
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8.1 Example: Modeling a Person 
A Person class might be useful in many kinds of programs.  Payroll systems, 
student information systems, airline reservation systems, tax preparation pro-
grams, and programs to track genealogies all maintain information about 
people and might use a Person class. 

In this section we will develop a simple Person class, first as a single class 
using the techniques we�ve seen so far, but then using collaborating classes.  
There is much to learn about using collaborating classes, but it�s worth it!  
Complex concepts can be modeled more easily using collaborating classes 
because they can divide up the work. 

Our simple Person class will be oriented towards a government birth 
registry application and will model a person�s name, mother, father, birth 
date, and death date.  Of course, it will need a constructor, and some accessor 
methods.  We�ll also be interested in a getAge method.  If the person has 
already died, it will return their age at death;  otherwise, getAge returns their 
age as of the current date.  The method returns the age in days. 

8.1.1 Using a Single Class 
Building on what we have already learned, it�s not hard to imagine how a 
Person class could be constructed.  A suggested class diagram is shown in 
Figure 8-1 and an initial test harness is shown in Listing 8-1. 

Listing 8-1:  The beginnings of a test harness for the Person class. 

 1 import becker.util.Test; 
 2  
 3 public class Person extends Object 
 4 { 
 5  // instance variables and methods omitted 
 6   
 7  // test the class 
 8  public static void main(String[] args) 
 9  { Person p = new Person("Joseph Becker",  
 10       "Jacob B. Becker", "Elizabeth Unruh", 1900, 6, 14); 
 11  
 12   p.setDeathDate(1901, 6, 14); 
 13   Test.ckEquals("exactly 1 year", 365, p.getAge()); 
 14   p.setDeathDate(1901, 6, 13); 
 15   Test.ckEquals("1 year less a day", 364, p.getAge()); 
 16   p.setDeathDate(1902, 6, 15); 
 17   Test.ckEquals("2 years plus a day", 365*2+1, p.getAge()); 
 18  } 
 19 } 
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All of the methods shown in 

the class diagram should be easy to 
write and test with the exception of 
getAge.   The test harness chooses 
several easy ages to calculate � ex-
actly 1 year old, a year less one day 
and a 2 years plus a day.  There are 
certainly many other combinations 
that would be worth testing, but 
these three make a good start.  

After considerable thought, we 
might come up with pseudocode for 
getAge that appears to solve the 
problem: 

 
declare variables for end date 
if (not dead) 
{ set end date to today’s date 
} else 
{ set end date to death date 
} 
 
days = 0 
for each full year lived 
{ days = days + days in the year (remember leap years!) 
} 
 
daysLivedInFirstYear = # days between birth date and Dec 31 
daysLivedInLastYear =  # days between Jan 1 and end date 
return days + daysLivedInFirstYear + daysLivedInLastYear 
 
This is a complicated algorithm!  Not only is this part complicated, but 

there are problems that haven�t even been solved yet such as finding the 
number of days between Jan 1 and a given date, getting today�s date and de-
termining if a year is a leap year.  This is a good time to consider that perhaps 
this problem has been solved before.  Dealing with dates is, after all, a fairly 
common activity. 

8.1.2 Using Multiple Classes 
There are, in fact, classes to deal with dates.  One is GregorianCalendar in 
the package java.util.  It is rather complex to use, however.  A simpler 

Figure 8-1:  A suggested class diagram for the 
Person class. 

Person
-String name
-String mother
-String father
-int birthYr
-int birthMth
-int birthDay
-int deathYr
-int deathMth
-int deathDay
+Person(String aName,
      String dad, String mom,

int bYear, int bMonth, int bDay)
+int getAge( )
+String getFather( )
+String getMother( )
+String getName( )
+void setDeathDate(int dYear,

int dMonth, int dDay)
 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

326 Chapter 8 Collaborative Classes 

version is found in becker.util and is called DateTime.  We�ll use this class 
to simplify our implementation of Person. 

The DateTime Class 
One possible class diagram for 
DateTime is shown in Figure 8-2.  It�s 
a bit abbreviated because, as the name 
implies, the class also handles time.  
This aspect has been omitted from the 
class diagram. 

Using this class is fairly straight-
forward.  The first constructor creates 
an object corresponding to the current 
date.  The second one allows you to 
create an object for a specific date.  
The add methods allow the date to be 
adjusted, either forward or backward in 
time.  The daysUntil method calcu-
lates the number of days between two 
dates. Listing 8-2 shows a simple pro-
gram to calculate and print Luke�s age, 
in days.  It uses both constructors and 
the query daysUntil to calculate the 
number of days from Luke�s birthday 
until the current date.  Because the 
number of days until a specified date could be large, daysUntil returns a 
long integer. 

Running this program on the day this paragraph was written gives an an-
swer of 5,009 days. 

Listing 8-2:  A simple program to calculate and print someone�s age, in days. 

 1 import becker.util.DateTime; 
 2  
 3 public class Main extends Object 
 4 { public static void main(String[] args)  
 5  { 
 6   DateTime lukesBD = new DateTime(1990, 10, 1); 
 7   DateTime today = new DateTime(); 
 8    
 9   long daysOld = lukesBD.daysUntil(today); 
 10   System.out.println("Luke is " + daysOld + " days old."); 
 11  }  
 12 } 

 

Figure 8-2:  A class diagram for DateTime.

DateTime
-int year
-int month
-int day
+DateTime( )
+DateTime(int yr, int mth, int day)
+void addYears(int howMany)
+void addMonths(int howMany)
+void addDays(int howMany)
+long daysUntil(DateTime d)
+boolean equals(Object obj)
+int getYear( )
+int getMonth( )
+int getDay( )
+boolean isAfter(DateTime d)
+boolean isBefore(DateTime d)
+String toString( )

Looking Ahead:  Problem 
8.1 asks you to write a 
program to calculate when 
this paragraph was written. 

Find The Code:   
classes/lukesAge 
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Re-implementing the Person Class 
Using the DateTime class we can replace six instance variables in our original 
class with only 2 � one to represent the birth date and another to represent 
the death date.  Besides eliminating instance variables, some of the code from 
the Person class can now be delegated to the DateTime class.  This is like a 
high-level manager delegating work to one of her employees.  It can make 
more effective use of the resources available. 

This delegation of work occurs at line 32 of Listing 8-3.  The getAge 
method makes use of the daysUntil method in DateTime by calling 
this.birth.daysUntil.  It�s just like calling luke.daysUntil (line 9, 
Listing 8-2) except that luke was a temporary variable within the main 
method.  Here, we use this to access the instance variable referring to the 
DateTime object.  In both cases we are asking a DateTime object to perform 
a service on our behalf � and if DateTime can do it for us, we don�t have to 
do it ourselves! 

But we�re getting ahead of ourselves.  Lines 9 and 10 of Listing 8-3 show 
the declaration of the two DateTime objects to store the birth and death 
dates.  They are just like any other instance variable declaration except that 
instead of a primitive type such as int, they use the name of a class. 

Listing 8-3:  An implementation of Person that collaborates with the DateTime class. 

 1 import becker.util.Test; 
 2 import becker.util.DateTime; 
 3  
 4 public class Person extends Object 
 5 { 
 6  private String name;   // person's name 
 7  private String mother;  // person's mother's name 
 8  private String father;  // person's father's name 
 9  private DateTime birth;  // birth date 
 10  private DateTime death;  // death date (null if still alive) 
 11    
 12  /** Construct a new person with the given information. */ 
 13  public Person(String aName, String mom, String dad,  
 14       int bYear, int bMonth, int bDay) 
 15  { super(); 
 16   this.name = aName; 
 17   this.mother = mom; 
 18   this.father = dad; 
 19    
 20   this.birth = new DateTime(bYear, bMonth, bDay); 
 21   this.death = null; 
 22  }  
 23   
continued... 

 

Key Idea:  Collaborative 
classes is all about getting 
someone else to do the 
work. 

Find The Code:   
classes/collaborativePerson 
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Listing 8-3  continued 

 24    public int getAge() 
 25    {  DateTime endDate; 
 26       if (this.death == null) 
 27       {  endDate = new DateTime(); // current date 
 28       } else 
 29       {  endDate = this.death; // death date 
 30       } 
 31      
 32       return (int)this.birth.daysUntil(endDate); 
 33    } 
 34  // Accessor methods omitted 
 35  
 36  public void setDeathDate( 
 37        int dYear, int dMonth, int dDay) 
 38  { this.death = new DateTime(dYear, dMonth, dDay); 
 39  } 
 40   
 41  // test the class 
 42  public static void main(String[] args) 
 43  { Person p = new Person("Joseph Becker", "Jacob B. Becker", 
 44     "Elizabeth Unruh", 1900, 6, 14); 
 45      
 46   p.setDeathDate(1901, 6, 14); 
 47   Test.ckEquals("exactly 1 year", 365, p.getAge()); 
 48   p.setDeathDate(1901, 6, 13); 
 49   Test.ckEquals("1 year less a day", 364, p.getAge()); 
 50   p.setDeathDate(1902, 6, 15); 
 51   Test.ckEquals("2 years plus a day", 2*365 + 1, p.getAge()); 
 52        
 53   // not dead yet 
 54   DateTime yesterday = new DateTime(); 
 55   yesterday.addDays(-1); 
 56   p = new Person("Joseph Becker", "Jacob B. Becker", "Eliz. Unruh", 
 57                 yesterday.getYear(), yesterday.getMonth(), 
 58                 yesterday.getDay()); 
 59   Test.ckEquals("Not dead yet", 1, p.getAge()); 
 60  } 
 61 } 

 

The initialization of these variables occurs at lines 20 and 21.  The form 
of the first one is just like all the objects we�ve constructed except that we use 
this to access the instance variable that is assigned the new value.  Like other 
instance variables, the declaration and initialization can be combined if the 
initial value is known when the class is written.  

We say these variables �refer� to an object rather than contain the object 
themselves.  This is a subtlety that we�ll explore in detail in Section 8.2.  Until 
then, we�ll use the language for accuracy even though it hasn�t been fully ex-
plained. 

Key Idea:  Variables refer 
to objects rather than con-
taining them. 
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Null Values 
Line 21 addresses the issue of what to do with a person who hasn�t died yet.  
A special value, null, can be assigned to a variable instead of an object.  It 
means that the variable does not refer to any object at all. 

A variable can be tested to see if it is or is not null using the == and != 
operators.  One of these is shown in line 26.  If the death date is null, the 
person is still alive and the temporary variable endDate is set to the current 
date.  Otherwise, endDate is set to the date the person died.  

Null values can lead to huge headaches for beginning and experienced 
programmers alike.  The problem stems from assuming the variable refers to 
an object when it does not.  For example, suppose you wanted to know how 
many days ago a person died.  A very natural approach is to add the following 
method to Person: 

 
public int daysSinceDeath() 
{ DateTime today = new DateTime(); 
 return (int) this.death.daysUntil(today); 
} 
 

If death refers to a DateTime object, this works as desired.  However, if 
death contains null, executing this code will result in a NullPointer-
Exception.  An exception stops the program and prints a message that con-
tains helpful information for finding the problem.  Adding a line that calls 
daysSinceDeath to the main method in Listing 8-3 results in 

 
Exception in thread "main" java.lang.NullPointerException 
        at Person.daysSinceDeath(Person.java:53) 
        at Person.main(Person.java:75) 
 

This message says that the problem was a NullPointerException 
(which means we tried to use a null value as if it referred to an object).  Fur-
thermore, it tells us that it occurred in the method daysSinceDeath which is 
in the file named Person.java at line 53.  If we�re curious about how the 
program came to be executing daysSinceDeath in the first place, the subse-
quent line(s) trace the execution all the way back to the main method. 

8.1.3 Diagramming Collaborating Classes 
We have used class diagrams regularly to give an overview of an individual 
class.  These diagrams can also be used to show the relationships between 
collaborating classes.  In fact, we�ve already seen class diagrams with one kind 
of collaborating classes:  when we extended one class to form a new one with 
additional capabilities  (see pages 58 and 137).  In that situation, we generally 

Key Idea:  Use null when 
there is no object for the 
variable to refer to. 

Key Idea:  Variables con-
taining null can�t be used 
to call methods. 

Key Idea:  Exceptions give 
lots of useful information to 
help find the error. 

Key Idea:  Class diagrams 
can show the relationships 
between collaborating 
classes. 
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place the superclass above the subclass and connect the two with a closed 
arrow pointing to the superclass.  A generic example is shown in Figure 8-3. 

However, the Person class does not extend 
DateTime (nor is the reverse true), and so we use 
a different diagramming convention.  This con-
vention uses an open-headed arrow from one 
class to the other.  The �tail� of the arrow is the 
class containing the instance variable and the 
�head� of the arrow is the class representing the 
variable�s type.  Usually the classes are drawn 
side-by-side, if possible.  A class diagram for the 
Person class in Figure 8-4 serves as an example. 

Another feature of the diagram is the multi-
plicity near the arrowhead.  The fact that each 
Person object uses at least one but no more than 
two DateTime objects is shown with the 1..2 in 
the diagram.  A class diagram will show each class 
only once, no matter how many objects are actu-
ally created using the classes.  In general, the first number is the minimum 
number of objects that will be used and the second number is the maximum 
that will be used in the running program. 

 

Figure 8-3:  A class diagram 
showing two classes collaborat-
ing via inheritance. 

Superclass
attributes

methods

Subclass
attributes

methods
 

Figure 8-4:  A class diagram for the Person class showing its collaboration with DateTime.

Person
-String name
-String mother
-String father
-DateTime birth
-DateTime death
+Person(String aName,
      String dad, String mom,

int bYear, int bMonth,
int bDay)

+int getAge( )
+String getFather( )
+String getMother( )
+String getName( )
+void setDeathDate(int dYear,

int dMonth, int dDay)

DateTime
-int year
-int month
-int day
+DateTime( )
+DateTime(int yr, int mth, int day)
+void addYears(int howMany)
+void addMonths(int howMany)
+void addDays(int howMany)
+long daysUntil(DateTime d)
+boolean equals(Object obj)
+int getYear( )
+int getMonth( )
+int getDay( )
+boolean isAfter(DateTime d)
+boolean isBefore(DateTime d)
+String toString( )

1..2
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Other multiplicities are common.  1 is an abbreviation for 1..1 and 
means that exactly one object is used.  An asterisk (*) is used to mean 
�many�.  An asterisk by itself is an abbreviation for 0..* � �anywhere from 
none to many.�  If there will always be at least one but possibly many, use 
1..*. 

The extends relationship, as shown in Figure 8-3, never includes a multi-
plicity. 

Clients and Servers 
In Section 1.1.2, page 4, we briefly discussed the terms client and server.  Here 
we see those roles depicted graphically.  The arrow goes from the client to the 
server.  The client, Person, is the one that requests a service such as find the 
days until another date.  The server, DateTime, is the class or object that per-
forms the service. 

“Is-a” vs. “Has-a” 
How do you know which diagramming convention to use?  If you already 
have the Java code, it�s easy.  If the code says public class X extends Y, 
use the �is-a� relationship shown in Figure 8-3.  If the class has an instance 
variable referring to an object, use the �has-a� relationship shown in Figure 
8-4. 

�Is-a� comes from the sentence �An X is a kind of Y.�  For example, �a 
harvester robot is a kind of robot� (see Listing 3-3) or �a lamp is a kind of 
thing� (see Listing 2-6).  Other examples include �a circle is a kind of shape,� 
�an employee is a kind of person,� and �an automobile is a kind of vehicle.�  
Given two classes, if a sentence like these make sense, then using extends 
and a diagram like Figure 8-3 is often the right thing to do. 

On the other hand, it�s more often the case that �an X has a Y.�  In that 
case we use the �has-a� relationship, also called composition.  �A person has a 
birth date� or �a gas pump has a meter� or �an automobile has an engine.�  
Has-a relationships are implemented by adding an instance variable in the 
class that �has� something and is diagrammed similar to Figure 8-4. 

8.1.4 Passing Parameters 
Passing object references as parameters is like passing an integer.  Declare a 
parameter variable in the method�s declaration and pass it a reference to an 
object when the method is called.  For example, the setDeathDate method 
(lines 36-39 in Listing 8-3) could be overloaded with another version of 
setDeathDate that takes an object reference as a parameter: 

Looking Ahead:  We won�t 
need the * multiplicity until 
we study arrays in Chapter 
10. 

Looking Ahead:  We�ll look 
much more carefully at is-a 
relationships in Chapter 12. 

Looking Back:  Overloading 
means two or more meth-
ods with the same name 
but different types of pa-
rameters.  See page 245. 
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332 Chapter 8 Collaborative Classes 

 
public void setDeathDate(DateTime deathDate) 
{ this.death = deathDate; 
} 
 

Both this method and the original accomplish the same purpose:  assign-
ing a new DateTime object to the death instance variable.  The difference is 
in where the object is constructed.  In the original version the method re-
ceived the year, month, and day, and then constructed the object itself.  In 
this version the client constructs the object.  As shown in the following ex-
ample, the death date might be obtained from the user via the keyboard (lines 
5-13), the object constructed (line 15) and then set with the new method (line 
16): 

 
 1 Person p = new Person("Joseph Becker", "Jacob B. Becker", 
 2        "Elizabeth Unruh", 1900, 6, 14); 
 3 TextInput in = new TextInput(); 
 4 ... 
 5 System.out.print(�Death year: �); 
 6 int year = in.readInt(); 
 7 in.readLine(); 
 8 System.out.print(�Death month: �); 
 9 int month = in.readInt(); 
 10 in.readLine(); 
 11 System.out.print(�Death day: �); 
 12 int day = in.readInt(); 
 13 in.readLine(); 
 14  
 15 DateTime death = new DateTime(year, month, day); 
 16 p.setDeathDate(death); 

 

8.1.5 Temporary Variables 
We have been using temporary variables to refer to objects since our very first 
program.  In our first program we wrote 
 
 8   City prague = new City(); 
 9   Robot karel = new Robot(prague, 0, 1, Directions.EAST); 
 10   Thing theThing = new Thing(prague, 2, 1); 
 11   CityFrame frame = new CityFrame(prague); 
 

 We didn�t mention that prague, karel, theThing, and frame are all tempo-
rary variables referring to objects, but they are.  They can be used similarly in 
any method, not just main.  The thing to remember, however, is that tempo-
rary variables only exist while the method containing them is executing.  As 
soon as the method is finished, so are the temporary variables. 
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8.1.6 Returning Object References 
Finally, a query may return an object reference just as easily as it can return an 
integer.  For example, we could add a query to our Person class to get the 
person�s birth date.  Listing 8-4 shows an abbreviated version of the class. 

Listing 8-4:  An abbreviated version of the Person class showing getBirthDate. 

 4 public class Person extends Object 
 5 { ... // instance variables omitted 
 9  private DateTime birth;  // birth date 
 10  private DateTime death;  // death date (null if still alive) 
   ... 
 41  
42   public DateTime getBirthDate() 
 43  { return this.birth; 
 44  } 
 45 } 

 

A client could use this query to compare the ages of two persons, like 
this.  Assume that luke and caleb both refer to Person objects. 

 
 1 DateTime lukesBD = luke.getBirthDate(); 
 2 if (lukesBD.isBefore(caleb.getBirthDate()) 
 3 { System.out.println(�Luke is older.�); 
 4 } else if (caleb.getBirthDate().isBefore(lukesBD)) 
 5 { System.out.println(�Caleb is older.�); 
 6 } else 
 7 { System.out.println(�Luke and Caleb are the same age.�); 
 8 } 

 

In line 1, the getBirthDate query is used in a straightforward manner to 
assign a value to the temporary variable lukesBD.   

The isBefore query is used in line 2 to compare two dates � Luke�s birth 
date and Caleb�s birth date.  In this case Luke�s birth date is held in a tempo-
rary variable, but the value to use for Caleb�s birth date is obtained directly 
from the relevant Person object via our new query. 

Line 4 shows that the object reference returned by getBirthDate does 
not even have to be saved in a variable before it can be used to call a method.  
Read the statement left to right.  The first part, caleb, is a reference to a 
Person object.  Any such reference can be used to call the methods in the 
object, including getBirthDate.  This call returns a reference to a DateTime 
object.  Any such reference, whether it is stored in a variable or returned by a 
query, can be used to call methods in the DateTime class, including isBe-
fore.  This query returns a Boolean value, so no further method calls can be 
chained on to the end of this expression. 
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8.1.7 Section Summary 
In this section we�ve seen how to implement a class, Person, that collaborates 
directly with another class, DateTime.  This particular relationship is some-
times called the �has-a� relationship because a person has a birth date and a 
death date.  This relationship is also called �composition.� 

We have also seen that references to objects such as the birth date and 
death date can be used much like integers and other primitive types.  They 
can be used as instance variables, temporary variables, parameter variables, 
and they can be returned by queries. 

8.2 Reference Variables 
Throughout this previous section we have used phrases like �references to 
objects� and �object references.�  What do those phrases really mean?  

Consider again the program to calculate Luke�s age in days.  It appeared 
in Listing 8-2 and is reproduced in Listing 8-5.  We�ll focus on two variables, 
lukesBD and daysOld.  We know that a variable stores a value.  This was one 
of the basic concepts in Chapter 6 where variables were described as being 
like a box that has a name.  Inside the box is a value, such as 5009, that can be 
retrieved by giving the name of the variable. 

Listing 8-5:  A simple program reproduced from Listing 8-2. 

 1 import becker.util.DateTime; 
 2  
 3 public class Main extends Object 
 4 { public static void main(String[] args)  
 5  { 
 6   DateTime lukesBD = new DateTime(1990, 10, 1); 
 7   DateTime today = new DateTime(); 
 8    
 9   long daysOld = lukesBD.daysUntil(today); 
 10   System.out.println("Luke is " + daysOld + " days old."); 
 11  }  
 12 } 

 

At this point you might be imagining daysOld and lukesBD as some-
thing like the illustrations in Figure 8-5.  The �box� for daysOld holds the 
value 5009 and the �box� for lukesBD holds an object, represented as we 
have seen since Chapter 6. 

This is an accurate enough description for daysOld, but not for lukesBD.  
lukesBD is actually a reference variable, a variable that refers to an object rather 
than actually holding the object.  To understand what this means, we need to 
better understand the computer�s memory. 
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8.2.1 Memory 
Every computer has memory where it stores information.  This information 
includes values stored in variables like daysOld and lukesBD, objects, text, 
images, and audio clips.  Even the programs themselves are information 
stored in the computer�s memory. 

Memory is composed of many storage locations.  These are the �boxes� 
we�ve described that hold the information.  Each location has its own address, 
numbered consecutively beginning with 0.  The address is how the computer 
program identifies which memory location it should access.  Each variable 
name in the program is associated by the Java compiler with a specific mem-
ory address.  This is illustrated in Figure 8-6a.  It shows the variable daysOld 
associated with the memory address 5104.  In that location is the current 
value of daysOld, 5009.  Notice that every location has a value, even if it�s 0. 

Figure 8-6a:  Illustrating a variable storing a 
primitive type. 

 
Figure 8-6b:  Illustrating a reference variable. 

5102
5103

(daysOld) 5104
5105
5106
5107
5108
5109
5110

12
10160
5009
127
-49
0
0
0
0

 

 
5102

(luke) 5103
5104

10159
(year) 10160

(month) 10161
(day) 10162

10163

12
10160
5009

-19
1990

10
1

20

Figure 8-5:  A simplistic visualization of two variables. 

5009daysOld
DateTime

year 1990
month 10

day 1

lukesBD
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Now, the point of this discussion is that objects are handled differently 
than primitive types such as integers.  The variable lukesBD, for example, is 
associated with an address and its value is stored in a memory location just 
like daysOld.  However, that memory location does not store the object itself 
but the address of the object.  That is, it refers to the object.  An example is 
shown in Figure 8-6b.  Notice that the object takes up several memory loca-
tions � one for each of the three instance variables1. 

Why not simply associate lukesBD 
with the address of the object?  Why 
make lukesBD refer to the object in-
stead?  It�s really about efficiency � 
making the program run faster.  If you 
need to pass an object as a parameter, 
for example, it is faster to pass a refer-
ence than to pass the entire object. 

We can usually ignore addresses 
and memory locations.  We just need 
to remember that reference variables 
refer to an object instead of hold the 
object directly.  A simplified diagram, 
as shown in Figure 8-7 will be suffi-
cient to do this. 

It is often the case that references are held in an object.  This is exactly 
the case for the birth and death dates in a Person object.  In that case, we can 
diagram the objects as shown in Figure 8-8. 

8.2.2 Aliases 
One way that reference variables are different from primitive variables is that 
it is possible to have several variables refer to the same object.  For example, 
consider 

 
DateTime lukesBD = new DateTime(1990, 10, 1); 
DateTime annasBD = lukesBD; 

 

The results of this are shown in Figure 8-9.  In the second line, it�s the ad-
dress of the date object that is copied from lukesBD to annasBD.  Now both 
variables refer to the same object. 

 
                                                 
1 We are glossing over the fact that one location is only big enough to store a value 

between �128 and 127.  A larger number, such as occupied by an int or an ad-
dress, requires four locations.  Every int requires four locations, even if the actual 
value is between �128 and 127. 

Figure 8-7:  A simplified diagram showing an 
reference variable. 

DateTime

year: 1990
month: 10

day: 1

lukesBD

 

Key Idea:  Assigning refer-
ence variables copies the 
address from one to the 
other.  The object itself is 
not copied. 
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We can use either reference vari-

able to invoke the object�s methods.  
For example, executing the two state-
ments,  

 
lukesBD.addYear(1); 
annasBD.addYear(2); 
 

would change the date for this object 
from 1990 to 1993.   

Having two or more variables re-
fer to the same object is called aliasing 
and is not so different from humans 
with aliases.  For example, the Beatles 
drummer would presumably answer to 
either �Ringo Starr� or the name his 
parents gave him, �Richard Starkey.�   

The question is, why would you want two variables that refer to the same 
object?  The example shown above is admittedly silly and is rarely seen.  A 
closely related example, however, occurs all the time.  That is when a refer-
ence variable is passed as a parameter to a method.  Consider the method 

Figure 8-8:  An object with two instance variables referring to other objects. 

Person
name: "Joseph Becker"

mother: "Elizabeth Unruh"
 father: "Jacob B. Becker"

birth:
death:

DateTime

year: 1900
month: 6

day: 14
DateTime

year: 1982
month: 12

day: 14

joseph

 

Figure 8-9:  Assigning one reference vari-
able to another. 

DateTime
year 1990

month 10
day 1

lukesBD

annasBD
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public void adjustDate(DateTime d) 
{ d.addYear(2); 
} 

 
This method could be called like this: 

 
DateTime lukesBD = new DateTime(1990, 10, 1); 
 
lukesBD.addYear(1); 
this.adjustDate(lukesBD); 
 

While the method adjustDate is executing, both lukesBD and d refer to the 
same object!  When adjustDate is called, the value in the actual parameter, 
lukesBD, is copied into the formal parameter, d.  Once again, we have two 
variables that both contain the address of the same object.  Either one can be 
used to invoke the object�s methods and the net result of the three line pro-
gram, above, is that the object�s year, 1990, is changed to 1993. 

The Dangers of Aliases  (Advanced) 
Aliases can lead to some dangerous situations.  Consider the following code, 
where joseph and esther are both instances of Person.  They died 8 years 
apart. 

 
 1 DateTime death = new DateTime(1974, 1, 11); 
 2 esther.setDeathDate(death); 
 3 death.addYears(8); 
 4 joseph.setDeathDate(death); 

 

Evidently the programmer wants to avoid constructing a new DateTime 
object for some reason.  What is the effect of this code?  Both esther and 
joseph refer to the same DateTime object and therefore one of their death 
dates will be wrong!  In lines 1 and 2, esther�s death date is set correctly.  
However, in line 3 death is changed which inadvertently changes esther�s 
death date as well because they both refer to the same object.  Finally, the 
date is set for joseph, resulting in the situation shown in Figure 8-10 � a sin-
gle DateTime object that has three references to it and is shared by both 
esther and joseph. 

A similar danger can result from an accessor method that returns a refer-
ence.  The getBirthDate method (page 333) simply returns a reference to 
the relevant DateTime object.  Once the client has that reference, it could use 
it to reset the birth date � perhaps to a year that has not yet occurred! 

 
DateTime birth = joseph.getBirthDate(); 
birth.addYears(291);   
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A two line example makes the error very obvious, but such stupidity can 
be spread across many more lines of code and be far from obvious. 

There are measures you can take to protect your code from such situa-
tions.  First, you could verify that the object is immutable � it has no methods 
to change its state.  If the state can�t change, it doesn�t matter if the object is 
shared.  Unfortunately, DateTime is not immutable, so this approach won�t 
work here.  String, a very commonly used class, is immutable. 

Second, the methods could avoid accepting or returning references in the 
first place.  The first version of setDeathDate, which takes integer values for 
the year, month, and day, avoids this problem.  Instead of having getBirth-
Date return a reference, figure out why the client wants the reference.  For 
example, if the purpose is to change the birth date, provide an 
updateBirthDate method instead that performs integrity checks to ensure 
the new date is reasonable. 

A third approach, and probably the most common, is to hope that the 
object�s clients won�t do anything silly or malicious with the references.  In 
many situations, particularly if the program has been well-tested, this is good 
enough.  However, in safety-critical applications or an application that may be 
the target of fraud, this approach is not sufficient. 

The fourth, and safest approach, is to make a copy of the object.  For ex-
ample, setDeathDate could be implemented like this: 

Figure 8-10:  Two Person objects inadvertently sharing the same DateTime object. 

DateTime
year: 1982

month: 1
day: 11

death

Person
name: "Esther Unruh"
birth:

death:

esther

Person
name: "Joseph Becker"
birth:

death:

joseph
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public void setDeathDate(DateTime deathDate) 
{ this.death = (DateTime)deathDate.clone(); 
} 
 

The clone method is inherited from the Object class.  It makes an exact 
copy of the object that calls it.  Unfortunately, there are a number of technical 
details that can get in the way.  If you try this and the Java compiler says 
something about a CloneNotSupportedException, cloning will need to in-
volve details we haven�t covered yet. 

The getBirthDate method could be implemented similarly except that it 
returns a reference to the copy it makes. 

 
public DateTime getBirthDate() 
{ DateTime copy = (DateTime)this.birth.clone(); 
 return copy; 
} 

8.2.3 Garbage Collection 
Not only can an object have several variables referencing it, it might have 
none.  Consider the following situation, illustrated in Figure 8-11.  An object 
is created, but then its reference is assigned a new value.  The result is that the 
first object is an orphan;  there is no way to access the object because there are 
no references to it. 

 
DateTime lukesBD = new DateTime(1990, 10, 1); 
... 
lukesBD = new DateTime(1994, 1, 28); 
 

Orphans are undesirable.  They consume computer memory but cannot 
affect the running of the program because there is no way to access them.  To 
address this situation, the Java system will periodically perform garbage collec-

Figure 8-11:  An object with no references. 

DateTime
year 1994

month 1
day 28

DateTime
year 1990

month 10
day 1

lukesBD
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tion.  It scans the computer�s memory for orphaned objects, enabling the 
memory they consume to be reused again when new objects are allocated. 

8.2.4 Testing for Equality 
Testing two objects for equality is a bit tricky.  Suppose you have the situation 
shown in Figure 8-12a.  If you want to check whether Anna and Luke were 
both born on the same day, you might write  

 
if (annasBD == lukesBD) 
{ // what to do if they have the same birthday 
 

This is, after all, what you would write to compare two integer variables.  For 
example, if annasAge and lukesAge are two integer variables containing the 
ages of Anna and Luke, then  

 
if (annasAge == lukesAge) 
{ // what to do if they are the same age 
 

tests whether both variables contain the same value.  If they both contain 18, 
for example, the == operator returns true. 

The statement if (annasBD == lukesBD) also tests whether both vari-
ables contain the same value.  But, in this case, the values being compared are 
object references, not the objects themselves.  That is, the test will be true if 
annasBD and lukesBD both contain the same address in memory and thus 
refer to exactly the same object.  A situation where this is true is shown in 
Figure 8-12b.   

 
Sometimes this behavior is exactly what is needed.  For example, in 

Chapter 10, we will search lists of objects.  We may want to know if a specific 

Key Idea:  Comparing 
object references with == 
returns true if they refer to 
exactly the same object. 

Figure 8-12a:  annasBD == lukesBD returns false. 
 

Figure 8-12b: annasBD == lukesBD returns true. 

DateTime
year: 1990

month: 10
date: 1DateTime

year: 1990
month: 10

date: 1

annasBD

lukesBD

 

 

DateTime
year: 1990

month: 10
date: 1

annasBD

lukesBD
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object is in the list or not and a test containing == is the tool to use.  This ap-
proach to equality is called object identity. 

A Method to Test Equivalence 
In the case of comparing birth dates, what we really need is object equality or 
equivalence.  We want to compare two date objects and find out if they have the 
same meaning.  In the case of DateTime objects, they are equivalent if both 
objects have the same values for year, month, and day. 

Testing for equivalence is done with a method such as the following.  It 
should be added to the DateTime class, of course. 

 
public boolean isEquivalent(DateTime other) 
{ return other != null &&   // make sure other actually refers to an object! 

      this.year == other.getYear() &&  
     this.month == other.getMonth() && 
     this.day == other.getDay(); 
} 
  

The test for null protects against a NullPointerException later in the 
method. 

This method could be used to test whether annasBD and lukesBD refer 
to objects with equivalent dates by writing 

 
if (annasBD.isEquivalent(lukesBD)) ... 
 

or 
 
if (lukesBD.isEquivalent(annasBD)) ... 
 

The above method is slightly more verbose than is needed.  So far we 
have only accessed private instance variables using this.  However, Java will 
allow us to access the private members of any object belonging to the same 
class.  That is, inside the DateTime class we can also access the instance vari-
ables for other, the DateTime object passed as a parameter.  Using this fact, 
the method can be rewritten like this: 

 
public boolean isEquivalent(DateTime other) 
{ return other != null &&   // make sure other actually refers to an object! 
     this.year == other.year &&  
     this.month == other.month && 
     this.day == other.day; 
} 

Overriding Equals 
The Object class has a method named equals that is meant to test for 
equivalence.  Most classes should provide a method named equals that over-
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rides the one in Object.  Unfortunately, there are some technicalities in doing 
so that are difficult to explain without knowing about polymorphism, the 
topic of Chapter 12. 

8.3 Problem Set 
Written Exercises 
8.1 Listing 8-2 contains a program to calculate Luke�s age using the birth 

date of October 1, 1990.  Assume this program is run on a particular 
date and says Luke is 5009 days old.  Write a brief program fragment 
that will calculate and print that date. 

Programming Exercises 

Programming Projects 
 
 





 

9 Input and Output 

9 
Author�s Do-List: 
• Add a section on java�s I/O 

classes. 
• Prepare concept map. 

 
 

So far our programs have not interacted with the user, the person 
running the program.  The program does the same thing every 
time it is executed.  If the user wants the program to do some-
thing different, he or she must talk to the programmer (you!) to 
change the program. 

We all know that this kind of a program is generally not very 
useful and is certainly not fun.  In this chapter we will learn basic 
techniques for interacting with the program�s user.  All of the 
communication between the program and its user will be via text.  
The program will display text to the user;  the user will type text to 
the program.  A later chapter will introduce the graphical user 
interfaces to which we have all become accustomed. 

Learning these basic techniques still has value, even in an age 
of graphical user interfaces.  Writing a graphical user interface is 
difficult and, for many programs, simply isn�t worth the trouble.  
Text interfaces are often sufficient.  Furthermore, experience with 
text interfaces carries over directly to saving and retrieving infor-
mation from files.   

Chapter Objectives 
! To use the TextInput class to obtain information from the user. 
! To learn how to prompt for information and check it for errors. 
! To learn how to extend TextInput to perform customized input. 
! To give users more control over programs by using event loops. 
! To use files to store information between program executions. 
! To learn about the event loop inherent in graphical user interfaces. 
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346 Chapter 9 Input and Output 

9.1 Interacting with Users 
A word processor that always typed the same essay, regardless of what the 
user wanted to say, would be worthless.  A game program that didn�t react to 
the game player�s decisions would be boring.  Without input from users, most 
programs are not worth writing. 

In this chapter we will learn how to interact with users through a text in-
terface.  When the computer wants to give information to the user, it will 
print it on the screen using System.out.print.  When the program requires 
information from the user, he or she will type it on the keyboard.  Windows, 
buttons, menus, and mice will come later. 

Acquiring text from the user, often called �reading� the text, is accom-
plished in Java with objects.  We will use objects instantiated from 
TextInput, a class written by this textbook�s author.  Java provides classes 
for input and output, but these are difficult to use for many common activi-
ties.  They will be discussed in Section 9.5. 

In this section we will focus on basic skills using very simple test pro-
grams.  In Section 9.3 we will use these skills to write the interface to a game. 

9.1.1 The Structure of Text 
Text entered by a user on the keyboard consists of a sequence of characters.  
Suppose a user types �  1.�, presses the tab key, �My first point�, and 
then the return or enter key.  The text contains the obvious characters of �1�, 
�.�, �M�, �y�, and so on.   

There are also some less obvious characters.  Spaces, for example.  They 
are represented on the screen as simply empty space.  In the computer, how-
ever, they are represented by a value just as �M�, and �y� are represented by a 
value.  For clarity, we will often show a space as a single dot in the middle of 
the line: ·.  Most word processors have a similar capability to help users un-
derstand how a document is formatted. 

Another less obvious character is the tab character.  On the screen, it too, 
is displayed by blank space.  The width of that blank space, however, depends 
on a number of factors.  But no matter how wide the space is, it is repre-
sented in the computer as a single value.  For clarity, we will show a tab char-
acter with a small arrow:  →.   

Finally, the enter or return key adds a special character as well, sometimes 
called the newline character .  It is displayed by moving the screen�s cursor, the 
point where the next character is displayed, to the left side of the screen and 
down one line.  For clarity, we will show it as a down and left arrow:  ↵.   

With these conventions, the sample text mentioned above is shown as 

Key Idea:  We will use 
TextInput objects to 
acquire information from 
the user. 

Key Idea:  Every character, 
even spaces, correspond to 
a unique numeric value. 
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··1.→My·first·point↵ 
 

9.1.2 Acquiring Data with TextInput 
There are a number of ways that a TextInput object could be used to read 
text into a program.  The easiest is to read an entire line at once with the 
readLine method.  Listing 9-1 shows an entire program to read it in and 
print it out again.  It is a very simple program, but shows the important ele-
ments of using TextInput: 
! Import the becker.io package, giving access to the TextInput class 

(line 1). 
! Instantiate a TextInput object (line 8). 
! Ask the user to provide input with a prompt (line 10).  The prompt 

tells the user that action is required and usually gives information 
about what kind of action is appropriate.   

! Obtain the user�s input with a TextInput object�s methods, storing 
the information in a variable (line 11). 

! Process the information obtained (line 12). 
Running the program gives the results shown in Figure 9-1.  The same 

text is shown at the bottom of Listing 9-1 where the special characters are 
shown explicitly. 

Listing 9-1:  Reading an entire line at once with readLine. 

 1 import becker.io.*; 
 2  
 3 /** Test reading and echoing lines of text entered by the user. */ 
 4 public class EchoLine extends Object 
 5 { 
 6  public static void main(String[] args)  
 7  { // Use this object to read data from the user 
 8   TextInput in = new TextInput(); 
 9  
 10   System.out.print("Please enter some text: "); 
 11   String userEntered = in.readLine(); 
 12   System.out.println("You typed " + userEntered + "."); 
 13  
 14   System.out.println("All done!"); 
 15  } 
 16 } 
 

Please·enter·some·text:···1.→My·first·point↵↵↵↵ 
You·typed·'1.→My·first·point'.↵ 
All·done!↵ 

 

Key Idea:  Always inform 
the user when information 
is expected.  Otherwise, he 
or she may think the pro-
gram is just taking an ex-
traordinarily long time to 
function. 

Find The Code:   
io/echoLine 

Key Idea:  Input typed by 
the user will be shown in 
bold. 
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348 Chapter 9 Input and Output 

 
Most of the methods in TextInput, including readLine, skip blanks and 

tabs.  In  Figure 9-1 the user types two spaces before the �1.� but the pro-
gram does not echo them in the output. 

Let�s turn our attention to the other end of the line.  The line entered by 
the user is, of course, terminated with the ↵ character.  The line printed by the 
program is also terminated with ↵.  However, the character printed is not the 
one that was read.  The readLine method reads the ↵ character, but does not 
return it.  The println method in System.out appends its own ↵ character. 

Reading Parts of a Line 
We can also read parts of the line into different variables so they can be proc-
essed individually.  For example, if we are expecting a line like we had before, 
we can read the �1� into an integer variable, read the �.� and �→� into character 
variables, and the rest of the line into a String object.  Listing 9-2 shows 
how, with the result of running the program following the listing.   

To make complete sense of this example we must realize that the 
TextInput object keeps track of how much of the line has been read.  It does 
this with an input cursor.  (Don�t confuse this with a screen cursor, discussed 
briefly on page 346.)  The input cursor divides the input into two parts:  the 
part that has already been read, and the part that has not.  The methods in 
TextInput always begin reading at the input cursor.  As they read, they move 
the input cursor so that it always divides the text that has already been read 
from the text that has not. 

We can trace the execution of the program in Listing 9-2 with the table 
shown in Figure 9-2.  The ♦  character shows the current position of the input 
cursor.  We see in row 1 that the cursor starts at the beginning of the line.  
Each time information is read using the TextInput object in, the cursor ad-
vances and the method returns a value. 

The readInt method skips over leading whitespace that precedes the next 
integer.  Whitespace consists of characters such as spaces and tabs that appear 
as white spaces when printed on paper.  After reading over the whitespace, 
readInt reads and returns the integer, leaving the cursor immediately after 
the integer, stopping before the first character that is not a digit (�0�, �1�, �, 

Key Idea:  Spaces and 
tabs at the beginning of the 
text are usually skipped. 

Key Idea:  readLine 
reads but does not return 
the line�s ↵ character. 

Figure 9-1:  Running the program in Listing 9-1. 

 

Key Idea:  A cursor marks 
how far text has already 
been read. 

Key Idea:  We often want 
to ignore whitespace;  
readInt skips over it. 
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�9�).  If there is no integer immediately after the whitespace an error occurs.  
readInt will never read past the newline character, ↵.  

Listing 9-2:  Reading parts of a line of text into different variables. 

 1 import becker.io.*; 
 2  
 3 /** Demonstrate reading parts of a line. */ 
 4 public class ReadParts extends Object 
 5 { 
 6  public static void main(String[] args)  
 7  { // Use this object to read data from the user 
 8   TextInput in = new TextInput(); 
 9  
 10   System.out.print("Please enter some text: "); 
 11   int pointNum = in.readInt(); 
 12   char period = in.readChar(); 
 13   char tab = in.readChar(); 
 14   String thePoint = in.readLine(); 
 15  
 16   System.out.println(thePoint + ":\t\t(" + pointNum + ")"); 
 17  } 
 18 } 

 

Please enter some text:···1.→My·first·point↵↵↵↵ 
My·first·point→→(1)↵ 

 

Find The Code:   
io/readParts 

Looking Back:  \t repre-
sents the tab character.  
These codes were dis-
cussed in Section 7.1. 

Figure 9-2:  Tracing the execution of Listing 9-2. 

    Program Statement 
 Text, with cursor pointNum period tab thePoint 

 ♦ ··1.→My·first·point↵ ?? ?? ?? ?? 

11   int pointNum = in.readInt();     

 ··1♦ .→My·first·point↵ 1 ?? ?? ?? 

12   char period = in.readChar();     

 ··1.♦ →My·first·point↵ 1 ‘.’ ?? ?? 

 13  char tab = in.readChar();     

 ··1.→♦ My·first·point↵ 1 ‘.’ ‘→’ ?? 

 14  String thePoint = in.readLine();     

 ··1.→My·first·point↵♦  1 ‘.’ ‘→’ My first point 
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The readChar method, used in lines 12 and 13, always reads and returns 
the next character, even the ↵ character. 

Finally, the readLine method skips any leading whitespace and then 
reads and returns all the remaining text on this line of input, including all the 
white space.  It reads the newline character at the end of the line but the 
string returned will not contain it. 

Other Data Acquisition Methods 
There are a number of methods for reading data that haven�t been mentioned 
yet.  They are, however, much like the readInt method in that they 
! skip over leading whitespace,  
! read text of a given type,  
! return an appropriate value, and 
! never read or return the newline character (↵). 
Figure 9-3 summarizes all of the data acquisition methods with examples.  

Notice that the input cursor does not need to be at the beginning of the line. 

 

Key Idea:  readLine 
reads the ↵ character but 
does not return it.  

Figure 9-3:  Data acquisition methods in the TextInput class. 

Initial Situation Calling Returns Final Situation 
♦ ··true readBoolean() true ··true♦  
♦ ·faLSe readBoolean() false ·faLSe♦  
    

♦ a readChar() ‘a’ a♦  
b♦ ·a readChar() ‘·’ b·♦ a 

♦ 9b readChar() ‘9’ 9♦ b 
    

pi·=♦ →3.14159 readDouble() 3.14159 pi·=→3.14159♦  

♦ 314159 readDouble() 314159.0 314159♦  

♦ ··3.14E3 readDouble() 3140.0 ··3.14E3♦  
    

♦ ·→10x readInt() 10 ·→10♦ x 

♦ ·→-159·30 readInt() -159 ·→159♦ ·30 
My♦ ·2nd·point↵ readInt() 2 My·2♦ nd·point↵
    

♦ My·point↵ readLine() “My point” My·point↵♦  

My♦ ·2nd·point↵ readLine() “2nd·point” My·2nd·point↵♦
♦ ↵ readLine() “” ↵♦  
    

My♦ ·2nd·point↵ readToken() “2nd” My·2nd♦ ·point↵
My·2nd·♦ point↵ readToken() “point” My·2nd·point♦ ↵
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The readToken method skips any leading whitespace and then reads as 
many non-whitespace characters as are available.  It stops when it reads a 
space, tab, or reaches the end of the line or the end of the file.  

Notice that there are always several ways to read a given piece of text.  
For example, the text �458� can be read with readInt, readToken, 
readDouble, or three calls to readChar. 

Understanding Exception Messages 
Calling a data acquisition method when a value of the appropriate type is not 
available will cause the program to produce an exception.  An exception dis-
plays a detailed error message and causes the program to stop abruptly 
(�crash�) unless special measures are taken.  For example, the program in 
Listing 9-2 expects to read an integer as the first item on the line.  If the pro-
gram is run and the user types �First, my point� the program will complain as 
shown in Figure 9-4. 

Diagnosing errors like this requires both patience and detective work.  
The information printed by an exception contains significant clues that you 
should learn to interpret.  First, the text �becker.io.IOError� is the kind of 
error  produced.  It is often the first clue as to what went wrong.  In this case 
�IOError� can be interpreted as something wrong with either input or out-
put.  An �IllegalArgumentException� would be a different kind of prob-
lem. 

The information following �becker.io.IOError� tells more about this 
particular error.  In this case, it happened on line 1 of the input.  The specific 
problem was that no integer was available � apparently an integer was ex-
pected.  We are then told what text was actually available to be read. 

Finally, there are three lines that tell how to find the specific line in the 
program that caused the error:  

 

(1)  at becker.io.TextInput.error(TextInput.java:725) 
(2)  at becker.io.TextInput.readInt(TextInput.java:318) 
(3)  at examples.io.echoLines.ReadParts.main(ReadParts.java:11) 

Figure 9-4:  An exception is thrown when the program tries to read an integer when no integer is available. 

Key Idea:  An exception 
will tell you where in the 
program the error occurred 
and which methods were 
called to get there. 
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Beginning with line (1), the error happened in the method named error in 
the class becker.io.TextInput.  Furthermore, it was at line 725 in the file 
named TextInput.java.  Unfortunately, this code is in the becker library 
and is not available to us. 

Line (2) says the error method was called from the readInt method at 
line 318 of TextInput.java.  Again, this doesn�t help us because we don�t 
have access to that code. 

Finally, in line (3) we are referred to the main method in 
ReadParts.java � the file containing the code in Listing 9-2, page 349.  At 
line 11, as the exception indicates, there is a call to readInt.  This is the code 
we need to examine and change to prevent the error. 

9.1.3 Determining Data Availability 
Allowing a program to produce an error and crash just because the user en-
tered �First� instead of �1� is unacceptable.  One way to avoid trouble is to 
use the data availability queries in TextInput.  These queries determine if the 
correct type of data is available to read so that corrective action can be taken, 
if necessary.  For example, we could prompt the user to try again.  In pseu-
docode, we often want to do the following: 

 
prompt the user 
while (the user has not entered the correct type of data) 
{ discard the erroneous data 
 prompt the user again, perhaps with additional information 
} 
read the data 
 
The following program fragment implements this algorithm, asking the 

user how many brothers and sisters they have: 
 
TextInput in = new TextInput(); 
... 
System.out.print(�How many siblings do you have? �); 
while (!in.intIsAvailable()) 
{ in.readLine();  // get rid of the line with wrong info 
 System.out.print(�Please enter a number like 0 or 3: �); 
} 
int numSiblings = in.readInt(); 
 

There are five data availability queries that correspond to data acquisition 
methods:  booleanIsAvailable, charIsAvailable, doubleIsAvailable, 
intIsAvailable, and tokenIsAvailable.  In each case the data availability 

 
Error-Checked Input 

Key Idea:  intIsAvail-
able will return true if 
readInt can be safely 
called to read an integer. 
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query will return true if and only if the next thing to be read has the given 
type. 

In addition, the eolIsAvailable query returns true if the end of line 
character (↵) is the next character following the input cursor. 

9.2 Creating a Personal Library 
Code to demand an integer from the user � and verify the response � seems 
generally useful.  It would be nice if we could develop it once and then use it 
over and over again in many different programs, much like the Robot class 
can be used in many different programs simply by using the import state-
ment.   

This is quite easy to do.  In fact, you may want to do it for other methods 
and classes that you use repeatedly.  We will proceed by first extending the 
TextInput class to provide the required method and then examining how to 
make that class easily available to many different programs. 

9.2.1 Extending TextInput 
The TextInput class can be extended with new capabilities, just like we ex-
tended the Robot class.  We would like a new kind of TextInput class that 
provides not only readInt but also a method we�ll call demandInt � it will 
repeatedly ask for an integer until it gets one.  This method will use the algo-
rithm shown on page 352.  Instead of always using the same prompts, how-
ever, we will pass the prompts as parameters to the method.  The extended 
class, called ConsoleInput, is shown in Listing 9-3. 
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Listing 9-3:  Extending TextInput with a method to error-check reading an integer. 

 1 import becker.io.TextInput; 
 2  
 3 /** Provide useful, general purpose methods for reading from a user. */ 
 4 public class ConsoleInput extends TextInput 
 5 { 
 6  public ConsoleInput() 
 7  { super(); 
 8  } 
 9   
 10  /** Demand an integer from the user, asking repeatedly until an integer is entered. 
 11   * @param firstPrompt The initial prompt given to the user 
 12   * @param errorPrompt The prompt given to the user if they do not answer correctly 
 13   * @returns the integer entered by the user */ 
 14  public int demandInt(String firstPrompt,  
 15          String errorPrompt) 
 16  { 
 17   System.out.print(firstPrompt); 
 18   while (!this.intIsAvailable()) 
 19   { this.readLine(); 
 20    System.out.print(errorPrompt); 
 21   } 
 22   int answer = this.readInt(); 
 23   return answer; 
 24  } 
 25 } 

} 

This class can be used in a program just as extensions to Robot were 
used.  For example, 

 
public class ConsoleInputTest extends Object 
{ 
 public static void main(String[] args)  
 { ConsoleInput in = new ConsoleInput();  
  int numSibs  = in.demandInt("How many siblings do you have? ", 
        "Please enter a number like 0 or 3: "); 
            
  System.out.println("numSibs = " + numSibs); 
 }  
} 
 

As you develop more programs, you will undoubtedly find other exten-
sions to TextInput that will be handy.  You might request from the user, for 
example, an integer in a given range, or one of a specific set of words, or 
reading and returning a more complex group of data such as a name or a date. 

Looking Ahead:  Some of 
these ideas are spelled out 
further in the problem set. 
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9.2.2 Packages 
The ConsoleInput class still does not meet our requirement of being easily 
usable in many different programs.  If we develop another program, in an-
other directory, we don�t have a way to use ConsoleInput.  Yes, we could 
simply copy the file into the new program�s directory.  This is not a good solu-
tion, however, because the same code would appear in many places.  If a bug 
is found or an enhancement desired, implementing the same changes in many 
different programs is a waste of time and energy. 

A better solution is to place reusable code such as ConsoleInput into a 
library.  A library is simply a collection of resources that are meant to be used 
in many different programs.  The concept of a library is implemented in Java 
with packages.  A package is a collection of related classes and may have sub-
packages.  The classes in becker.robots constitute a library, as do the 
classes in becker.io and java.awt.  A program accesses the classes in a 
package with the import statement. 

Creating a Package 
The package statement is used to place a class into a named package.  The 
name should be unique and meaningful.  One suggestion is to use your logon 
ID to make your name unique and then use subpackage names to provide 
meaning.   

For example, suppose that Lisa Joy Wari�s logon ID is ljwari.  Then she 
might place the ConsoleInput class in a package named ljwari.io with the 
statement 

 
package ljwari.io; 
 

The package statement must be the first statement in the class, before any 
import statements or the class statement.  Comments, however, may come 
before it. 

In most development environments the package statement places con-
straints on where the file containing the source code is placed.  Suppose that 
the class ConsoleInput is in the package ljwari.io.  Then we already know 
that the source code must be in a file named ConsoleInput.java.  With the 
addition of the package statement, that file must be in a directory (also called 
a �folder�) named io.  That directory, in turn, must be in a directory named 
ljwari.   

Key Idea:  Most program-
ming languages have a way 
to make a library of reus-
able code.  In Java it�s done 
with packages. 
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To compile the class there is sometimes a setting in your development 
environment that tells the compiler where to look for the source code.  Look 
for a setting labeled �Source Path�.  In this case it would be set to 
F:\javaLib\ because that is the directory containing ljwari. 

Most development environments also have a setting, often called �Out-
put Path,� specifying where the compiled byte code should be placed.  In this 
example the output path was set to F:\javaLib\classes\ and the byte code 
was placed in F:\javaLib\classes\ljwari\io\ConsoleInput.class.  
Notice that the name of the class and the name of the package appear in this 
file name and path, too. 

Classes cannot be used outside of a package unless they use the keyword 
public.  For example, a class beginning with 

 
 1 package ljwari.io; 
 2 import becker.io.*; 
 3  
 4 class ConsoleInput extends TextInput 
 

could be used within another class in the ljwari.io package.  It could not, 
however, be used in a class in another package or with no package at all.  To 
use it more broadly, add the keyword public at the beginning of line 4, 
above. 

Figure 9-5:  File locations for a package named ljwari.io. 

Corresponds
to Package Name Corresponds to

Class Name

 

Looking Ahead:  Section 
9.4.3 will explain the mean-
ing of �F:\javaLib\� 
more thoroughly. 
Looking Back:  The com-
piler turns your source code 
into byte code.  Byte code 
is easier for the computer to 
execute.  See page 29. 

Key Idea:  Classes used 
outside of the package 
must have the public 
keyword. 
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Using a Package 
Using Lisa�s new package is as simple as using becker.robots � once your 
development environment knows where to look for it.  This time you need to 
look for a way to set the classpath (it�s probably associated with compiler set-
tings).  The classpath tells the compiler where it should look for the compiled 
classes that your program may use.  In this example, we would add 
F:\javaLib\classes to the paths already listed in the classpath. 

Once the classpath is set, Lisa would add  
 
import ljwari.io.ConsoleInput  
 

to any class where she wanted to use her demandInt method. 

Java Archive (Jar) Files (Advanced) 
You may have noticed that your development environment�s classpath in-
cludes becker.jar rather than a path to where all the robot-related class files 
are kept.  When a package has many classes, they are often collected into a 
single file, called a jar file (�jar� stands for �java archive�).  A single file is eas-
ier to distribute to other programmers and is more efficient for the computer 
to use. 

Your development environment may have a tool to help create a jar file.  
If not, you�ll need to use a command-line tool.  Figure 9-6 shows how a jar 
file was created on a computer running Windows.  The ConsoleInput class 
was first compiled with the output path as specified above (see Figure 9-5).  
Then the �Command Prompt� was started from the Start menu.  Notice that 
the drive specified at the first prompt and the path specified at the second 
prompt correspond to the output path specified when the program was com-
piled. 

The actual command to create the jar file uses a program named, appro-
priately, jar.  The –cf says to create a new jar file while ljwari.jar speci-
fies the name.  Finally, the ljwari\io\*.class says to include all of the files 
in the specified directory that end with .class.  In this case there is only one, 
but typically there would be many.  
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9.3 Example:  Connect4 
As an example, we will look at a program to play Connect Four1.  A physical 
version of the game is shown in Figure 9-7.  Two players take turns inserting 
red or black tokens, respectively, into the seven columns.  Each token falls to 
the bottom of the column (if the column is empty) or on top of the most re-
cently placed token.  The first player to place four tokens in a row, either ver-
tically, horizontally, or diagonally, wins.  

The version shown above pits two people against each other.  In our 
computerized version, a user will play against a computer program.  The pro-
gram will need to communicate with the user to display the current placement 
of tokens and to find out where the user wants to place his or her token.  In a 

                                                 
1 CONNECT FOUR ©2003 Hasbro, Inc.  Used with permission. 

Figure 9-6:   

Figure 9-7:  A physical version of Connect Four.  ©2003 Hasbro, Inc.  Used with permission. 
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more elaborate version the user may tell the computer who should play the 
first token, or to display the rules, or what difficulty level the computer 
should use. 

A text-based version of the game is shown in progress in Figure 9-8.   

After displaying the objective of the game, the program prints a represen-
tation of the board.  A prompt indicates when it is the user�s turn.  Immedi-
ately after the user enters his or her move, the computer makes its move and 
then displays the board and another prompt for the user.  At the bottom of 

Figure 9-8:  A text-based version of Connect4. 
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the figure the user has made an invalid move, resulting in another prompt 
from the program. 

The package becker.extras.connect4 contains the class Connect4 
that, together with other classes in the package, implement the logic of the 
game.    A class diagram for the Connect4 class is shown in Figure 9-9.  Most 
of the communication between the user interface and the game is via the 
placeToken and getBoard commands.  Queries such as isLegalMove and 
isGameOver will also be helpful. 

In the following section we will focus on creating a user interface to fa-
cilitate communication between the Connect4 class and the user playing the 
game. 

 

9.3.1 A Simple Interface 
A simple user interface for Connect4 will repeatedly display the board, ask 
the user for a move, and make the move (the computer will then immediately 
respond with its own move).  This process should end when the game is over.  
Moves should be checked for legality, of course.  This informal description is 
refined in the following pseudocode. 
 

show the rules 
while (the game is not over) 
{ display the board 
 get a legal move from the user 
 place the token on the board  (computer responds with its own move) 
} 
tell the user who won 

 

Figure 9-9:  A class diagram for the Connect4 class. 

Connect4

+Connect4( )
+void initGame(boolean humanGoesFirst)
+void setDifficulty(int level)
+void placeToken(int column)
+boolean isLegalMove(int column)
+String getEndOfGameMessage( )
+String getBoard( )
+boolean isOver( )

 

 
Event Loop 
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Translating this pseudocode into Java is not difficult, once decisions are 
made about how to organize the program into classes.  We will organize the 
program into three classes, in addition to the provided Connect4 class: 
! Main:  This class contains a very short main method that creates a 

Connect4 game object and a user interface (UI) object.  It will pass 
the game to the UI.  See Listing 9-4. 

! TextUI:  This class contains a method using the above pseudocode 
as well as helper methods to show the rules and get a legal move.  See 
Listing 9-5. 

! ConsoleInput:  We will assume that this is in a personal library you 
are developing.  Our example will use the ljwari.io package, de-
veloped above.  It contains a method to demand an integer from the 
user.  The integer must fall within a specific range of values.  The 
method�s signature will be 

 
int demandInt(String prompt, int low, int high) 
 

Dividing the program in this way accomplishes a number of goals: 
! Methods that may be useful in many programs are placed in a library, 

ljwari, for easy reuse.  If you develop your own programs, creating 
such a personal library is a good idea.  If you go on to develop pro-
grams for a company, chances are excellent that they will have a li-
brary for code that is commonly used within the company. 

! The user interface, TextUI, is separate from the game�s logic, 
Connect4.  Separating these two parts makes it easier to upgrade one 
part without introducing bugs into the other.  It also allows different 
programmers to more easily work on the same project � simply as-
sign one to the user interface and another to the game�s logic.  

! The main method is small, delegating almost all of the work to ob-
jects that can be extended, if need be, and possibly reused in other 
programs. 

Listing 9-4:  The main method for a Connect4 game. 

 1 import becker.extras.connect4.*; 
 2  
 3 /** Play a game of Connect4 with a very simple user interface.  
 4 * @author Byron Weber Becker   **/ 
 5 public class Main extends Object 
 6 { public static void main(String[] args) 
 7  { Connect4 c4 = new Connect4(); 
 8   TextUI ui = new TextUI(c4); 
 9   ui.playGame(); 
 10  } 
 11 } 

 

Looking Ahead:  Develop-
ing demandInt is problem 
9.4. 

Key Idea:  ljwari be-
longs to an imaginary user, 
Lisa Joy Wari.  You should 
make your own library.  

Looking Ahead:  These 
considerations are part of 
good �software engineer-
ing." More in Chapter 11. 

Find The Code:   
io/connect4SimpleUI 
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Listing 9-5:  A class implementing a simple text-based user interface for Connect4. 

 1 import becker.extras.connect4.*; 
 2 import ljwari.io.ConsoleInput;  
 3  
 4 /** A class providing a text-based interface for a game of Connect4. 
 5 * @author Byron Weber Becker  **/ 
 7 public class TextUI extends Object 
 8 { private Connect4 c4;    // the game's logic 
 9  private ConsoleInput in = new ConsoleInput(); // user input 
 10  
 11  /** Construct a user interface object. 
 12   * @param theGame The game object to interface with. */ 
 13  public TextUI(Connect4 theGame) 
 14  { super(); 
 15   this.c4 = theGame; 
 16  } 
 17   
 18  /** Play the game by repeatedly displaying the board, asking the user for a  
 19  *  move, and making that move. */ 
 20  public void playGame() 
 21  { this.showRules(); 
 22    
 23   while (!this.c4.isOver()) 
 24   { System.out.println(); 
 25    System.out.print(this.c4.getBoard()); 
 26    int column = this.getLegalMove(); 
 27    this.c4.placeToken(column); 
 28   } 
 29   System.out.println(this.c4.getEndOfGameMessage()); 
 30   System.out.println(this.c4.getBoard()); 
 31  } 
 32   
 33  /** Get a legal move from the user (valid column that is not full). 
 34  * @return a legal move */ 
 35  private int getLegalMove() 
 36  { int column = this.in.demandInt("Enter a column ",  
 37      Connect4.FIRST_COLUMN, Connect4.LAST_COLUMN); 
 38   while (!this.c4.isLegalMove(column)) 
 39   { column = this.in.demandInt(column + " is not a legal move: ",  
 40      Connect4.FIRST_COLUMN, Connect4.LAST_COLUMN);  
 41   } 
 42   return column; 
 43  } 
 44  // some methods omitted 
 45 } 

 

 
 

Find The Code:   
io/connect4SimpleUI 
 
Looking Ahead:  ljwari 
contains generally useful 
input methods.  See Prob-
lem 9.4. 
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9.3.2 Using an Event Loop 
The simple interface just developed leaves much to be desired.  For example, 
the user has no graceful way to stop the program or start a new game or dis-
play the rules again or set the difficulty of the computer player.  We must 
provide ways for the user to make decisions about what to do next.  A classic 
pattern, called an event loop has developed over time that makes it easy to im-
plement such choices and to add new choices at a later time.  The name 
�event loop� is derived from the fact that it is implemented with a loop and it 
responds to events � the actions of the user. 

The pseudocode for an event loop is quite similar to the pseudocode de-
veloped for the first version of the user interface:  both use a loop, both dis-
play the current state of the program (for example, the board), and both get 
valid input from the user.  The key difference is that an event loop gets a 
command from the user and then uses a series of if statements to determine 
what the command is and how to execute it. 

An event loop for Connect4 could be expressed as follows.  Later, we 
will examine pseudocode that is general enough to be used for any text-based 
user interface for any program. 

 
show the rules 
while (the user is not done) 
{ display the board 
 get a command from the user 
 execute the command 
} 
 
This will probably result in 3-5 helper methods, the most crucial one cor-

responding to execute the command.  It is will contain a cascading if state-
ment: 

 
if (the command is “1” … “7”) 
{ place a token in the given column 
} else if (the command is “help”) 
{ display the a list of the valid commands 
} else if (the command is “quit”) 
{ exit the loop 
} else if (the command is “new game”) 
{ start a new game 
} else 
{ tell the user the command was not recognized 
}  

 

 
Event Loop 
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Each of the commands in the if statement is usually implemented with a 
helper method.  This approach keeps the method containing the event loop 
shorter and easier to read and understand.  A helper method may not be nec-
essary if only a line or two of code is required to implement the command. 

The command itself is often a single character.  That character should be 
enough to distinguish each command from all the others.  This character is 
used in a cascaded if statement to determine which command should be im-
plemented. 

Some commands may require additional information from the user.  In 
these cases it is most convenient to have the event loop read just enough of 
the user�s input to determine what the command is.  The helper methods that 
implement each command finish the job of collecting the required informa-
tion.  They might read more input from the same line or request more input 
on subsequent lines.  In either case, each command should include a call to 
readLine so that the input cursor is always left at the beginning of the next 
line of input when the command has finished.  The processing of the next 
command then starts with a known situation. 

Instead of ending the loop when the game is over, as we did in the previ-
ous version, we now wait until the user indicates he or she wants to quit.  
This is usually accomplished with a Boolean instance variable. 

These ideas are shown in Listing 9-6.  All of the core ideas discussed 
above are shown, but not all of the code is included. 

Listing 9-6:  A class that includes an event loop.  Some methods have been omitted. 

 1 import becker.extras.connect4.*; 
 2 import ljwari.io.ConsoleInput; 
 3  
 4 /** A class providing a text-based interface for a game of Connect4. 
 5 * @author Byron Weber Becker **/ 
 7 public class EventLoopUI extends Object 
 8 { 
 9  private Connect4 c4;    // the game's logic 
 10  private ConsoleInput in = new ConsoleInput();// read from user 
 11  private static final String PROMPT = "> "; 
 12  private boolean done = false;  // is user done yet? 
 13  
 14  /** Construct a user interface object. 
 15  * @param theGame The game object to interface with. */ 
 16  public EventLoopUI(Connect4 theGame) 
 17  { super(); 
 18   this.c4 = theGame; 
 19  } 
 20  
continued… 

 

 

Looking Ahead:  Problem 
9.1 asks you to also allow 
the user to enter words as 
commands. 

Looking Ahead:  Problem 
9.6 asks you to finish the 
class. 

Find The Code:   
io/connect4EventLoopUI 
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Listing 9-6 continued 

 21  /** Play the game by repeatedly displaying the board, asking the user for a  
 22  *  move, and making that move. */ 
 23  public void playGame() 
 24  { this.showRules(); 
 25   while (!this.done)    // our event loop 
 26   { this.displayBoard(); 
 27    char cmd = this.readCommand(EventLoopUI.PROMPT); 
 28    this.executeCommand(cmd); 
 29   } 
 30  } 
 31   
 32  /** Display the board to the user. */ 
 33  private void displayBoard() 
 34  { System.out.print(this.c4.getBoard()); 
 35  } 
 36    
 37  /** Read a command from the user. */ 
 38  private char readCommand(String prompt) 
 39  { System.out.print(prompt); 
 40   String cmd = this.in.readToken();  // skip whitespace 
 41   return cmd.charAt(0);   // return just first char 
 42  } 
 43   
 44  /** Execute the command or give an error message if not recognized. */ 
 45  private void executeCommand(char cmd) 
 46  { if ('1' <= cmd && cmd <= '7') 
 47     { this.makeMove(cmd); 
 48     } else if (cmd == 'n' || cmd == 'N') 
 49     { this.newGame(); 
 50     } else if (cmd == 'h' || cmd == 'H') 
 51     { this.help(); 
 52     } else if (cmd == 'r' || cmd == 'R') 
 53     { this.showRules(); // readLine() can't be in showRules  
 54       this.in.readLine(); // because it is also called above  
 55     } else if (cmd == 'q' || cmd == 'Q') 
 56     { this.quit(); 
 57     } else if (cmd == 'd' || cmd == 'D') 
 58     { this.setDifficulty(); 
 59     } else 
 60     { this.in.readLine(); 
 61        System.out.println("Unrecognized command: '" + cmd + "'."); 
 62     } 
 63  } 
 64   
continued… 
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Listing 9-6 continued 

 65  /** Quit the application. */ 
 66  private void quit() 
 67  { this.done = true; 
 68   this.in.readLine(); 
 69   System.out.println("Thank you for playing!");     
 70  } 
 71  
 72  /** Make a move -- provided the game isn't over and checking that the move 
 73  * is, in fact, legal. 
 74  * @param cmd A character in the range '1'...Connect4.NUM_COLUMNS. */ 
 75  private void makeMove(char cmd) 
 76  { this.in.readLine();  // read rest of the command line 
 77   
 78   int col = cmd - '0'; // find column number from command 
 79    
 80   if (this.c4.isOver()) 
 81   { System.out.print("The game is over.�); 
 82    System.out.println(�  Use 'n' to start a new game or 'q' to quit."); 
 83   } else if (!this.c4.isLegalMove(col)) 
 84   { System.out.print("Column " + col + " is not a legal move.�); 
 85    System.out.println(�  Please try again."); 
 86   } else 
 87   { this.c4.placeToken(col); 
 88    if (this.c4.isOver()) 
 89      { System.out.println("*\n* " +  
 90       this.c4.getEndOfGameMessage() + "\n*\n"); 
 91      } 
 92   } 
 93  } 
 94  
 95  /** Set the difficulty of the computer's player. */ 
 96  private void setDifficulty() 
 97  { int d = Integer.MIN_VALUE; 
 98   if (this.in.intIsAvailable()) // get user�s setting, if it�s there 
 99   { d = this.in.readInt(); 
100   }   
101   this.in.readLine();     // if user didn�t enter or entered wrong value� 
102   if (d < Connect4.MIN_DIFFICULTY ||  
103     d > Connect4.MAX_DIFFICULTY) 
104   { d = this.in.demandInt("Difficulty",            
105     Connect4.MIN_DIFFICULTY, Connect4.MAX_DIFFICULTY); 
106   } 
107   this.c4.setDifficulty(d); 
108  } 
109  // remaining methods omitted 
110 } 

 

Key Idea:  Consecutive 
characters are stored in the 
computer as consecutive 
numbers.  Subtracting �0� 
from the contents of cmd 
gives the number of inter-
vening characters � which 
is the same as the column 
number.   

Key Idea:  The 
MIN_DIFFICULTY and 
MAX_DIFFICULTY are 
defined in the Connect4 
class.  Anything outside 
these limits is invalid. 
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9.4 File Input and Output 
Users of a computer program often need to save their work until they can 
finish it at a later time.  Anyone who has begun a letter to their parents and 
then had to dash off to class is familiar with this.  The letter is saved in a file.  
A file is simply information stored in a place where it can stay for an indefi-
nite period of time.  Files are often stored on a hard disk drive, but may also 
be on CD-ROMs, a floppy disk, or on a Flash memory card.  In the past files 
were often stored on tape drives, as well. 

Saving a letter is just one example of saving a user�s information in a file.  
Saving information the user is working on is, perhaps, the most obvious use 
of files.  There are many others.  For example: 
! Many programs store information in initialization files when the pro-

gram ends and read it again the next time the program starts.  The in-
formation stored might be a list of the most recently used documents 
or which windows were open or the tools displayed on a toolbar. 

! Some programs require a huge amount of data, most of which is 
stored in files.  For example,   Microsoft Flight Simulator uses thousands 
of files to store information used by the game:  maps, scenery, air-
craft descriptions, and so on.  These files are rarely changed after the 
game is developed. 

! Programs themselves are stored in files.  When you write a Java pro-
gram, the source code is stored in a file.  When it is compiled, the re-
sulting byte code is stored in another file. 

In Sections 9.4.1 and 9.4.2 we will learn how 
to put information into a file and how to get it 
back out again, respectively.  By way of illustra-
tion we will develop a pair of very simple pro-
grams to create and search a phonebook.  The 
first program will create a file that, when opened 
in a text editor, looks like Figure 9-10.  As before, 
spaces are shown explicitly with �·� and the end 
of line character is shown explicitly with �↵�.  One 

new special character2 is the end of file, shown with �□�. 
We will begin our discussion by learning about the TextInput and 

TextOutput classes in the becker.io package.  Java, of course, also provides 
its own classes for reading and saving files.  They are very flexible but harder 
to use.  Section 9.5 contains a brief introduction. 

                                                 
2 Actually, the end of the file is not a character in the same way that a space or new 

line is a character.  Nevertheless, showing it as a character is a useful fiction. 

Figure 9-10:  A file containing 
phone numbers. 

Luke·789-1000↵ 
Joel·123-4567↵ 
Byron·579-8575↵ 
Ann·888-3456↵ 
□ 
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9.4.1 Writing to a File 
A new file is created with the TextOutput class.  Instantiating a TextOutput 
object creates a file and provides an object to use in writing information to 
the file.  For example,  

 
TextOutput phonebook = new TextOutput(�phoneNumbers.txt�); 
phonebook.println(�Luke 789-1000�); 
phonebook.close(); 
 

will create a new file with the name �phoneNumbers.txt� and put a single 
line of text into the file.  A TextOutput object has the print and println 
services, just like System.out.   

Java does not always write information to the file immediately.  By col-
lecting information from several calls to print or println and writing them 
all at once, substantial gains in efficiency can be realized.  Some information 
may not be written to the file at all if the program ends at the wrong time.  To 
prevent this, you should always call the close method after you are done 
writing to the file.  It is an error to call print or println after close has 
been called. 

What happens if the code, above, is executed again and the phonebook 
file already exists?  The file is deleted and all the information in it is lost.  A 
new file with the same name is created.  Often in such situations you would 
rather append new data to the end of the file.  In that case, make use of a sec-
ond TextOutput constructor which takes two parameters.  Passing true as 
the second parameter will cause data to be appended to an existing file.  If 
there is no file with the given name, a new file will be created.  Passing false 
as the second parameter always causes a new file to be created.  

Listing 9-7 shows a complete program to create a phonebook file.  The 
crucial points are 
! The statement importing TextOutput in line 1. 
! Line 10 where the file is created.  The second parameter says to ap-

pend to the end of file if it already exists. 
! Line 23 where one more line of data is written. 
! Line 25 where the file is closed. 
The remainder of the program is taken up with repeatedly asking the user 

for another name and telephone number, and exiting the program gracefully.  

Key Idea:  Ensure that all 
data is written by calling 
close before the program 
ends. 
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Listing 9-7:  A program to create a simple phonebook. 

 1 import becker.io.TextOutput; 
 2 import becker.io.TextInput; 
 3  
 4 /** Create a file with names and phone numbers.  
 5 * @author Byron Weber Becker */ 
 6 public class CreatePhoneBook extends Object 
 7 { 
 8  public static void main(String[] args)  
 9  { 
 10   TextOutput out = new TextOutput("phoneNumbers.txt", true); 
 11   TextInput in = new TextInput(); 
 12    
 13   System.out.println( 
 14       "Enter a name (no spaces) and phone number on one line."); 
 15   System.out.println("Enter a blank line to quit."); 
 16   while (true) 
 17   { System.out.print("> "); 
 18    if (in.eolIsAvailable())  // user entered blank line;  wants to quit 
 19    { break; 
 20    } 
 21    String name = in.readToken(); 
 22    String phone = in.readLine(); 
 23   
 24    out.println(name + " " + phone); 
 25   } 
 26   out.close(); 
 27  } 
 28 } 

 

9.4.2 Reading from a File 
A companion program to ask the user for a name and then search the file for 
the corresponding phone number is not difficult.  It will use two instances of 
TextInput, one to read data from the user and another to read data from the 
file. 

To read data from the file, TextInput is instantiated with a file name: 
 
TextInput phone = new TextInput(�phoneNumbers.txt�); 
 

All of the data acquisition methods (e.g. readInt) and data availability meth-
ods (e.g. intIsAvailable) may now be used, just as when we were obtaining 
data from the user earlier in this chapter. 

There is a big difference between reading data from a user and reading 
data from a file: a user can re-enter data if there has been an error.  A file 
can�t.  If the data is not what the program expected, the program must simply 
notify the user of the error and end. 

Find The Code:   
io/phoneBook 
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Another difference in reading from a file is that we can use the method 
eofIsAvailable() to determine whether or not we have reached the end of 
the file (�eof� stands for �end of file�).  This method is often used in a test 
to determine when a loop should end: 

 

while (not at the end of the file) 
{ read another line of data 
 process the data 
} 
 

This pattern is commonly used to process an entire file.  For example, to 
display our entire telephone book, we could write 

 
public static void main(String[] args) 
{ TextInput phone = new TextInput(�phoneNumbers.txt�); 
 
 System.out.println(�Name Number�); 
 while (!phone.eofIsAvailable()) 
 { String name = phone.readToken(); 
  String number = phone.readLine(); 
  System.out.println(name + � � + number); 
 } 
 phone.close(); 
} 
 

A file opened for reading information consumes system resources.  It is con-
sidered good programming practice to close a file when you are done using it. 

Searching a File 
Searching a long list on a computer screen is no better than searching a long 
list on paper.  We should really use the computer to search the list for us.  
We�ll ask the user for the desired name, and then process the file.  We will 
only print the telephone number if the data read matches the name given by 
the user.  Expressing this in pseudocode, we have: 

 

ask user for the desired name 
while (not at end of the file) 
{ read another line of data 
 if (found what we are looking for) 
 { print a message 
 } 
} 
 

This algorithm is not ideal for two reasons.  First, it processes the entire 
file, even if the desired name is the first one found.  Second, no message is 
printed if the name is not found.  There are a number of ways this could be 

 
Process File 

Looking Ahead:  We will 
see a similar algorithm in 
Chapter 10 to search an 
array.  Arrays keep a lot of 
information in memory 
rather than in a file. 
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handled.  One of the easiest is similar to an event loop:  keep looping and 
when an �event� occurs, either the end of the file or finding the name, handle 
it.  In this case, �handling it� includes exiting the loop.   

  

ask user for the desired name 
while (true) 

{ if (at the end of the file) 
 { print a message 
  exit the loop  
 } 

 read another line of data 
 if (found what we are looking for) 
 { print a message 
  exit the loop 
 } 
} 
 

The actual program (Listing 9-8) follows easily from the above pseu-
docode. 

 
Linear Search 

Looking Ahead:  The order 
of checking for the end of 
the file, reading the file, and 
processing the data mat-
ters.  See Problem 9.2 to 
discover why. 
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Listing 9-8:  A program to search a phonebook file. 

 1 import becker.io.TextOutput; 
 2 import becker.io.TextInput; 
 3  
 4 /** Search a file with names and phone numbers for a user-input name.  
 5 * @author Byron Weber Becker */ 
 6 public class SearchPhoneBook extends Object 
 7 { 
 8  public static void main(String[] args)  
 9  { 
 10   TextInput userIn = new TextInput(); 
 11   TextInput fileIn = new TextInput("phoneNumbers.txt"); 
 12    
 13   System.out.print("Who do you want to call? "); 
 14   String who = userIn.readLine(); 
 15    
 16   while (true) 
 17   { if (fileIn.eofIsAvailable())  
 18    { System.out.println("Sorry, can't find a number for "+who+"'."); 
 19     break;  
 20    } 
 21     
 22    String name = fileIn.readToken(); 
 23    String number = fileIn.readLine(); 
 24     
 25    if (who.equalsIgnoreCase(name)) 
 26    { System.out.println(name+"'s phone number is "+number+"."); 
 27     break; 
 28    } 
 29   } 
 30  } 
 31 } 

 

If, for some reason, you need to search through the phonebook file again, 
you should call the close method of the TextInput object you have been 
using and then instantiate a new TextInput object.  A sequential file, such as 
TextInput, can be read in one direction only.  Once you�ve read some in-
formation you can�t back up and read it again.  Other kinds of files, called 
random access files, allow you to jump around in the file (including backwards) as 
you read data.  Random access files are beyond the scope of this textbook. 

Another Approach to Linear Search (Advanced) 
In the 1970�s, 80�s and early 90�s the programming language Pascal was often 
the teaching language of choice.  Pascal has a more restricted set of looping 
constructs than Java, being heavily influenced by debates on the goto key-
word in the late 60�s and early 70�s.  In particular, Pascal will not allow you to 

Find The Code:   
io/phoneBook 
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exit out of a while loop with a break statement or an equivalent.  This re-
striction gives rise to a variation of searching a file that you may encounter.3 

The Four-Step Process we learned in Section 5.1.1 is very helpful for 
writing a while loop without a break statement. 

 Four-Step Process Application to Searching 
1. Identify the test that must 

be true when the while 
loop is finished. 

Stop when we reach the end of the 
file or we find what we�re looking 
for. 

2. Negate the test identified 
in step 1, obtaining the 
test that controls the 
while loop. 

Using De Morgan�s Laws (Section 
5.3.2), we conclude that we should 
continue searching while we are not 
at the end of the file and we have not 
found what we�re looking for. 

3. Within the body of the 
while statement, make 
minimal progress towards 
completing the loop.   

Read one name-number pair from 
the file. 

4. Do whatever is required 
before or after the while 
statement is executed to 
ensure that we solve the 
given problem. 

Before the loop we will need to ask 
the user for the target name and 
initialize variables used in the test.  
After the loop we will print the re-
sults of the search. 

 
With this in mind, we can write pseudocode for our phonebook program: 
 
declare and initialize name and phone number 
while (not end of file and not found the name) 
{ read another name and phone number 
} 
if (we got to the end of the file without finding the name) 
{ print an appropriate message 
} else 

{ print the name and phone  
} 

 

                                                 
3 For more information on structuring loops, see Loop Exits and Structured Program-

ming:  Reopening the Debate, by Eric S. Roberts,  in SIGCSE Bulletin, March 1995, p. 
268-272. 
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File Formats 
The way data is organized in a file is called the file format.  The file format for 
our phonebook was very simple:  a single name, one or more spaces or tabs,  
the telephone number and then an end of line character.  Each such grouping 
of data is called a record.  Generally, a file will contain many records, each of 
which has data in the same format. 

Suppose now that we want to store the entire name instead of just the 
given name.  The first record may have the name Lisa Joy Wari while the 
second record has Liang Wu.  But now we have a problem with our code.  So 
far our file has always had exactly two words on each line.  In Listing 9-8 they 
were read very simply with a call to readToken to read the first one and a call 
to readLine to read the second and get rid of the end of line character: 

  
 22    String name = dataIn.readToken(); 
 23    String number = dataIn.readLine(); 

 

Our new file format allows a variable number of words to be used for 
each name.  How can we change our code to read the new file format?  There 
are several options. 

Suppose that each record in the file is still on a single line: 
 
Lisa Joy Wari 579-5634 
 

We could observe that intIsAvailable will return true after the complete 
name has been read but not before.  We could then read a record like this: 

   
name = dataIn.readToken();  // first name 
while (!dataIn.intIsAvailable()) 
{ name = name + dataIn.readToken(); // rest of the name 
} 
number = dataIn.readLine();  // phone number 
 

This works, but we must be careful about how the number is stored.  1-
519-579-5643 would work fine, but another common format, (519) 579-
5643 would not.  The opening parenthesis will prevent intIsAvailable 
from recognizing the end of the name. 

Another option is to use a delimiter.  A delimiter is a character that sepa-
rates data values and does not otherwise appear in the file.  For example, the 
record might use �:� as the delimiter: 

 
Lisa Joy Wari:(519) 579-5634 
 

and we could write our code to read the file like this: 
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name = ��;   // initialize to the empty string 
while (true) 
{ c = dataIn.readChar(); 
 if (c == �:�)  
 {  break;   
 } 
 name = name + c;  
} 
number = dataIn.readLine(); 
 

The simplest solution, however, is to use several lines per record.  Our 
file would then look like this: 

 
Lisa Joy Wari 
(519) 579-5634 
 

Code to read this file format is really simple again: 
 
name = dataIn.readLine(); 
number = dataIn.readLine(); 
 

Of course, every program that uses the file must agree on the file format.  
In this case, CreatePhoneBook must write the file in the format expected by 
SearchPhoneBook. 

Objects and Files 
We�ve just observed that all of the programs using a file must agree on the file 
format.  In some businesses there might be tens, hundreds, perhaps thou-
sands of programs that all read the same file.  How can they all be kept con-
sistent?  What if the file format changes?  What if someone suddenly decides 
that the file must also store an additional data item? 

An excellent solution to these issues is to create a class to represent one 
record in the file.  For example, we might create a class named Contact that 
encapsulates the name and telephone number as instance variables and in-
cludes methods to read and write the data.  This is usually a good design 
choice even if only one program uses the file.  If many programs use the file, 
the class should be placed in a package for easy reuse. 

Part of a Contact class is shown in Listing 9-9.  Notice that it contains 
two constructors.  The first constructor, at lines 12-16, uses parameters to 
supply the information required to construct a Contact object. 

The second constructor is the interesting one.  Its parameter is a 
TextInput object.  This is the object being used to read a file containing 
many contacts � our phonebook file.  It is assumed that when this construc-
tor is called the file cursor is just before the record representing this Contact 
object.  Constructing the object will cause that record to be read � no more, 

Key Idea:  Design the file 
format to make your code 
easy to read, write, and 
understand. 
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no less � leaving the cursor just before the next record, or at the end of the 
file.  The main method to read the file is shown in Listing 9-10.  Notice that 
the only file-specific information it uses is the file�s name.  Everything else is 
delegated to one class � Contact. 

Finally, a method named save is included to write the information for 
this contact to a file via a TextOutput object passed as a parameter.  Because 
the code to read the file and write the file is in the same class, it is easy to 
keep the file format for reading and writing synchronized. 

Listing 9-9:  The Contact class encapsulates a name and telephone number. 

 1 import becker.io.TextInput; 
 2 import becker.io.TextOutput; 
 3  
 4 /** Information about one person. 
 5 * @author Byron Weber Becker */ 
 6 public class Contact extends Object 
 7 { 
 8  private String name; 
 9  private String number; 
 10   
 11  /** Construct a contact given the required information as parameters. */ 
 12  public Contact(String aName, String aNumber) 
 13  { super(); 
 14   this.name = aName; 
 15   this.number = aNumber; 
 16  } 
 17   
 18  /* Construct a contact by reading the required information from a file.  
 19   * @param in A file with the file cursor just before the contact record containing 
 20   * the information for this contact object. */ 
 21  public Contact(TextInput fileIn) 
 22  { super(); 
 23   this.name = fileIn.readLine(); 
 24   this.number = fileIn.readLine(); 
 25  } 
 26   
 27  /** Save a contact to a file. */ 
 28  public void save(TextOutput out) 
 29  { out.println(this.name); 
 30   out.println(this.number); 
 31  } 
 32  // additional methods omitted 
 33 } 

 

 

Find The Code:   
io/phoneBook2 
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Listing 9-10:  A main method that searches the phonebook file by delegating work to the 
Contact class. 

 1 import becker.io.TextInput; 
 2  
 3 public class SearchPhoneBook extends Object 
 4 { 
 5  public static void main(String[] args)  
 6  { TextInput userIn = new TextInput(); 
 7   TextInput fileIn = new TextInput("PhoneNumbers.txt"); 
 8    
 9   System.out.print("Who do you want to call? "); 
 10   String who = userIn.readLine(); 
 11    
 12   while (true) 
 13   { if (fileIn.eofIsAvailable()) 
 14    { System.out.println("Sorry, can't find a number for "+who+"."); 
 15     break; 
 16    } 
 17    ContactInfo ci = new ContactInfo(fileIn); 
 18    if (ci.matches(who)) 
 19    { System.out.println(ci.getName() + "'s fileIn number is " +  
 20            ci.getNumber() + "."); 
 21     break; 
 22    } 
 23   } 
 24  } 
 25 } 

 

9.4.3 Paths and File Names 
In our phonebook programs we gave a very simple name to the data file:  
phoneNumbers.txt.  Some older computer systems limited file names to 
eight characters � in which case this one would be too long.  Fortunately, 
modern computers are much more flexible.  You still can�t name a file any-
thing you want, however.  Some characters are not allowed.  The Windows 
operating system, for example, does not allow a file name to contain the char-
acters \ / : * ? " < > |. 

File names often have an extension, in our case the �.txt�.  An extension 
is whatever follows the last period in the name.  It is often used to identify the 
kind of information stored in the file.  For example, a file with an extension 
of �.html� contains a web page while �.jpg� means it contains a graphic.  
The Windows operating system uses the extension to decide which program 
to use when opening the file. 

Find The Code:   
io/phoneBook2 
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Absolute Paths 
A file name alone is not enough to effectively use a file, however.  We must 
also know where the file is located.  The exact location is given by the file�s 
absolute path.  The absolute path is a sequence of directories separated by a 
special character such as �/� (Unix), �\� (Windows), or �:� (Macintosh).  The 
sequence begins with a well-known location such as a disk drive.  For exam-
ple, the absolute path of the phonebook file created above might be 
�F:\examples\io\phonebook\classes\�.   The path is often shown 
graphically, as in Figure 9-11.  Sometimes the absolute path is preceded by a 
disk drive letter (the �F:� in the example).   

Given a file�s path you can find exactly where the file is.  Start with the 
disk drive (F).  It will contain a directory named �examples�.  Look in that 
directory and you�ll find another directory named �io�.  Keep going in this 
manner until you find the last directory in the path.  It will contain the file.  
See Figure 9-11. 

The string passed to the TextInput and TextOutput constructors may 
contain an entire absolute path, ending with the file name.  For example,  

 
TextOutput phonebook = new 
   TextOutput(�A:/examples/io/phonebook/classes/phoneNumbers.txt�); 
 

would have created a file in the exact same place as illustrated above.  Java 
accepts either Windows-style directory separators (�\�) or Unix-style separa-
tors (�/�).   If you use Windows-style separators you must double the number 

Figure 9-11:  Windows Explorer showing phoneNumbers.txt. 
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of backwards slashes because a backwards slash normally introduces a special 
character such as tab or newline. 

Working Directories 
Where is a file created if we do not specify an absolute path?  If the path is 
missing, files are created in the program�s working directory.  Every program has 
such a directory, established when it begins executing.  Unfortunately, differ-
ent Java development environments start programs in different working di-
rectories.  For example, JBuilder starts programs in the same directory as the 
project file.  Meanwhile, JCreator starts programs in the directory specified by 
the output path.  If you start a program from the command line, the working 
directory will be the directory from which the command is issued. 

You can discover your program�s working directory by running the pro-
gram in Listing 9-11.  It will print its current working directory, along with 
other useful information. 

Listing 9-11:  Print a program�s current working directory. 

 1 /** Display the current working directory and other useful information for this program. 
 2 * @author Byron Weber Becker */ 
 3 public class CurrentWorkingDirectory extends Object 
 4 { 
 5  public static void main(String[] args)  
 6  { System.out.println("Working directory = " +  
 7        System.getProperty("user.dir")); 
 8   System.out.println("Path separator = " +  
 9        System.getProperty("file.separator")); 
 10   System.out.println("Classpath = " +  
 11        System.getProperty("java.class.path")); 
 12   System.out.println("User name = " +  
 13        System.getProperty("user.name")); 
 14  } 
 15 } 

 

Relative Paths 
Once you know your program�s working directory, you may find it most con-
venient to specify a file�s location using a relative path.  A relative path specifies 
how to find a file beginning with a your current location � the working direc-
tory.  It�s like giving directions.  �The restaurant is at 151 Wissle Avenue� is 
the absolute location.  No matter where you are, you can find the restaurant.  
In contrast, the relative location might be, �From here you go north to the 
first set of stoplights.  Turn left and drive one block.  The restaurant will be 
on your right.�  The directions you get will depend where in the city you are. 

Find The Code:   
io/currentWorkingDirectory 
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A relative path uses the notation �../� to mean �go to the parent direc-
tory.�  For example, assume that the working directory is 
�A:/examples/io/phonebook/classes�.  Then  

 
TextInput fileIn = new TextInput(�phoneNumbers.txt�); 
 

would open a file named �phoneNumbers.txt� in the directory named 
�classes.�  But  

 
TextInput fileIn = new TextInput(�../phoneNumbers.txt�); 
 

would open a file named �phoneNumbers.txt� in the directory named 
�phonebook� � the parent directory of �classes�.  Similarly,  

 
TextInput fileIn = new TextInput(�../../phoneNumbers.txt�); 
 

would look for a file named �phoneNumbers.txt� in the current directory�s 
grandparent � �io�. 

You are not restricted to only going �up� to parent directories.  You can 
also come back �down�.  For example,  

 
TextInput fileIn = new TextInput(�../data/phoneNumbers.txt�); 
 

would go to the current directory�s parent (�phonebook�) and look for a di-
rectory named �data�.  Inside that directory the program would expect to 
find a file named �phoneNumbers.txt�, which it would open.  

Figure 9-12:  The relative file paths �../phoneNumbers.txt�  (left) and �../data/phoneNumbers.txt�  (right) 
when the current working directory is �classes�.  Directories are represented by boxes with a name in the upper left corner 
and ordinary files are represented by just names. 
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9.5 Java’s Input and Output Libraries 

9.5.1 Formatting Strings 
Java will automatically convert a primitive type to a string before concatenat-
ing it to another string.  This capability allows us to easily print out a mixture 
of strings and numbers such as System.out.println("Age = " + age); 
where age is an integer. 

Automatic conversion to a string does not work as well for double val-
ues, where we often want to control how many significant digits are printed.  
For example, the following code might be used in calculating the price of a 
car: 

 
double carPrice = 12225.00; 
double taxRate = 0.15; 
 
System.out.println("Car: " + carPrice); 
System.out.println("Tax: " + carPrice * taxRate); 
System.out.println("Total: " + carPrice * (1 + taxRate)); 
 

This code gives the following output: 
 
Car: 12225.0 
Tax: 1833.75 
Total: 14058.749999999998 
 

This is far from ideal.  We would like to see a currency symbol such as $ 
or £ printed.  All of the amounts should have exactly two decimal places, 
rounding as necessary.  And it would be nice if the thousands were grouped 
with either commas or spaces, depending on local conventions.  Getting all 
this right is hard! 

Fortunately, Java provides a set of classes for formatting numbers, includ-
ing currencies.  These classes all include a method named format that takes a 
number as a parameter and returns a string formatted appropriately.  Listing 
9-12 shows how to use a currency formatting object named money.  These 
statements produce formatted output such as the following: 
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Car: $12,225.00 
Tax: $1,833.75 
Total: $14,058.75 
  

Listing 9-12:  Using a currency formatting object. 

 1 double carPrice = 12225.00; 
 2 double taxRate = 0.15; 
 3  
 4 System.out.println("Car: " + money.format(carPrice)); 
 5 System.out.println("Tax: " +  
 6        money.format(carPrice * taxRate)); 
 7 System.out.println("Total: " +  
 8        money.format(carPrice * (1 + taxRate))); 

 

A formatting object is not normally obtained by using a constructor.  In-
stead, a factory method in the NumberFormat class is called.  A factory method 
returns an object reference, just like a constructor.  Unlike a constructor, a 
factory method has the option of returning a subclass of NumberFormat that 
is specialized for a specific task.  In this case, the factory method tries to de-
termine the country where the computer is located and returns an object cus-
tomized for the local currency. 

The NumberFormat class contains the getCurrencyInstance, get-
NumberInstance, and getPercentInstance factory methods, along with 
several others.  The getCurrencyInstance factory method can be used by  
importing java.text.NumberFormat and including the following statement 
before line 4 in Listing 9-12.  

 
NumberFormat money = NumberFormat.getCurrencyInstance(); 
 

A formatter for general numbers can be obtained with the getNumber-
Instance factory method.  It can be customized to format numbers with a 
certain number of decimal places and to print grouping characters.  For ex-
ample, 

 
NumberFormat f = NumberFormat.getNumberInstance(); 
f.setMaximumFractionDigits(4); 
f.setGroupingUsed(true); 
System.out.println(f.format(3141.59265359)); 
 

will print the value 3,141.5927 � the value rounded to four decimal places 
with an appropriate character (in this case, a comma) used to group the digits.  
Unfortunately, there is no way to instruct the formatter to pad the output 
with spaces, making columnar data difficult to print neatly. 

Finally, there is a formatter available for dates and times.  For example,  
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GregorianCalendar date = new GregorianCalendar(2004,0,11); 
DateFormat df = DateFormat.getDateInstance(); 
System.out.println(df.format(date.getTime())); 
 

prints January 11, 2004.   
The one odd thing about using a DateFormat object is that you can�t 

pass it a GregorianCalendar object directly.  Instead, call the calendar ob-
ject�s getTime method, passing the result to the formatter�s format method.  
The same technique also works with the simpler becker.util.DateTime 
class. 

9.5.2 Readers, etc. 
Discuss Readers and Writers and � 

9.6 Concept Map 

9.7 Problem Set 
Written Exercises 
9.1 Describe how to modify the event loop for the Connect4 game (see 

Listing 9-6) to allow the user to enter either a word or a single character 
for each command.  For example, to quit the game the user can enter �q�, 
�Q�, �quit� or even �qUIT�. 

9.2 Suppose the SearchPhoneBook program (Listing 9-8) were modified to 
use the following two variations of the Linear Search pattern.  Describe 
the conditions which cause each to fail. 
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384 Chapter 9 Input and Output 

while (true) 

{ read the data 
 if (at the end of the file) 
 { print message and exit 
 } 

 if (found the name) 
 { print message and exit 
 } 
} 
 

while (not at end of file) 
{ read the data 
 if (found the name) 
 { print message and exit 
 } 
} 

if (at end of file) 
{ print not found message 
} 

Programming Exercises 

Programming Projects 
9.3 Write a calculating program that repeatedly asks the user for input in the 

form of x op y where x and y are integers and op (the operator) is one of 
+, -, *, /.  The output should be the answer to the calculation, of course.  
Include error checking to verify that x and y are valid integers and that op 
is a valid operator.  End the program when the user presses only the �re-
turn� key. 
a. Prompt for and read each piece of input separately. 
b. Ask the user to enter all of the information on a single line. 

9.4 In a class named ConsoleInput that extends TextInput, write the 
method int demandInt(String prompt, int low, int high).  
This version of demandInt will require that the user enter an integer be-
tween low and high, inclusive.  After the prompt, display the valid range 
of integers in square brackets as was done in the Connect4 program.  
Throw an IllegalArgumentException if low is greater than high. 

9.5 In a class named ConsoleInput that extends TextInput, write the 
method String readCommand(…) that reads a command from the user.  
The command will be a word from the following set of commands for 
an unspecified program:  {�quit�, �help�, �put�, �forfeit�}.  If the user 
does not enter one of these words, print a helpful prompt and try again. 
a. A simple version of this method would contain these four commands 

in the source code for the method.  Such a method would be hard to 
reuse in a different project. 

b. A better version would accept a string containing all of the available 
commands separated by spaces.  

9.6 Finish the Connect Four user interface in Listing 9-6. 
9.7 Write a new phonebook program that combines the functionality of 

CreatePhoneBook (Listing 9-7) and SearchPhoneBook (Listing 9-8) 

Looking Ahead:  An even 
better version would take 
an array of acceptable 
commands.  See Chapter 
10. 
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into a single program.  Include an event loop so that the user can alter-
nate between adding names and searching as they please. 

9.8 Write a class named TextInputSE that extends TextInput and includes 
a method named readToEnd.  This method reads all the characters up to 
the end of the file, returning them in a single string.  Newline characters 
should be included. 

 
 





 

10 Arrays and Collections 

10 
Author�s Do-List: 
• Finish the chapter! 
• Include relevant Java 1.5 info. 

 
 

We often work with lists in our daily lives:  grocery lists, to-do 
lists, lists of books that are needed for a particular course, the 
invitation list for our next party, and so on.  To be useful, com-
puters must also work with lists:  a list of the Thing objects in a 
City, a list of concert tickets we modeled in Chapter 1, or a list of 
bank accounts, to identify just a few. 

There are several ways to implement lists in Java.  One of the 
most fundamental approaches is with an array, a kind of variable.  
Once a list is stored in the array we can do many things:  tick off 
the 3rd item in our to-do list, print the entire list of books for a 
course, search our list of invitations to verify that it includes James 
Gosling, or sort the list alphabetically. 

The Java library provides a number of classes that are similar 
to arrays in that they store a collection of objects.  Some of these, 
such as ArrayList, are thinly disguised arrays.  Others, such as 
HashMap, provide more sophisticated ways to find objects in the 
collection.  But underneath it all, many of these classes use an 
array. 

Chapter Objectives 
! To learn how to store data in an array, access a single element, process 

all elements, search for a particular element, and put the elements in 
order. 

! To learn how to handle changing numbers of elements in an array, in-
cluding inserting a new element and deleting an old one. 

! To learn how to enlarge or shrink the size of an array. 
! To learn about the collections provided by the Java library. 
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388 Chapter 10 Arrays and Collections 

10.1 Using Arrays 
Big Brothers/Big Sisters is a charitable association that matches men and 
women with boys and girls between the ages of 6 and 16 who could benefit 
from an older friend and role model.  In many cases the boys and girls are 
missing a parent due to death or divorce and don�t have many positive role 
models in their lives. 

Obviously, an association like Big 
Brothers/Big Sisters is going to be 
keeping lists.  One of the most crucial 
will be the list of �bigs� (the adults) 
and �littles� (the girls and boys) par-
ticipating in the association.  In this 
chapter we will consider a computer 
program that maintains a list of 
Person objects (see Figure 10-1).  We 
will learn how to print the entire list of 
people or just the people that meet 
certain qualifications such as being a 
six year-old girl.  We will learn how to 
search the list for a specific person and 
learn to find the person that maxi-
mizes or minimizes some criteria (old-
est, youngest, etc.).  Of course, all 
these techniques will apply to lists of 
other kinds of objects as well. 

The simplified version of Person, 
shown in Figure 10-1, will store 
FEMALE in the gender instance vari-
able to represent females and MALE to 
represent males.  Similarly, role will 
contain BIG to represent a big 
brother/sister and an LITTLE to represent a little brother/sister.  pairName 
will store the name of the person this person is paired with, or null if not yet 
paired with anyone.  The pairWith command will pair this person with per-
son p specified as a parameter.  It does this by setting the pairName appro-
priately in both objects. 

Throughout the rest of this section we will assume that we are writing 
code in a class named BBBS (short for �Big Brother/Big Sister�) and that one 
of the instance variables in this class is an array named persons that contains 

Key Idea:  See 
www.bbbsc.ca or 
www.bbbsa.org for more 
information on Big Broth-
ers/Big Sisters. 

Figure 10-1: A class diagram for Person. 

Person
+char MALE
+char FEMALE
+char BIG
+char LITTLE
-String name
-DateTime birthdate
-char gender
-char role
-String pairName
+Person(String name,

DateTime bDay,
         char gender, char role)
+Person(TextInput in)
+int getAge( )
+char getGender( )
+String getName( )
+String getPairName( )
+char getRole( )
+boolean isPaired( )
+void pairWith(Person p)

 

Key Idea:  There are many 
algorithms that work with 
lists of things. 
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a list of People objects.  In Section 10.2 we will look at how to create such a 
variable and fill it with data. 

10.1.1 Visualizing an Array 
An object diagram for an array will require showing many Person objects.  
The diagram will become quite large if we use our usual format for each 
Person object (see Figure 10-2).  To avoid this problem, we will abbreviate 
each person object in the diagram as shown in Figure 10-3. 

In both diagrams the box labeled aPerson is a variable that refers to an 
object � the round-cornered box labeled �Person�.   

 

So, what does an array look like?  Figure 10-4 shows a visualization of an 
array of Person objects.  The array�s name is persons.  The array refers to 
many Person objects rather than just one.   

The individual Person objects are numbered, as shown on the left side of 
the array.  This permits us to access one particular Person object stored in 
the array.  The numbering always starts at zero.  This language rule often 
causes beginning programmers grief because most people naturally begin 
numbering with one.   

Looking Back:  Object dia-
grams were first discussed 
on page 5.  References 
were discussed in Section 
8.2. 

Figure 10-2:  An object diagram showing a variable referring to a Person object. 

Person
name: "Steve"

birthdate: 1968/12/24
 gender: 'M'

role: 'B'
pairName:

aPerson

 

Figure 10-3:  An abbreviated object diagram. 

aPerson
Steve, 1968/12/24, M, B,

 

Key Idea:  Items in an 
array are numbered begin-
ning with zero. 
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390 Chapter 10 Arrays and Collections 

The generic name given to something stored in an array is an element.  The 
array shown in  Figure 10-4 has eight elements, all references to Person ob-
jects. 

The fact that the elements in the array are numbered gives them an order-
ing.  It makes sense to speak of the first element (the element numbered 0), 
the second element, and the last element.  The number associated with a par-
ticular element is called its index. 

10.1.2 Accessing One Array Element 
Accessing a specific element in an array is as easy as accessing a normal vari-
able � except that the index of the desired element must also be specified.  If 
we had just a simple Person variable named aPerson we could print the 
name with the following line of code:  

 
System.out.println(this.aPerson.getName()); 
 

Printing the name of the first person in our array is almost as easy.  In-
stead of just naming the variable, we name the array and the position of the 
element we want: 

 
System.out.println(this.persons[0].getName()); 

 

The index of the desired element is given by appending square brackets 
to the name of the array.  The index appears between the brackets.  You may 
use the result in exactly the same ways that you use a variable of the same 
type.  

Figure 10-4:  Visualizing an array of Person objects. 

persons

Steve, 1968/12/24, M, B,

0
1
2
3
4
5
6
7

Ken, 1997/8/7, M, L
Beth, 1993/8/27, F, L

Kathleen, 1979/5/4, F, B

Roydyn, 1993/5/25, M, L
Kala, 1992/2/16, F, L

Ali, 1985/7/12, M, B

Zaki, 1980/9/2, F, B
 

Key Idea:  A general name 
for each thing stored in an 
array is �element.�  Each 
element has an index giving 
its position in the array. 

Key Idea:  Arrays are in-
dexed with square brackets 
and an integer. 
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Here is another code fragment that shows the persons array in use.  In 
each case this.persons is followed by the index of a specific element in the 
array. 

 
 1 // Check if Kathleen (see Figure 10-4) is a �Big� 
 2 if (this.persons[3].getRole() == Person.BIG) 
 3 { System.out.println(this.persons[3].getName() +  
 4            � is a �Big�.�); 
 5 } 

 

It is also possible to assign a reference from the array to a regular vari-
able.  For example, the previous code fragment could have been written like 
this: 

 
 1 Person kathy; 
 2 // Check if Kathleen (see Figure 10-4) is a �Big� 
 3 kathy = this.persons[3]; 
 4 if (kathy.getRole() == Person.BIG) 
 5 { System.out.println(kathy.getName() + � is a �Big�.�); 
 6 } 

 

The effect of the reference assignment in line 3 is just like assigning refer-
ences between non-array variables and is traced in Figure 10-5.  Assigning a 
reference from an array to an appropriately named temporary variable can 
make code much more understandable. 

Key Idea:  An element in 
an array can be assigned to 
another variable. 
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392 Chapter 10 Arrays and Collections 

References stored in an array may also be passed as parameters.  For ex-
ample, Kathleen and Beth could be paired as Big and Little Sisters with the 
following sequence of statements: 
 

// Pair Kathleen and Beth 
Person kathy = this.persons[3]; 
Person beth = this.persons[2]; 
kathy.pairWith(beth); 
 

However, because elements of an array can be used just like a regular 
variable, we could also pair Kathleen and Beth this way: 

 
// Pair Kathleen and Beth 
this.persons[3].pairWith(this.persons[2]); 
 

Finally, we can also assign a reference to an array element.  For example, 
suppose Kathleen is replaced by her friend Claire.  The following code con-
structs an object to represent Claire and then replaces the reference to Kath-
leen�s object with a reference to Claire�s object.  This code fragment is traced 
in Figure 10-6. 

Figure 10-5:  Tracing a reference assignment using an array and a non-array variable. 

Person kathy; 

...

persons
Steve, 1968/12/24, M, B,

0
1
2
3
4

Ken, 1997/8/7, M, L

Beth, 1993/8/27, F, L

Kathleen, 1979/5/4, F, B

kathy

kathy = this.persons[3]; 

...

persons
Steve, 1968/12/24, M, B,

0
1
2
3
4

Ken, 1997/8/7, M, L

Beth, 1993/8/27, F, L

Kathleen, 1979/5/4, F, B

kathy
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Person c = new Person(�Claire�,  
      new DateTime(1981,4,14), ‘F’, ‘B’); 
this.persons[3] = c; 

 

Figure 10-6:  Tracing the assignment of a reference into an array element. 

Person c = new Person(...); 

Claire, 1981/4/14, F, B

...

persons
Steve, 1968/12/24, M, B,

0
1
2
3
4

Ken, 1997/8/7, M, L

Beth, 1993/8/27, F, L

Kathleen, 1979/5/4, F, B

c

this.persons[3] = c; 

Claire, 1981/4/14, F, B

...

persons
Steve, 1968/12/24, M, B,

0
1
2
3
4

Ken, 1997/8/7, M, L

Beth, 1993/8/27, F, L

Kathleen, 1979/5/4, F, B

c

 

The object modeling Kathleen will be garbage collected unless another 
variable is referencing it. 

10.1.3 Swapping Array Elements 
We can easily exchange, or swap, two elements in an array.  For example, 
suppose that we wanted to switch the places of Ken and Beth within the ar-
ray.  A temporary variable is needed to store a reference to one of the ele-
ments while the swap is taking place.  A method to perform a swap follows.  
It takes two parameters, the indices of the two elements to swap.  Figure 10-7 
traces the execution of swap(1, 2). 

Looking Back:  When an 
object has no references to 
it, the resources it uses are 
returned to the system, a 
process called garbage 
collection.  See Section 
8.2.3. 
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class BBBS extends Object 
{ ... persons ... 
 
 /** Swap the person object at index a with the object at index b. */ 
 public void swap(int a, int b) 
 { Person temp = this.persons[a]; 
  this.persons[a] = this.persons[b]; 
  this.persons[b] = temp; 
 } 
} 
 

Figure 10-7:  Tracing swap(1, 2). 

 6  { Person temp = this.persons[a]; 

...

persons
Steve, 1968/12/24, M, B,

0
1
2
3
4

Ken, 1997/8/7, M, L

Beth, 1993/8/27, F, L

Kathleen, 1979/5/4, F, B

temp

 7   this.persons[a] = this.persons[b]; 

...

persons
Steve, 1968/12/24, M, B,

0
1
2
3
4

Ken, 1997/8/7, M, L

Beth, 1993/8/27, F, L

Kathleen, 1979/5/4, F, B

temp

 8   this.persons[b] = temp; 

...

persons
Steve, 1968/12/24, M, B,

0
1
2
3
4

Ken, 1997/8/7, M, L

Beth, 1993/8/27, F, L

Kathleen, 1979/5/4, F, B

temp
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After swap finishes executing, the temporary variable temp will cease to 
exist.  The object it referenced, however, is still referenced by one element in 
the array and will not be garbage collected. 

10.1.4 Processing All the Elements in an Array 
Accessing an element of an array using a number doesn�t seem to be all that 
helpful.  We could, after all, simply declare many variables that just have a 
number in each name: 

 
Person person00; 
Person person01; 
Person person02; 
 

This approach works perfectly well for tasks that focus on a particular 
element of the array.  But consider printing the name of each person in the 
list.  Without an array, we would need statements for each named variable: 

 
System.out.println(person00.getName()); 
System.out.println(person01.getName()); 
System.out.println(person02.getName()); 

� 
 
If the our list had 1,000 people in it, the method to print their names 

would have about 1,000 lines.  What a pain! 
Fortunately, an array�s index may be a variable � or any other expression 

that evaluates to an integer.  This is where the power of arrays really becomes 
apparent.  By putting the println statement inside a loop that increments a 
variable index, we can print the entire array with only three lines of code � no 
matter how many elements are in it! 

 
// Print the the name of every person in the array 
for(int i=0; i<this.persons.length; i++) 
{ System.out.println(this.persons[i].getName()); 
} 

 
One item of note in this code fragment is the test in the for loop.  The 

length of an array can always be found by appending �.length� to the name 
of the array.  If the array is as illustrated in Figure 10-4 on page 390, 
this.persons.length will return 8, the number of elements in the array.  
The index, i, takes values starting with 0 and ending with 7, one less than the 
array�s length.  The length of the array is 8 but the index of the last element is 
one less, 7. 

Notice that .length is not a method because there are no parentheses 
following it.  The .length() used to find the length of a string, on the other 

Key Idea:  Arrays may be 
indexed with variables. 

 
Process All Elements 

Key Idea:  The number of 
elements in an array can be 
found with .length. 
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hand, is a method call.  Later in this chapter we will study objects that are 
sometimes used instead of arrays.  To find the number of elements they con-
tain, we will use .size().  This inconsistency on the part of the Java design 
team is unfortunate and frustrating. 

Another task that uses a loop to access each element in turn is to calcu-
late the average age of the people in the array.  For this task we will use a vari-
able to accumulate the ages while we loop through the array.  After we have 
added up all the ages, we�ll divide by the length of the array to find the aver-
age age. 

 
/** Calculate the average age of persons in the array. */ 
public double calcAverageAge() 
{ int sumAges = 0;   // role: gatherer 
 for(int i=0; i<this.persons.length; i++) 
 { sumAges = sumAges + this.persons[i].getAge(); 
 } 
 return (double)sumAges/this.persons.length; 
} 
 

The variable sumAges has the role of a gatherer:  it gathers all the indi-
vidual ages together.  That value is then used to find the average age. 

The loop controlling the index, i, is exactly the same in this example as it 
was in the example to print all the names.  This looping idiom � starting the 
index at 0 and incrementing by one as long as it is less than the length of the 
array � is extremely common when using arrays.  Using it should become an 
automatic response for every programmer confronted with processing all the 
elements in an array. 

10.1.5 Processing Matching Elements 
The method just written, calcAverageAge() does not seem nearly as useful 
as a method to find the average age of only the littles or only the bigs.  In the 
previous example, we simply added up the age of every element in the array.  
To find the average age of only the littles, we want to include the ages only if 
the person is, in fact, a little.  In pseudocode: 

 

 
Process All Elements 

 
Process Matching  
Elements 
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for each person in the array 
{ if (the person is a little) 
 { include this person in the average 
 } 
} 
return average 
 
By adding the if statement inside the loop, we restrict its effects to only 

those elements that match the test.  We process the matching elements.  No-
tice that this pattern is very similar to the Process All Elements pattern. 

This pseudocode translates to Java as follows: 
 
/** Find the average age of the �littles�. */ 
public double getAverageLittleAge() 
{ int sumAges = 0;   // role: gatherer 
 int numLittles = 0;   // role: stepper 
 for(int i=0; i<this.persons.length; i++) 
 { if (this.persons[i].getRole() == Person.LITTLE) 
  { sumAges = sumAges + this.persons[i].getAge(); 
   numLittles = numLittles + 1; 
  } 
 } 
 return (double)sumAges/numLittles; 
} 
 

Of course, by changing the test in the if statement, we change which ob-
jects we process.  By changing the body of the if statement, we change how 
they are processed.  For example, the following code fragment prints all the 
�bigs� who have not been paired with a �little.� 

  
// Print the names of unpaired �bigs� 
for(int i=0; i<this.persons.length; i++) 
{ Person p = this.persons[i]; 
 if (p.getRole() == Person.BIG && !p.isPaired()) 
 { System.our.println(p.getName()); 
 } 
} 

10.1.6 Searching for a Specified Element 
In one of our first examples we paired Beth, the person at index 2, with Kath-
leen, the person at index 3.  But when we�ve decided to pair Beth and Kath-
leen, how do we find their positions in the array?  We search for them. 

Searching involves using some identifying information such as a name, 
telephone number or government identification number, and finding the cor-
responding object in the array.  The identifying information is often called a 
key.  If each key is unique, then at most one object in the array will match the 

 
Process Matching  
Elements 

 
Process Matching  
Elements 

Looking Back:  Searching 
an array is similar to 
searching a file.  One dif-
ference is that we know the 
length of the array.  Usually 
we do not know the length 
of a file. 
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key.  Government identification numbers usually identify a unique person.  
On the other hand, names and telephone numbers may match several differ-
ent people.  In that case, a search generally returns the first object that 
matches. 

In most cases we don�t know that our search will be successful.  It might 
be that no object matches the key.  Therefore, we need a way to indicate fail-
ure.  This is usually done by returning a special value such as null or –1.  We 
can use null when the search method returns the object that was found and 
–1 when the search method returns the array index where the object was 
found. 

The easiest way to write a search method is a variation of the Process 
Matching Elements pattern � except that the �processing� is to exit the loop 
and return the answer.  Suppose we are looking for a person using their name 
as a key.  In pseudocode, 

 
for each person in the array 
{ if (the person’s name matches the key) 
 { exit the loop and return the person 
 } 
} 
return null 
 
We can exit the loop when we find the right person with the return 

statement.  If we examine all of the people in the array and do not find one 
matching the key, the code will exit the loop at the bottom and return null, 
indicating the search failed. 

In Java, this can be implemented as the method shown in Listing 10-1. 

Listing 10-1:  Searching an array. 

 1 /** Search for the first person object matching the given name  
 2  * @param name The name of the person to find (the key) */ 
 3 public Person search(String name) 
 4 { for(int i=0; i<this.persons.length; i++) 
 5  { Person p = this.persons[i]; 
 6   if (p.getName().equalsIgnoreCase(name)) 
 7   { return p;  // success!  Exit the loop 
 8   } 
 9  } 
 10  return null;  // failure 
 11 } 

 

 
Linear Search 

 
Linear Search 

Find The Code:   
arrays/bbbs 
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We can use the search method to pair Kathleen and Beth as follows.  
Assume that TextInput has been extended with a method to ask for a per-
son�s name. 

 
String bigName = this.in.askForName(“Big’s Name:”); 
Person big = this.search(bigName); 
String littleName = this.in.askForName(“Little’s Name:”); 
Person little = this.search(littleName); 
big.pairWith(little);  // dangerous code! 
 

The last line is marked as dangerous code because one or both of the 
searches may have failed, in which case big or little will contain the value 
null.  Then a NullPointerException will be generated when the last line 
executes.  The outcome of a search should always be verified and failure han-
dled.  The following is better code because it checks that the searches were 
successful. 

 
String bigName = this.in.askForName(�Big�s Name:�); 
Person big = this.search(bigName); 
while (big == null) 
{ System.out.println(bigName + � not found.�); 
 bigName = this.in.askForName(�Big�s Name:�); 
 big = this.search(bigName); 
} 
 
// repeat the above to find the little 
 
big.pairWith(little); // safe because both big and little have been found 
 

Another Approach 
As discussed on page 372, some people think it is a bad idea to exit a loop 
early.  They think that a line such as  

 
for(int i=0; i<this.persons.length; i++) 
 

is a contract between the programmer and the reader that says this code will 
execute one time for every person in the array.  Returning from the middle of 
the loop, like the search in Listing 10-1, breaks the contract. 

A search algorithm that respects this approach recognizes that there are 
two stopping conditions:  we stop when we reach the end of the list or when 
we have found an object matching the key.  The four-step process for con-
structing a while loop says to use De Morgan�s Law to find the continuation 
condition (step 2), structure a loop to make minimal progress towards com-
pletion (step 3), and finally (step 4), do anything before or after the loop to 
complete the job. 

In pseudocode, 

Looking Back:  Extending 
TextInput with task-
specific methods like 
askForName was dis-
cussed in Section 9.2.1. 

Key Idea:  Always check if 
a search was successful 
before proceeding. 

 
Linear Search 

Looking Back:  The Four 
Step Process for construct-
ing a loop is discussed on 
page 186.  A similar dis-
cussion, applied to reading 
from a file, is on page 372. 
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400 Chapter 10 Arrays and Collections 

 
while (not at the end of the array and matching object not found) 
{ increment index to examine the next object 
} 
if (at the end of the array) 
{ the search failed;  return null 
} else 
{ the search succeeded;  return the object 
} 
 

Making this pseudocode concrete to search for a person results in Listing 
10-2. 

Listing 10-2:  Another approach to searching an array. 

 1 /** Search for the first person object matching the given name  
 2 * @param name The name of the person to find (the key) */ 
 3 public Person search(String name) 
 4 { int i = 0;    // role: stepper 
 5  while (i < this.persons.length &&  
 6     !this.persons[i].getName().equalsIgnoreCase(name)) 
 7  { i++; 
 8  } 
 9  
 10  if (i == this.persons.length) 
 11  { return null;   // failure:  got to the end without finding it 
 12  } else  
 13  { return this.persons[i]; // success 
 14  } 
 15 } 

 

10.1.7 Finding an Extreme Element 
An extreme element has the most of something or the least of something.  It 
might be the person with the most age (oldest person) or the least age 
(youngest person).  In other contexts, extreme elements might be the em-
ployee with the highest salary, the robot with the most things, the stock with 
the highest price/earnings ratio, or the name appearing first in dictionary or-
dering. 

The strategy is to step through the array using the Process All Elements 
pattern.  As we go, we�ll remember the element that best meets the criteria so 
far.  For each new element we examine, we�ll ask if it meets the criteria better 
than the one we�re remembering.  If it does, remember it instead.  Expressed 
in pseudocode, this algorithm is 

 
Linear Search (Alt.) 

 
Linear Search (Alt.) 
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remember the first element as the best seen so far 
for each remaining element in the array 
{ if (the current element is better than the best seen so far) 
 { remember the current element as the best seen so far 
 } 
} 
 
Listing 10-3 applies this algorithm to the problem of finding the oldest 

person in the array.  It begins, in line 3, by remembering the first person in 
the array (at index 0) as the oldest we�ve seen so far.  This must be true, be-
cause we haven�t looked at anyone else. 

In line 5 we start looking at the rest of the people in the array.  This proc-
ess starts at index 1 rather than 0.  In line 6 a reference is assigned to 
currentPerson, largely as a matter of convenience to avoid writing 
this.persons[i] at several places and to make the code easier to under-
stand. 

Listing 10-3:  An example of finding an extreme element:  the oldest person in the array. 

 1 /** Find oldest person in the list.   (Assumes there is at least one person in the array. */ 
 2 public Person findOldestPerson() 
 3 { Person oldestSoFar = this.persons[0];// role: most-wanted holder 
 4   
 5  for(int i=1; i<this.persons.length; i++) 
 6  { Person currentPerson = this.persons[i]; // role: temporary 
 7  
 8   if (currentPerson.getAge() > oldestSoFar.getAge()) 
 9   { oldestSoFar = currentPerson; 
 10   } 
 11  } 
 12  return oldestSoFar; 
 13 } 

 

Lines 8-10 check if the current person matches the criteria better than 
oldestSoFar.  If it does, the old value of oldestSoFar is replaced with 
currentPerson.  When the loop ends, oldestSoFar will contain the oldest 
person in the entire list. 

What happens if two elements in the array meet the criteria equally well?  
What if two people have the same age?  The algorithm given here will return 
the first one found and ignore anyone occurring later in the array who hap-
pens to be the same age. 

 
Find an Extreme 

Find The Code:   
arrays/bbbs 

Looking Ahead:  Problem 
10.1 makes the algorithm 
more accurate.  In Section 
xx  we will learn how to 
return an array of people 
who are equally old. 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

402 Chapter 10 Arrays and Collections 

10.1.8 Sorting an Array 
Collections of things are often easier to work with if they are sorted.  Card 
players usually sort the collection of playing cards in their hands.  A collection 
of words in a dictionary is usually sorted in alphabetical order, as are names in 
a telephone book.  A collection of banking transactions are sorted by date on 
the bank statement. 

There are many different algorithms to sort an array.  Many of these algo-
rithms have been given names:  Bubble Sort, Insertion Sort, Selection Sort, 
QuickSort, HeapSort, ShellSort, and so on.  Selection Sort is one of the easi-
est sorting algorithms to master.  It builds on three patterns we have already 
seen: Process All Elements, Find an Extreme, and Swap Two Elements. 

Understanding Selection Sort 
Diagrams are a very helpful tool for understanding how a sort works.  For 
simplicity, our diagrams will use an array of letters;  sorting the array will re-
sult in the letters being in alphabetical order. 

The core idea of Selection Sort is to divide the array into two parts:  the 
part that is already sorted (shown with a dark background) and the part that 
isn�t (shown with a white background).   

   

0 1 2 3 4 5 6 
A B C G E D F 

 

At each step in the algorithm, we extend the sorted portion of the array 
by one element.  The above, partially sorted array, is extended by finding the 
element that belongs at index 3.  That element is the smallest element in the 
unsorted portion of the array � D.  Notice that D is an extreme in the un-
sorted portion of the array. 

   

0 1 2 3 4 5 6 
A B C G E D F 

 

The last part of this step is to swap these two elements, thus extending 
the sorted portion of the array by one element. 

   

0 1 2 3 4 5 6 
A B C D E G F 

 

These two actions � finding the element that belongs in the next position 
and swapping it with the one already there � are performed repeatedly until 
the entire array is sorted.  The algorithm begins with the sorted portion of the 
array being empty and the unsorted portion consuming the entire array.  
Figure 10-8 shows the entire sorting operation on a small array. 
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There are two points in this example that are worth elaboration.  First, 
notice that when the element in the next to last position (index 5) is swapped 
into position, the last element (index 6) is automatically placed correctly as 
well.  A moment�s thought will explain why:  when all the elements but the 
last are in their correct places, the last one must also be in its correct place 
because there is no where else for it to be. 

Secondly, when it was time to look for the element to place at index 4, 
the element just happened to already be there.  In this case we would not 
need to perform the swapping step.  We will anyway, however, because the 
�cure� of testing for this condition for every position in the array is worse 
than the �disease� of performing the swap every once in a while. 

Coding Selection Sort 
Based on this example, we see that two actions are repeated:  find the element 
that belongs in the next position and swap it with the one already there.  
These actions are performed for each position in the array, in ascending or-
der, except for the last one.  These observations yield the following pseu-
docode: 

 
for each position in the array except the last 
{ find the element that should go in this position 
 swap that element with the element currently there 
} 
 

Figure 10-8:  Sorting an array of letters into alphabetical order. 

 0 1 2 3 4 5 6 
The initial, unsorted array. F E A G B D C 
Find the element that belongs at index 0. F E A G B D C 
Swap elements at 0 and 2, extending sorted part. A E F G B D C 
Find the element that belongs at index 1. A E F G B D C 
Swap elements at 1 and 4, extending sorted part. A B F G E D C 
Find the element that belongs at index 2. A B F G E D C 
Swap elements at 2 and 6, extending sorted part. A B C G E D F 
Find the element that belongs at index 3. A B C G E D F 
Swap elements at 3 and 5, extending sorted part. A B C D E G F 
Find the element that belongs at index 4. A B C D E G F 
Swap elements at 4 and 4, extending sorted part. A B C D E G F 
Find the element that belongs at index 5. A B C D E G F 
Swap elements at 5 and 6, extending sorted part. A B C D E F G 

 

 
Selection Sort 
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404 Chapter 10 Arrays and Collections 

We can use this algorithm to sort our list of persons, but first we need to 
decide on the order we want.  Sorted by age?  Sorted by name in alphabetical 
order?  Something else? 

In the first example we will sort the array by name.  To do so, we�ll use 
the compareTo method in the String class.  If we have two String vari-
ables, s1 and s2, then s1.compareTo(s2) returns 0 if the two strings are 
equal, a negative number if s1 comes before s2 in dictionary order, and a 
positive number if s1 comes after s2.   

Listing 10-4 shows the Selection Sort algorithm coded in Java.  Let�s look 
briefly at the patterns it uses. 

First, the sort method uses a very slight variation of the Process All 
Elements pattern.  The difference is that it processes all the elements except 
the last one.  As noted above, by the time all the other elements are in their 
place, the last one must be in its place as well. 

Second, the helper method uses a variation of the Find Extreme Element 
pattern.  It differs from the pattern on page 401 in two ways.   
! It finds the extreme in only the unsorted part of the array.  We pass 

the index of the first element it should consider as a parameter.   
! We are concerned with the position of the extreme element, not the 

element itself.  So our most-wanted holder variable in findExtreme, 
indexBestSoFar, stores the index of the best Person object seen so 
far rather than a reference to the object. 

Third, the swap helper method is exactly as we saw before. 

Listing 10-4:  Implementing Selection Sort to sort an array of Person objects by name. 

 1 public class BBBS extends Object 
 2 { ... persons ...  // an array of Person objects 
 3   
 4 /** Sort the list of persons in alphabetical order by name. */ 
 5  public void sort() 
 6  { for(int firstUnsorted=0; 
 7      firstUnsorted<this.persons.length-1;  
 8      firstUnsorted++) 
 9   { int extremeIndex = this.findExtreme(firstUnsorted); 
 10    this.swap(firstUnsorted, extremeIndex); 
 11   } 
 12  } 
 13   
continued… 

 

Find The Code:   
arrays/bbbs 
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Listing 10-4:  Continued 

 14  /** Find the extreme element in the unsorted portion of the array. 
 15   * @param indexToStart the smallest index in the unsorted portion of the array 
 16   * @return the index of the extreme element. */ 
 17  private int findExtreme(int indexToStart) 
 18  { int indexBestSoFar = indexToStart; 
 19   String nameBestSoFar =  
 20       this.persons[indexBestSoFar].getName(); 
 21   for(int i=indexToStart+1; i<this.persons.length; i++) 
 22   { String currPersonName = this.persons[i].getName(); 
 23    if (currPersonName.compareTo(nameBestSoFar) < 0) 
 24    { indexBestSoFar = i; 
 25     nameBestSoFar = this.persons[i].getName(); 
 26    } 
 27   } 
 28   return indexBestSoFar; 
 29  } 
 30   
 31  /** Swap the elements at indices a and b. */ 
 32  private void swap(int a, int b) 
 33  { Person temp = this.persons[a]; 
 34   this.persons[a] = this.persons[b]; 
 35   this.persons[b] = temp; 
 36  } 
 37 } 

 

Sorting without Helper Methods (Optional) 
Sorting is performed so frequently that a great deal of effort has been spent to 
make the operation as fast as possible.  The greatest gains in efficiency have 
been made by employing different algorithms.  QuickSort and HeapSort are 
among the best, but are beyond the scope of this book. 

Selection Sort can be made faster by eliminating the helper methods.  
Normally, eliminating helper methods just to speed up an algorithm is not a 
good idea.  In this case, however, it may be justified because the algorithm is 
still relatively understandable.  Listing 10-5 implements sortByAge as a single 
method.  The age comparison is somewhat simpler than comparing names 
and so some temporary variables have been eliminated as well. 
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406 Chapter 10 Arrays and Collections 

Listing 10-5:  Implementing Selection Sort in a single method to sort an array of Person 
objects by age. 

 1 public class BBBS extends Object 
 2 { ... persons ...  // an array of Person objects 
 3   
 4  /** Sort the persons array in increasing order by age */ 
 5  public void sortByAge() 
 6  { for(int firstUnsorted=0;  
 7     firstUnsorted<this.persons.length-1; 
 8     firstUnsorted++) 
 9   { // find the index of the youngest unsorted person 
 10    int extremeIndex = firstUnsorted;// role:  most-wanted holder 
 11    for(int i=firstUnsorted + 1;  
 12         i<this.persons.length; i++) 
 13    { if (this.persons[i].getAge() <  
 14        this.persons[extremeIndex].getAge()) 
 15     { extremeIndex = i; 
 16     } 
 17    } 
 18     
 19    // swap the youngest unsorted person with the person at firstUnsorted 
 20    Person temp = this.persons[extremeIndex]; 
 21    this.persons[extremeIndex] =  
 22       this.persons[firstUnsorted]; 
 23    this.persons[firstUnsorted] = temp; 
 24   } 
 25  } 
 26 } 

 

 
 
 
 
 
 

Comparing Arrays and Files 
So far this isn�t different from a file.  What are the major differences?   
! access any element in random order 
! can easily change the order 
! speed (in memory) 

 

Find The Code:   
arrays/bbbs 
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10.2 Creating an Array 
So far we have just assumed that the BBBS class contains an instance variable 
that is an array of Person objects.  In this section, we�ll see how to create 
such an array. 

Briefly, creating an array has three steps:  declaring the variable, allocating 
the memory, and initializing each element in the array to a desired value.  In 
some ways, creating an array is like hosting a dinner party.  The declaration 
states your intent to have an array � like sending out invitations to your din-
ner party.  When you allocate memory you decide how many elements your 
array will have � like counting up the responses to your invitation and setting 
that many dinner places at the table.  Finally, initialization puts a value in each 
element of the array � like seating one of your guests at each place around 
your table. 

These three steps can be shown as the progression in Figure 10-9. 

 

10.2.1 Declaration 
Declaring an array is like declaring any other variable.  A type such as int or 
Robot is required followed by the name of the variable.  If the array is an in-
stance variable, then a visibility modifier such as private is appropriate. 

The only trick is knowing the type.  The type for an array of Person ob-
jects is Person[] and the type for an array of Robot objects is Robot[].  
Simply add a set of square brackets after the type of elements the array will 
hold.  You might think of the brackets as making the type plural.  A variable 

Key Idea:  Creating an 
array has three steps:  
declaration, allocation, and 
initialization. 

Figure 10-9a:  After 
declaring the array. 

 
Figure 10-9b:  After allocating 
space for the array. 

 
Figure 10-9c:  After initializing the elements of the array. 

persons

 

 

0
1
2
3
4
5
6
7

persons

 

 Steve, 1968/12/24

0
1
2
3
4
5
6
7

Ken, 1997/8/
Beth, 1993/8/27,

Kathleen, 19

Roydyn, 1993/5
Kala, 199

Ali, 1985/7/12

Zaki, 198

persons

     

Key Idea:  The type of an 
array is the same as the 
type of each element, but 
with [] appended. 
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408 Chapter 10 Arrays and Collections 

of type Person holds one person.  A variable of type Person[] holds many 
persons. 

With this background, we can replace 
 
public class BBBS extends Object 
{ ... persons ...  // an array of Person objects 
 

shown in the listings in Section 10.1 with the complete declaration: 
 
public class BBBS extends Object 
{ private Person[] persons;  // an array of Person objects 
 
The persons array can only hold Person objects. 

10.2.2 Allocation 
The declaration of an array does not create the array, but only a place to hold 
a reference to an array.  See Figure 10-9a.  We also need to allocate space for 
the elements in the array, as shown in Figure 10-9b. 

The following code fragment allocates space for 8 elements.  It uses the 
new keyword followed by the type of the elements the array will store.  In 
square brackets is the number of elements the array will be able to hold. 

 
this.persons = new Person[8]; 
  

Of course, including another number in place of the 8 would allocate space 
for a different number of elements.  The 8 in this example can also be re-
placed with any expression that evaluates to an integer, including a simple 
variable or a complex calculation.  This calculation may, for example, be 
based on information obtained from a user, as shown in the following code 
fragment. 

 
public class BBBS extends Object 
{ private Person[] persons; 
 ... 
 
 private void createArray() 
 { TextInput in = new TextInput(); // communicate with user 
  System.out.print(�How many persons: �); 
  int numPersons = in.readInt(); 
   
  this.persons = new Person[numPersons]; 
  ... 
 } 
} 

 

Looking Ahead:  In Chapter 
12 we will see that the 
persons array can also 
hold subclasses of Per-
son. 

Key Idea:  Use the new 
keyword to set aside space 
for a specific number of 
elements. 
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The programmer often knows how many elements will be in the array 
when the program is written.  In this case, the declaration and the allocation 
may be combined: 

 
private Person[] persons = new Person[100];  
 

10.2.3 Initialization 
The final step in creating an array is to initialize each element, as illustrated in 
Figure 10-9c.  The simplest approach is to call an appropriate constructor for 
each element in the array.  For example, a small array of Person objects could 
be initialized like this: 

 
this.persons[0] = new Person(�Steve�, �1968/12/24�, 
          Person.MALE, Person.BIG); 
this.persons[1] = new Person(�Ken�, �1997/8/7�, 
          Person.MALE, Person.LITTLE); 
this.persons[2] = new Person(�Beth�, �1993/8/27�,  
          Person.FEMALE, Person.LITTLE); 
 

This approach works, but is impractical for a large number of elements.  
Array initialization is often performed by reading information from a file and 
constructing an object for each of the file�s records.   

The main problem is knowing how many records are in the file.  This in-
formation is needed to allocate the correct number of elements for the array.   

One approach is to simply count the records.  The file is opened and 
each record is read, counting each one.  When the end of the file is reached, it 
is closed and then opened again.  The array is allocated using the count just 
obtained.  The entire file is then read a second time, with each object stored 
in the array.   

Listing 10-6 shows the constructor to the BBBS class in lines 11-34.  The 
initialization of the array takes place in the constructor.  The relevant points 
are: 
! The array is declared at line 9. 
! In lines 17-23, the file is opened, every record is read and counted, 

and then the file is closed. 
! In line 26 the array is allocated using the count of the records in the 

file. 
! In lines 29-33 the file is again opened and the records read.  This 

time, however, the objects created with the data are stored in the ar-
ray at line 31.  The file is closed again after all of the records have 
been read. 

Key Idea:  An array may be 
declared and allocated in 
one statement when you 
know how many elements it 
will hold. 

Looking Back:  Reading 
objects from a file was 
discussed on page 375. 
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Listing 10-6:  Initializing an array from a file. 

 1 import becker.io.TextInput; 
 2  
 3 /** A list of the "bigs" and "littles" associated with a Big Brother/Big Sister  
 4 * program.  "Bigs" are the Big Brothers and Big Sisters;  "littles" are  
 5 * the Little Brothers and Sisters they are (potentially) paired with. 
 6 * @author Byron Weber Becker */ 
 7 public class BigBroBigSis extends Object 
 8 {  
 9  private Person[] persons;  // the list of bigs and littles 
 10   
 11  /** Construct a new object by reading all the bigs and littles from a file. 
 12   * @param fileName the name of the file storing the information for bigs and littles */ 
 13  public BigBroBigSis(String fileName) 
 14  { super(); 
 15   
 16   // count the number of Persons in the file 
 17   int count = 0; 
 18   TextInput in = new TextInput(fileName); 
 19   while(!in.eofIsAvailable()) 
 20   { Person p = new Person(in); 
 21    count++; 
 22   } 
 23   in.close(); 
 24    
 25   // allocate an array to hold each object we read 
 26   this.persons = new Person[count]; 
 27    
 28   // Read the data, storing a reference to each object in the array 
 29   in = new TextInput(fileName); 
 30   for(int i=0; i<count; i++) 
 31   { this.persons[i] = new Person(in);  
 32   } 
 33   in.close(); 
 34  } 
 35 } 

 

One disadvantage of reading the file twice is inefficiency.  Reading from a 
file is inherently slow and it would be nice to avoid reading the entire file 
twice. 

Find The Code:   
arrays/bbbs 
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Another approach is to store the 
number of records as the first item in 
the file, as shown in Figure 10-10.  
The constructor can simply read this 
data item and allocate the array.  The 
records can then be read and stored 
into the array the first time the file is 
read. 

A disadvantage of this approach is 
that the number of records must be 
kept accurate.  This may be hard to 
guarantee if the file is edited directly 
by users.  However, it is not difficult  
if the file is always created by a pro-
gram. 

Listing 10-7 shows a constructor using this approach.  It could be substi-
tuted for the constructor shown in Listing 10-6, provided the data file were 
changed to include the number of records in the file. 

Listing 10-7:  Initializing an array when the data file contains the number of records. 

 1  public BigBroBigSis(String fileName) 
 2  { super(); 
 3   TextInput in = new TextInput(fileName); 
 4    
 5   // get the number of records in the file 
 6   int count = in.readInt(); 
 7   in.readLine(); 
 8    
 9   // allocate an array to hold each record we read 
 10   this.persons = new Person[count]; 
 11    
 12   // Read the data, storing a reference to each object in the array 
 13   for(int i=0; i<count; i++) 
 14   { this.persons[i] = new Person(in);  
 15   } 
 16   in.close(); 
 17  } 

 

Figure 10-10:  A file with the number of re-
cords stored as the first data item. 

5 
Kenneth A Parsons 
1997/8/7 M L 
Beth A Reyburn 
1993/8/27 F L 
Kathleen A Waller 
1979/5/4 F B 
Roydyn A. Clayton 
1993/5/25 M L 
Christopher Aaron Fairles 
1981/2/2 M B 
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10.3 Passing and Returning Arrays 

10.4 Arrays of Primitive Types 

10.5 Partially Filled Arrays 

10.6 Multi-Dimensional Arrays 

10.7 Using the Java Library 
The Collections package � ArrayList, HashMap.   Introduce the new version 
of for introduced with Java 1.5. Discuss, as an advanced topic, the generics 
provided in Java 1.5. 

10.8 Concept Map 

10.9 Problem Set 
Written Exercises 

Programming Exercises 
10.1 In Section 10.1.7 we found the oldest person by comparing the ages of 

everyone in the array.  This, however, is accurate only to the nearest 
year.  On 364 days of the year, a person born April 1, 1957 and another 
born April 2, 1957 will be the same number of years old � yet one is 
clearly older than the other.  Rewrite the findOldestPerson method to 
compare their birth dates rather than their ages.  With this modification, 
two people must be born on exactly the same day and year to be consid-
ered equally old. 

10.2 Write a class named TextInputSE that extends TextInput and includes 
a method named split.  This method reads all the tokens up to the end 
of the file, returning them as an array of strings. 
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Programming Projects 
10.3 Write a program implementing a robot bucket brigade.  The bucket bri-

gade consists of some number of robots positioned on consecutive in-
tersections.  There are a number of Thing objects (buckets) on the same 
intersection as the first robot in the brigade.  When the program exe-
cutes the first robot will pick up one Thing and move it to the next ro-
bot�s intersection, put it down, and return to its original position.  The 
next robot will then move the Thing one more position down the line, 
and so on.  The last robot in the line will simply pile all the Things it re-
ceives on the same intersection.  When the brigade is finished, all the 
Things will be at the other end of the line of robots. 

10.4 The user interface for graphing mathematical functions presented in 
Problem 7.4 on page 320 is also capable of graphing polynomial func-
tions.  Polynomials have n terms added together.  Each term has the 
form i

i xa  where ia  is called the coefficient.  The overall form of a poly-
nomial is 0

0
1

1 ... xaxaxa n
n

n
n +++ −

− .  Write a class named PolyFunc that 
extends Object and implements PolynomialFunction.  Write another 
class, Main, that includes a main method to run the program.   
a. Use PolyFunc to graph 01

2
2

3
3

4
4 axaxaxaxa ++++  using a4=0.5, 

a3=-0.75, a2=0.1, a1=0.0, and a0=-1.0.  
b. Without changing PolyFunc in any way, graph 

01
2

2
3

3
4

4
5

5
6

6 axaxaxaxaxaxa +++++  
(you may, however, change your main method).  Choose your own 
coefficients. 

10.5 Explore the documentation for becker.xtras.imageTransforma-
tion.  This package provides a graphical user interface for a program to 
transform images by rotating, cropping, brightening, darkening, stretch-
ing, and so on.  See Figure 10-11.  The actual transformations are pro-
vided by a class implementing the ITransformations interface. 
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414 Chapter 10 Arrays and Collections 

Write a class named Transformer that implements ITransformations 
and provides a reset function to reset the image to the original image 
that was provided as a parameter to setPixels.  (Hint:  assigning refer-
ences will not be enough.  You need to actually copy the array.)  Add 
code to implement the following transformations: 
a. �Darken� divides the intensity of each pixel by two. 
b. �Brighten� multiplies the intensity of each pixel by two;  pixels that 

have a resulting value larger than 255 are set to 255. 
c. �Invert� makes the light pixels dark and the dark pixels light. 
d. �FlipX� turns the picture up-side down. 
e. �FlipY� reverses the left and right sides of the image. 
f. �FlipDiag� reverses the lower left and upper right corners. 
g. �Rotate� turns the image ¼ turn to the left (be careful that you don�t 

inadvertently implement �FlipDiag�). 
h. �Scale50� removes every other row and every other column from the 

image, making the result ¼ the size of the original. 
i. �Mirror� makes an image that is twice as wide as the original image 

where the left half contains the original and the right side contains a 
mirror image. 

j. �Blur� sets each pixel to the average of its neighbors. 

 
Figure 10-11:  The image transformation graphical user interface. 

 



 10.9 Problem Set 415 

 
 

10.6 Explore the documentation for the package becker.xtras.jotto.  A 
graphical user interface, as shown in Figure 10-12, is provided in the 
package. 

a. Write a main method, as described in the package overview, so that 
you can play a game of Jotto using the supplied SampleWordList 
and SampleEvaluator classes together with the supplied user inter-
face. 

b. Write a class named WordList that implements the interface 
IWordList.  Modify your main method to run the program using 
your new class.  Implement it using a completely filled array. 

c. Write a class named WordList that implements the interface 
IWordList.  Modify your main method to run the program using 
your new class.  Implement it using a partially-filled array that in-
cludes an addWord method which enlarges the array as required. 

d. Write a class named HintContainsLetter that extends Hint and 
contains the code shown in the documentation for the Hint class.  
Modify your main method so you can play the game and use your 
new hint mechanism. 

e. Write a class named HintExcludesLetter.  It will be similar to the 
class written in part d) except that isOK will return true when the 
specified word does not contain the given character. 

 
Figure 10-12:  Jotto�s graphical user interface. 
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416 Chapter 10 Arrays and Collections 

f. Write a class named HintContainsLetters.  It will extend Hint 
and its isOK method will return true if the specified word contains all 
of the letters previously set by setArgument(char[] letters). 

g. Write a class named HintExcludesLetters.  It will extend Hint 
and its isOK method will return true if the specified word does not 
contain any of the letters previously set by setArgument(char[] 
letters). 

h. Write a class named HintContains3Letters.  It will extend Hint 
and its isOK method will return true when the specified word con-
tains at least 3 of the letters previously set by setArgument(char[] 
letters). 

i. Generalize the class described in part h) so that the number of letters 
can be specified when the object is constructed.  Name the class 
HintContainsNLetters. 

10.7 Explore the documentation for the package becker.xtras.marks.  
Write a class named Marks that implements the interface IMarks.  Write 
another class named Main that contains a main method as shown in the 
documentation.  The result should appear similar to Figure 10-13. 

 
Figure 10-13:  The marks spreadsheet graphical user interface. 
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418 Chapter 11 Building Quality Software 

11.1 High Quality Software 
What are the characteristics of high quality software?  First from the user�s 
perspective but then concentrating on the programmer�s perspective.  Even-
tually summarize in terms of information hiding, strong cohesion, weak cou-
pling. 

11.2 Software Development Processes 
How do we build high quality software?  It doesn�t just happen!  We need 
some discipline and a process to help us what to do when.  Give a quick 
overview of the waterfall model and then go into a lighter weight iterative 
model, summarized by the following diagram. 

Note:  the above needs to include maintenance. 

11.3 Programming by Contract 
Pre- and post-conditions.  Using assert. 

Figure 11-1:  A software lifecycle. 

Define
Requirements

Design
Architecture

•  Identify Classes (nouns)
•  Identify Responsibilities  (verbs)
•  List All Use Cases
•  Walk Through Several Use Cases
•  Draw class diagram

Implementation

Integration
Testing

Deployment

Choose a use
case

Review & Develop
Responsibilities

Write tests for
use case

Write code so
that tests pass
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11.4 Case Study 
Perhaps base the case study on the concert hall program presented in Chapter 
1. 
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422 Chapter 12 Polymorphism 

12.1 Polymorphism via Extension 
We have a wonderful example that we use in lectures.  I need to decide if I 
cannibalize that one or come up with an equivalent example.  We extend 
RobotSE twice to create LeftDancer and RightDancer classes.  A 
LeftDancer has the following move method: 
 

public void move() 
{ this.turnLeft(); 
 this.move(); 
 this.turnRight(); 
 this.move(); 
 this.turnRight(); 
 this.move(); 
 this.turnLeft(); 
}  
 

The result is that when a LeftDancer moves, it �dances� to the left be-
fore ultimately arriving at the normal position.  A RightDancer does the 
same except that it �dances� to the right.  This is all familiar territory.   

Now, explore what happens if you write 
 
RobotSE[] chorusLine = new RobotSE[5]; 
chorusLine[0] = new LeftDancer(…); 
chorusLine[1] = new RightDancer(…); 
chorusLine[2] = new RobotSE(…); 
… 
for(int i=0; i<chorusLine.length; i++) 
{ 
} 
 

Arrays are not the only way polymorphism occurs.  Can use it any time 
you obtain a reference where the object is actually a subclass.  Examples:   
! returned value from a method 
! value received in a method as a parameter 

12.1.1 Invoking Specialized Methods 
What if LeftDancers and RightDancers have a pirouette method?  Can 
you make robots in the chorus line pirouette, if they are able?  Two solutions: 
! use instanceof  (introduce it) 
! Introduce a new class, Dancer, that has an empty pirouette 

method.  Turn the chorusLine into an array of Dancer objects 
rather than RobotSE objects.  (preferred) 
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12.2 Building an Inheritance Hierarchy 
Bank accounts make a wonderful example, but that�s what we use in our lec-
tures�  Paying employees?  Drawing shapes?  Loaning library materials?  
Calculating rent for a Monopoly property? 

This section differs from the last because it will focus on where to put 
functionality � in the superclass or the subclass. 

12.3 Polymorphism via Interfaces 
We�ve actually been doing this for a while on the assignments;  see Section 
4.3.  This section just points that out and looks at it a bit more from the cli-
ent�s perspective. 

12.4 Polymorphism in the Java Libraries 

12.4.1 The equals() method 
Discuss equals(…) as a polymorphic method.  How to implement it for your 
own classes.  The following needs to be rewritten. 

Overriding Equals 
Testing for object equality or equivalence is a common occurrence.  To facili-
tate it, the designers of Java added a method named equals to the Object 
class.  Recall that every class extends Object, either directly or indirectly, and 
thus every object has an equals method via inheritance.  Rather than imple-
menting the (better named) isEquivalent method in DateTime, we should 
override equals to use Java�s standard approach. 

The designers of Java obviously didn�t use the method signature  
 
public boolean equals(DateTime other) 
 

because then the method would only work with DateTime objects. The pa-
rameter to their method is of type Object.  This fact causes some headaches 
for us.  The explanations here will refer to some material that won�t be ex-
plained in detail until Chapter 12. 

The designers of Java used a parameter type of Object.  They really had 
no choice.  They couldn�t guess that we would name our class DateTime 
rather than some other obscure name!  This choice also allows any object to 
be passed to equals, regardless of its type, because every class extends 
Object either directly or indirectly.  Each subclass can be considered a special 

Looking Ahead:  Passing 
any kind of object to 
equals without regard to 
type is an example of poly-
morphism.  More in Chapter 
12. 



R
ev

ie
w

 C
op

y 
ht

tp
://

w
w

w
.le

ar
ni

ng
w

ith
ro

bo
ts

.c
om

/ 

424 Chapter 12 Polymorphism 

kind of the superclass and so Java will allow it to be substituted for the super-
class.   

Inside the equals method we need to verify that the object passed in is 
actually the right kind of object.  This is done with a new operator, 
instanceof.  It�s similar to == except that it takes an object on the left side 
and the name of a class on the right side.  It returns true if the object is an 
instance of the named class and false otherwise.  null is not an instance of 
any class, so we can drop the test in our new method. 

 
public boolean equals(Object other) 
{ if (other instanceof DateTime) 
 { // check if year, month, and day are the same as this DateTime object 
 } else 
 { return false; 
 } 
} 
 

Finally, as long as Java thinks the object passed in is really of type Ob-
ject, it will refuse to allow us to access the methods or instance variables 
specific to DateTime.  To do so, we first need to cast it to a DateTime object.  
The syntax is the same as casting primitive types: 

 
DateTime dt = (DateTime)other; 
 

In this situation, the variable on the right must actually refer to an in-
stance of DateTime.  If it does not, Java will throw a ClassCastException.  
However, we know that it does because we just checked with instanceof 
that other is, indeed, an instance of DateTime.  

With this knowledge, we can complete our implementation of equals: 
 
public boolean equals(Object other) 
{ if (other instanceof DateTime) 
 { DateTime dt = (DateTime)other; 
  return this.year == dt.year &&  
      this.month == dt.month && 
      this.day == dt.day; 
 } else 
 { return false; 
 } 
} 
 

The default version of equals, implemented in Object, uses == and there-
fore implements the object identity version of equality.  That is, it is defined 
as 



 12.4 Polymorphism in the Java Libraries 425 

 
 

 
public boolean equals(Object other) 
{ return this == other; 
} 
 

If a class you define has no notion of equivalent objects, you do not need to 
override this implementation.  Usually, however, you will want to override 
equals in each of the classes you write to define what it means for two in-
stances to be equivalent. 

 

12.4.2 Comparable Interface 
How it�s used in the Java collections framework. 
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• write the chapter 
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428 Chapter 13 Graphical User Interfaces 

13.1 Separation of Concerns 
! Separating the view from the model. 
! Present a simplification of the Observer pattern.  The view will 

change the model;  the model then calls updateView on all the regis-
tered views. 

13.2 Building a View 
Present a five-step process: 
! Decide how the view should look.  What components to use, etc. 
! Create the view by extending JPanel.  The constructor takes an in-

stance of the model and saves it in an instance variable.  Implement 
the IView interface by including the method updateView.  Register 
the view with the model. 

! Create the components needed and lay them out in the view. 
! Write the code for updateView.  It will query the model and set the 

components appropriately. 
! Write appropriate listeners for the components that update the 

model. 

13.3 Polishing the View 
Layout managers, enabling and disabling components, etc. 

 
 

 
 
 
 



 

Appendix A: Glossary 

A Most scientific disciplines have a specialized vocabulary allowing 
experts in the field to communicate precisely with each other.  
Computer Science is no different.  Gathered here are all the spe-
cialized terms used in the text, together with brief definitions.  
Come here for a quick reminder of what a term means. 

  

absolute path � a sequence of directories separated by a special character 
and beginning with a known location (the �root�) that is used to specify the 
location of a file.  See also:  relative path. 

Abstract Windowing Toolkit � a collection of classes used to implement 
graphical user interfaces. 

abstraction � a method of dealing with complexity that eliminates or hides 
irrelevant details and groups other sets of details into coherent, higher-level 
chunks. 

actual parameter � a value passed to a method when it is called.  See also:  
formal parameter. 

algorithm � a finite set of step-by-step instructions that specify a process. 

alias � a alternate name or reference for an object.  All of an object�s aliases 
can be used to access the object. 

argument � see �actual parameter�. 

assign � setting the value held by a variable to a new value. 

assignment statement � a programming language statement that assigns a 
value from the right-hand side of the equals (=) sign to a variable on the left-
hand side. 

attribute � an item of information encapsulated in a software object.  Also 
called an instance variable.  
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automatic promotion � automatically converting a value to an equivalent 
value with greater range or precision. 

avenue � a road on which robots may travel north or south.  See also:  street, 
road. 

AWT � See Abstract Windowing Toolkit. 

block  � the statements contained between a matched pair of curly braces. 

body � the statements controlled by the test in an if-statement or a looping 
statement.  

bug � a defect in a program. 

byte code � an encoding of a program which is more easily executed by a 
computer than source code.  A Java compiler translates source code into byte 
code. 

cast  � explicitly converting a value from one type to another compatible 
type;  for example, converting an int to a double. 

class diagram � a graphical representation of a class which shows its attrib-
utes and services.  See Figure 1-9. 

class � the source code that defines one or more objects that offer the same 
services and have the same attributes (but not necessarily the same attribute 
values).  

classpath � a list of one or more file paths where the Java system looks for 
the compiled classes used in a program. 

client � an object that uses the services of an object, called the server. 

collection � an object that contains many other objects.  The objects con-
tained in the collection are usually have something in common with each 
other.  Individual objects can be used by giving the name of the collection 
and a number.  

command � a service that changes the state of an object or otherwise carries 
out some action.  Contrast with query.  

comment out � to put code inside comments so that it is no longer executed 
when the program is run. 

comment � an annotation in the source code intended for human readers.  
Comments do not affect the execution of the program. 



  431 

 
 

comparison operator � the operators <, <=, ==, !=, >=, and >.  Used to com-
pare the magnitudes of two values.  

compile � translate source code into a format more easily executed by a com-
puter such as byte code. 

compiler� a computer program which compiles source code.  

compile-time error � an error in the source code that is found when it is 
compiled. 

concatenation � two strings that are linked together to form a new string. 

condition � the test that determines whether a while statement will continue 
repeating or whether the additional code in an if statement will execute. 

console � a window used by a program to communicate with a person using 
printed characters on lines that appear one after another.  

constant � a meaningful name given to a value that does not change. 

constructor � a service provided by a class to construct or instantiate objects 
belonging to that class.  

data availability query � a query used to detect the kind of data available to 
be read with a TextInput object. 

debug � the process of removing bugs from a program. 

delimiter � a character that separates data values in a file and does not oth-
erwise appear in the file. 

denominator � the number divided into another number in a division prob-
lem.  Also called the divisor.  See also:  numerator. 

documentation comment � a comment designed to be extracted from the 
source code and used as reference material. 

efficient � solving the problem without wasting resources such as time. 

empty string � a string with no characters in it.  Written as ��. 

encapsulation � containing an object�s attributes within itself, allowing access 
to them only via the object�s public services. 

evaluate � the process of calculating the value of an expression. 

event loop � a programming pattern designed to respond to �events,� usually 
triggered by choices made by the user. 
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exception � a specific type of error message which includes information 
about how the program arrived at the place where the error occurred. 

exponent � the part of a number expressed in scientific notation that indi-
cates how far and in which direction the decimal point should be shifted.  See 
also:  mantissa, scientific notation. 

expression � a combination of operators and operands that produce a result.  

extend � to create a new class based on an existing class. 

extension � the part of a file�s name following the last period that is used to 
indicate the kind of information contained in the file. 

factory method � a method that returns an object.  Sometimes used as an 
alternative to a constructor. 

file � a place, usually on a disk drive, where information is stored. 

file format � the design for how information is organized in a file. 

final situation � a description of the desired state of a city and all that it con-
tains, including robots, when a program ends.  See initial situation. 

floating point � a computer�s internal representation of a number with a 
decimal point. 

flow of control � one sequence of statements, each of which executes com-
pletely before the next begins.  A program may have several flows of control, 
each of which is called a thread of execution. 

flowchart � a diagram illustrating the different paths a program may take 
through a code fragment.  See Figure 4-5.  

formal parameter � a placeholder in the definition of a method indicating 
where an actual parameter will be used.  See also:  actual parameter. 

frame � a window appearing on a computer screen.  

fully qualified name � a member name (for example, instance variable or 
method) that includes the package name and class name. 

garbage collection � the process of removing orphaned objects.  See also: 
orphan. 

helper method � a method that exists primarily to simplify another method. 

identifier � a name for a part of a program such as a class, a variable, or a 
method. 
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immutable � immutable objects cannot be changed after they are created. 

implicit parameter � a reference to the object used to call a method.  May 
be accessed within the method with the keyword this. 

index � the position of one element within an ordered collection;  specifi-
cally, the position of a character within a string. 

infinite recursion � occurs when a method calls itself repeatedly with no 
provision for avoiding another call to itself. 

inherit � to receive capabilities from another class because of a superclass-
subclass relationship.  See also:  extend. 

inheritance hierarchy � the relationship of many classes that inherit from a 
common superclass.  See also: inherit. 

initial situation � a description of the desired state of a city and all that it 
contains, including robots, when a program begins.  See final situation. 

initial value � the first value given to a variable. 

initialization file � a file containing information used by a program when it 
is beginning execution, often to customize it to a particular users preferences. 

input cursor � divides input read by the program into two parts:  what has 
already been read and what has not yet been read.   

input � information that is obtained from outside the program; for example, 
from the person running the program. 

instance variable � a variable created within an object.  Each instance of the 
class (that is, each object) has its own copy of the variable, which changes 
independently of all the other copies of the variable.  See also:  temporary 
variable. 

instance � each object is one instance of a class. 

instantiate � the act of constructing an instance of a class;  that is, creating 
an object.  

integer division � division of an integer by another integer where any re-
mainder or fractional part in the answer is discarded. 

intent error � an error in which the program does not produce the desired 
results, even though it compiles correctly and does not generate run-time er-
rors.  See compile-time error and run-time error. 

invoke � to cause an object to perform a specific service. 
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java archive (jar) file � a single file containing many compiled classes, mak-
ing the classes easier to distribute. 

JavaDoc comment � See documentation comment. 

keyword � See reserved word. 

lexicographic order � ordering strings in the same way that words in a dic-
tionary are ordered. 

library � a collection of resources available to be used in many different pro-
grams.  See also: package. 

literal value � an explicit value written into the text of a program. 

logic error � See intent error. 

logical negation operator � the operator �!�.  It negates the Boolean ex-
pression following it.  See also:  negate.  

loop � a statement that repeats the statements it controls.  A while statement 
forms a loop.  

mantissa � the fractional portion of a number expressed in scientific nota-
tion.  See also: scientific notation. 

message � a client object sends a message to a server object to invoke one of 
its services.  

method resolution � the process of determining the correct method to exe-
cute in response to a method call. 

method � the source code that implements a specific service. 

model � a simplified description of a problem, usually in a formal notation 
such as mathematics or a computer program, that enables people to forecast 
the future, make decisions, or otherwise solve the problem. 

multi-line comment � a comment that may span multiple lines.  It begins 
with /* and ends with */.  See also:  comment, documentation comment. 

named constant � an identifier that always yields the same value and is used 
in place of literal values to make a program more understandable. 

natural language � language used in every-day speech. 

negate �to make a Boolean expression that would otherwise return true, 
return false, and an expression that would return false, return true.  
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nest � to place a control statement such as if or while within another con-
trol statement.  

newline � a character that begins a new line of text.  It can be represented in a 
string with the character sequence �\n�. 

null string � a variable of type String that contains null rather than a refer-
ence to a String object. 

numerator � a number divided by another number, the denominator.  See 
also:  denominator. 

object diagram � a diagram that shows one or more specific objects and the 
values of their attributes.  See Figure 1-2. 

object equality �  tested with the equals method.  Establishes whether two 
object references refer to objects that are equivalent.  See also: object identity. 

object identity � tested with ==.  Establishes whether two object references 
refer to the same object.  See also: object equality. 

object-oriented programming language � a computer programming lan-
guage incorporating the ideas of encapsulation, inheritance, and polymor-
phism. 

origin � the place from which measurement begins.  In a robot city, the inter-
section of avenue 0 and street 0.  On a computer screen, the upper left cor-
ner.  

orphan � an object with no references to it. 

overload � two or more methods with the same name but different signa-
tures are overloaded.  The Java system chooses which one to execute based 
on the actual parameters used when the method is called.  See also:  signature. 

override � replacing a method in the class being extended with a new version 
of the method. 

package � a collection of related classes. 

package � a group of classes, usually organized around a common purpose. 

parameter � a mechanism for communicating a value to a constructor or 
service to use in accomplishing its purpose.  

picture element � a small dot displayed on a computer screen.  Many picture 
elements compose the image displayed.  Often abbreviated as �pixel.� 

pixel � see picture element. 
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polymorphism � setting up two or more classes so that objects can be sent 
the same message but they respond to the message differently, in ways that 
are appropriate to the kind of object receiving the message. 

precedence rule � a rule that determines which operations are done first 
when an expression is evaluated. 

precondition � a situation that must be true when a method is called to en-
sure that it executes correctly. 

predicate � a query (method) that returns a value of either true or false.  

program  � a detailed set of computer instructions designed to solve a prob-
lem. 

prompt � an indication to the user that some action is required.  A prompt is 
usually printed on the screen just before input is required from the user. 

pseudocode � a blend of a natural language and a programming language, 
allowing us to think more rigorously about our programs without worrying 
about programming language details. 

query � an object service that answers a question.  See also: service, com-
mand. 

random access file � a file where information can be read in an arbitrary 
order.  See also:  sequential file. 

record � a collection of information pertaining to one thing (for example, an 
employee) in a file that typically contains information about many of those 
things. 

reference � the information stored in a variable that directs the Java com-
piler to a specific object. 

relative path � a sequence of directories that gives a file location relative to 
the current working directory.  See also:  absolute path, working directory 

reserved word � an identifier such as public, class, or int that has a pre-
defined meaning in a language.. 

road � an avenue or street on which a robot may move between intersec-
tions.  See also avenue, street. 

round � to discard the decimal portion of a number by choosing the nearest 
integer value. 
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run-time error � an error detected when a program executes or runs because 
it has executed an instruction in an illegal context.  

scientific notation � a number expressed as the multiplication of a fractional 
number (the mantissa) and 10 raised to some power (the exponent).  See also:  
exponent, mantissa. 

scope � that part of a program where an identifier is available for use. 

screen cursor � the place on the computer�s output device (screen) where 
the next character of text will be placed. 

sequential file � a file where all the information is read in sequential order.  
Information cannot be skipped (other than reading and ignoring it) nor can 
previously read information be read again unless reading begins again at the 
beginning of the file.  See also:  random access file. 

server � an object that provides services to a client object.  See also: client. 

service � an action that an object performs in response to a message.  Ser-
vices are subdivided into queries and commands.  See also:  query, command, 
message, method. 

side effect � a change in state caused by executing a method.  

signature � the name of a method, together with an ordered list of all the 
types of its formal parameters. 

simulate � see �trace�.  

single-line comment � a comment extending from a double slash (//) until 
the end of the line. 

software object � an abstraction in an object-oriented program used to 
model a real-world entity.  

source code � the words and symbols written by programmers to instruct a 
computer what to do. 

special symbols � symbols that have a special meaning in the Java language, 
including braces, parentheses, punctuation such as the period and semi-colon 
characters. 

state diagram � a diagram that shows how an object�s state changes over 
time.  See Figure 1-3.  

state � the state of being of an object as defined by the contents of its attrib-
utes.  
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statement � an individual instruction in a programming language.  

stepwise refinement � a method of writing programs where each method is 
defined in terms of helper methods, each of which implement one logical step 
in solving the problem. 

street � a road on which robots may travel east or west.  See also: avenue, 
road. 

stub � a method that has just enough code to compile, but not enough to 
actually do its job. 

subclass � a class that receives part of its functionality from a superclass.  See 
also: extend, superclass, inherit. 

substitutable � a class that can take the place of another class without error 
because it provides the same services.  See also: polymorphism. 

superclass � a class that has been extended to create a subclass.  See also: 
extend, subclass, inherit. 

Swing � a newer addition to the collection of classes available to write graphi-
cal user interfaces.  See also:  Abstract Windowing Toolkit. 

tag � a keyword such as @param or @author used to identify standardized 
information in documentation comments.  See also:  documentation com-
ment. 

template method � a method implementing the common part of a problem 
that has several variations.  The differences between the variations are ex-
pressed in helper methods contained in subclasses. 

temporary variable � a variable defined within a method.  The variable and 
the information it contains are discarded when the method finishes execution.  
See also:  variable, instance variable. 

test harness � a program used to test a method or class. 

then-clause � the statements that are executed when the test in an if state-
ment is true.  

thread � a programming language construct that starts a new flow of control.  
See �flow of control.� 

trace � to execute a program without the aid of a computer, usually by re-
cording state changes in a table.  Also called �simulate�. 

type � a designation of the valid values for an attribute or parameter. 
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variable declaration � a programming language statement that introduces a 
variable in the source code and specifies its type. 

variable � a named place where a program can store information.  See also:  
temporary variable, instance variable. 

visibility modifiers � the keywords public, private, and protected.  
Visibility modifiers control which clients may have access to the method they 
modify. 

whitespace � characters such as spaces and tabs that appear as white spaces 
when printed on paper. 

working directory � an executing program�s default directory.  Files are read 
and written in the working directory unless their name includes an absolute or 
relative path. 
 

 





 

Appendix B: Precedence Rules 

B Precedence rules establish the order of operations when an ex-
pression is evaluated.  For example, in 3 + 4 * 4, is the answer 19 
or 28?  It depends on whether you multiply first or add first.  
Normal precedence rules dictate that multiplication is done before 
addition.  Precedence can be overridden using parentheses.  For 
example, (3 + 4) * 4 means that the addition should be performed 
before the multiplication, yielding 28. 

  

 
The following table lists all of the Java operators in order from the highest 
precedence (operators that are done first) to the lowest (operators that are 
done last).  Sometimes different operators have the same precedence.  In this 
case, they are listed in indented groups.  For example, all of the multiplicative 
operators (*, /, %) have the same precedence. 

When two operators with the same precedence appear together, the op-
erators are performed left to right.  That is, 3 * 4 / 6 is the same as (3 * 4) / 6.  
The only exception is assignment.  It is valid to write a = b = c which 
means assign c to b and then assign b to a.  This style will not be used in this 
book. 

Some of these operators are beyond the scope of an introductory text and 
are marked with an asterisk (*) on the right. 

 
Operator Syntax  
Postfix Operators 

  

 Array access «arrayName»[«index»]  
 Member access «object_or_class».«memberName»  
 Parameter evaluation «methodName»(«parameterList»)  
 Postfix increment «variable»++  
 Postfix decrement «variable»--  

Unary Operators 
  

 Prefix increment ++«variable»  
 Prefix decrement --«variable»  
 Unary plus +«expr»  
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Operator Syntax  
 Unary minus -«expr»  
 Bitwise complement ~«expr» *
 Logical negation !«expr»  

Creation and cast 
  

 Object creation new «className»  
 Cast («type»)«expr»  

Multiplicative 
  

 Multiplication «expr» * «expr»  
 Division «expr» / «expr»  
 Remainder «expr» % «expr»  

Additive 
  

 Addition «expr» + «expr»  
 Subtraction «expr» - «expr»  

Bit shift 
  

 Left shift (propagate sign) «expr» << «expr» *
 Right shift (propagate sign) «expr» >> «expr» *
 Right shift (propagate zero) «expr» >>> «expr» *

Relational 
  

 Less than «expr» < «expr»  
 Less than or equal «expr» <= «expr»  
 Greater than «expr» > «expr»  
 Greater than or equal «expr» >= «expr»  
 Class membership «object» instanceof «className»  

Equality 
  

 Equals «expr» == «expr»  
 Not equals «expr» != «expr»  
Bitwise AND «expr» & «expr» *
Bitwise exclusive OR «expr» ^ «expr» *
Bitwise inclusive OR «expr» | «expr» *
Logical AND «expr» && «expr»  
Logical OR «expr» || «expr»  
Conditional «expr» ? «expr» : «expr» *

Assignment 
  

  «var» = «expr»  
  «var» += «expr»  
  «var» -= «expr»  
  «var» *= «expr»  
  «var» /= «expr»  
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Operator Syntax  
  «var» %= «expr»  
  «var» >>= «expr» * 
  «var» <<= «expr» * 
  «var» >>>= «expr» * 
  «var» &= «expr» * 
  «var» ^= «expr» * 
  «var» |= «expr» * 
 

 





 

Appendix C: Variable Initialization Rules 

C Variables always have a value.  Initialization guarantees that it has 
a known starting value.  Without a known starting value, it is hard 
to have confidence in the correctness of any computations done 
with the variable!  This brief appendix outlines the rules governing 
the initialization of instance variables, temporary variables, and 
parameter variables. 

  

 
Instance variables are always given an initial value, either explicitly by the pro-
grammer or implicitly by the compiler.  Implicit initializations by the compiler 
depend on the variable�s type. 

 
Type Implicit Initial Value 
byte, short, int, long 0 

boolean false 
char '\0000' 
float +0.0f 
double +0.0 

object reference (including String) null 

 
Temporary variables are not given an initial value by the compiler.  The 

compiler attempts to verify that each temporary variable is initialized before it 
is used.  If the compiler is unable to verify this property, it will throw a com-
pile-time error. 

Parameter variables are initialized by the corresponding actual parameter 
in the method�s call. 

 





 

Appendix D: Selected Robot Documentation 

D The becker library that accompanies this book includes many 
methods, particularly related to robots and the cities they inhabit.  
Full documentation is available on the World-Wide Web at  
www.learningwithrobots.com/doc.  For the times that a com-
puter isn�t available, a briefer form of the documentation is 
printed below. 

  

D.1 City 
public class City extends java.lang.Object 

A city contains intersections joined by avenues and streets. 
Intersections may contain Things such as walls, streetlights, flashers, and 
robots. A city may be displayed graphically by a CityFrame.  

Constructor Summary 
City()  

Construct a new city. 
 
City(java.lang.String fileName)  

Construct a new city by reading information to construct it from a file. 

Method Summary 
protected void 
customizeIntersection(Intersection intersection)  

Customize an intersection, perhaps by adding Things to it.  
 
protected Intersection getIntersection(int avenue, 
int street)  

Obtain a reference to a specified intersection within this city. 
 
boolean isShowingThingCounts()  

Is the city showing the number of things on each intersection? 
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protected void keyTyped(char key)  

This method is called when the city's display has the focus and a key is 
typed. 
 
protected Intersection makeIntersection(int avenue, 
int street)  

Make an intersection which will appear at the specified avenue and street. 
 
void save(java.lang.String indent, java.io.PrintWriter out)  

Save a representation of this city to a file for later use. 
 
void setThingCountPredicate(Predicate pred)  

Set the predicate for what kinds of things to count when showing the 
number of things on each intersection. 
 
void showThingCounts(boolean show)  

Show the number of things on each intersection, counted according to 
the predicate set with the method setThingCountPredicate. 

D.2 CityFrame 
public class CityFrame extends Object 

A CityFrame displays a robot City and the Things it contains: Robots, 
Intersections, Walls, Lights, and so on.  

Constructor Summary 
CityFrame(City model)  

Construct a new CityFrame which displays avenues 0 through 9 and 
streets 0 through 9.  
 
CityFrame(City model, int numVisibleAvenues, 
int numVisibleStreets)  

Construct a new CityFrame which displays avenues 0 through 
numVisibleAvenues-1 and streets 0 through numVisibleStreets-1.  
 
CityFrame(City model, int firstVisibleAvenue, 
int firstVisibleStreet, int numVisibleAvenues, 
int numVisibleStreets)  

Construct a new CityFrame which displays the intersection at avenue 
firstVisibleAvenue and street firstVisibleStreet in the upper left 
corner of the City.  
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D.3 Directions 
public class Directions extends Object 

Constants which define directions in the robot city. 

Field Summary 
public static int EAST 
public static int NORTH 
public static int WEST 
public static int SOUTH 

D.4 Flasher 
public class Flasher extends Light 

A flasher is commonly used to mark construction hazards on streets and 
avenues. Flashers are small enough for a robot to pick up and carry. They do 
not obstruct the movement of robots. Like all lights, they can be turned on 
and off. Unlike some kinds of lights, when flashers are "on" their lights cycle 
on and off. When flashers are turned "off" their lights stay off.  

Constructor Summary 
Flasher(City city, int avenue, int street)  

Construct a new flasher, initially turned off.  
 
Flasher(City city, int avenue, int street, boolean isOn)  

Construct a new flasher.  
 
Flasher(Robot heldBy)  

Construct a new Flasher held by a robot.  

Method Summary 
boolean isOn()  

Determine whether or not the flasher is turned on. 
 
protected void save(java.lang.String indent, 
java.io.PrintWriter out)  

Save a representation of this intersection to an output stream. 
 
void turnOff()  

Turn the flasher off. 
 
void turnOn()  

Turn the flasher on so that it begins to flash. 
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D.5 Intersection 
public class Intersection extends Sim implements Labeled 

Karel the Robot lives in a city composed of intersections connected by 
roads. Roads that run north and south (up and down) are called �Avenues� 
and roads that run east and west are called �Streets�.  

Intersections may contain Things such as Flashers, Walls or 
Streetlights. Some kinds of things block robots from entering or exiting 
an intersection. It is possible to build things which are one-way, blocking ro-
bots from entering but not exiting (or visa versa) an intersection. 

Constructor Summary 
Intersection(City city, int avenue, int street)  

Construct a new intersection.  

Method Summary 
protected void addThing(Thing theThing)  

Add a thing to this intersection. 
 
int countThings()  

Determine the number of things currently on this intersection. 
 
int countThings(Predicate pred)  

Determine the number of things currently on this intersection that match 
the given predicate. 
 
protected boolean entryIsBlocked(int direction)  

Determine whether something on this intersection blocks robots from 
entering the intersection from the given direction. 
 
protected Thing examineThing(Predicate kindOfThing)  

Return a reference to a thing on this intersection which satisfies the 
predicate so it may be examined or manipulated. 
 
protected boolean exitIsBlocked(int direction)  

Determine whether something on this intersection blocks robots from 
exiting the intersection. 
 
int getAvenue()  

The avenue intersecting this intersection. 
 
protected Intersection getIntersection()  

Return this intersection. 
 
java.lang.String getLabel()  

Get the label for this intersection. 
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Intersection getNeighbor(int direction)  

The intersection neighboring this one in the given direction. 
 
int getStreet()  

The street intersecting this intersection. 
 
protected void removeThing(Thing t)  

Remove the given thing (robot, flasher, streetlight, wall, and so on) from 
this intersection. 
 
protected void save(java.lang.String indent, 
java.io.PrintWriter out)  

Save a representation of this intersection to an output stream. 
 
void setLabel(java.lang.String aLabel)  

Set a label for this intersection. 
 
java.lang.String toString()  

Report the internal state of the intersection. 

D.6 Light 
public abstract class Light extends Thing 

A light is a kind of thing that can be turned on to make it brighter and 
turned off to make it darker. Some lights can be moved (Flasher) while oth-
ers can't (Streetlight).  

The Light class itself is abstract meaning programmers cannot construct 
an instance of Light. This class does define a common interface for all lights 
so that that any light may be turned on or off without knowing what specific 
kind of light it is (polymorphism).  

Constructor Summary 
Light(City theCity, int avenue, int street, int orientation, 
boolean canBeMoved, Icon theIcon)  

Construct a new light.  
 
Light(Robot heldBy)  

Construct a new Light held by a robot.  

Method Summary 
abstract boolean isOn()  

Determine whether or not the light is turned on. 
 
abstract void turnOff()  

Turn the light off. 
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abstract void turnOn()  

Turn the light on. 

D.7 Predicate 
public interface Predicate 

A predicate says whether something is true or false about a Thing. A 
class implementing the Predicate interface does this via the isOK method 
which returns true if some condition about a Thing is true and false oth-
erwise.  

A typical use for a predicate is to find a certain kind of thing for a robot 
to examine; for example, a Light. To do this, define a class implementing 
Predicate as follows:  
  public class ALightPred implements Predicate 
  {  //return true if the thing passed is a Light, false otherwise 
     public boolean isOK(Thing t) 
     {  return t instanceof Light; 
     } 
  } 

In a subclass of Robot invoke the examineThing method like this:  
  Light light = (Light)this.examineThing(new ALightPred()) 

which will return a light from the current intersection, if there is one, or 
null if there is not.  

The Predicate class also defines a number of useful predicates as con-
stants. For example, to pick up a Thing that is a Flasher, one could write  
  karel.pickThing(Predicate.aFlasher); 

Field Summary 
static Predicate aFlasher  

A predicate to test whether something is a Flasher. 
 
static Predicate aLight  

A predicate to test whether something is a Light. 
 
static Predicate anyFlasher  

A predicate to test whether something is a Flasher or a subclass of 
Flasher. 
 
static Predicate anyLight  

A predicate to test whether something is a Light or a subclass of Light. 
 
static Predicate anyRobot  

A predicate to test whether something is a Robot or a subclass of Robot. 
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static Predicate anyStreetlight  

A predicate to test whether something is a Streetlight or a subclass of 
Streetlight. 
 
static Predicate anyThing  

A predicate to test whether something is a Thing or a subclass of Thing. 
 
static Predicate anyWall  

A predicate to test whether something is a Wall or a subclass of Wall. 
 
static Predicate aRobot  

A predicate to test whether something is a Robot. 
 
static Predicate aStreetlight  

A predicate to test whether something is a Streetlight. 
 
static Predicate aThing  

A predicate to test whether something is a Thing. 
 
static Predicate aWall  

A predicate to test whether something is a Wall. 
 
static Predicate canBeCarried  

A predicate to test whether the Thing is something that a robot can carry. 

Method Summary 
boolean isOK(Thing t)  

Return true if a certain condition is true about theThing; false other-
wise. 

D.8 Robot 
public class Robot extends Thing implements Labeled, Colored 

Robots exist on a rectangular grid of roads and can move, turn left ninety 
degrees, pick things up, carry things, and put things down. A robot knows 
which avenue and street it is on and which direction it is facing. Its speed can 
be set and queried. 

Robots have some additional internal capabilities which are available to 
subclasses. They can determine if it is safe to move forward, examine things 
on the same intersection as themselves and determine if they are beside a spe-
cific kind of thing. They can pick up and put down specific kinds of things 
and determine how many things they are carrying. 
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Constructor Summary 
Robot(City city, int avenue, int street, int direction)  

Construct a new Robot at the given location in the given city with noth-
ing in its backpack..  
 
Robot(City city, int avenue, int street, int direction, 
int numThings)  

Construct a new Robot at the given location in the given city with the 
given number of things in its backpack.  Override makeThing to customize 
the kind of thing added to the backpack.  

Method Summary 
protected void breakRobot()  

This method is called when the robot does something illegal such as try-
ing to move through a wall or picking up a non-existent object. 
 
int countThingsInBackpack()  

How many things are in this robot's backpack? 
 
protected int countThingsInBackpack(Predicate kindOfThing)  

How many of a specific kind of thing are in this robot's backpack? 
 
protected Thing examineThing()  

Obtain a reference to a thing on the current intersection so it may be ex-
amined or manipulated. 
 
protected Thing examineThing(Predicate kindOfThing)  

Obtain a reference to a particular kind of thing on the current intersec-
tion so it may be examined or manipulated. 
 
boolean frontIsClear()  

Can this robot to move forward to the next intersection safely? 
 
int getAvenue()  

Which avenue is this robot on? 
 
java.awt.Color getColor()  

What is this robot's color? 
 
int getDirection()  

Which direction is this robot facing? 
 
java.lang.String getLabel()  

What is the string labeling this robot? 
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int getSpeed()  

How many milliseconds will this robot take for the next move or turnLeft 
instruction? 
 
int getStreet()  

Which street is this robot on? 
 
boolean isBesideThing()  

Determine whether this robot is on the same intersection as a thing it can 
pick up. 
 
protected boolean isBesideThing(Predicate kindOfThing)  

Determine whether this robot is on the same intersection as a specified 
kind of thing. 
 
protected Thing makeThing(int nOf, int total)  

Make a new thing to place in the Robot's backpack.  Override this 
method in a subclass to control what kind of Thing is made when a robot is 
constructed with things in its backpack. 
 
void move()  

Move this robot from the intersection it currently occupies to the next in-
tersection in the direction it is currently facing, leaving it facing the same di-
rection. 
 
void pickThing()  

Attempt to pick up a movable thing from the current intersection. 
 
protected void pickThing(Predicate kindOfThing)  

Attempt to pick up a particular kind of thing from the intersection this 
robot currently occupies. 
 
protected void pickThing(Thing theThing)  

Attempt to pick up a particular thing from the intersection this robot cur-
rently occupies. 
 
void putThing()  

Take something out of the robot's backpack and put it down on the cur-
rent intersection. 
 
protected void putThing(Predicate kindOfThing)  

Attempt to take a particular kind of thing out of this robot's backpack 
and put it on the intersection currently occupied by this robot. 
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protected void putThing(Thing theThing)  

Attempt to put down a particular thing on the intersection this robot cur-
rently occupies. 
 
protected void save(java.lang.String indent, 
java.io.PrintWriter out)  

Save a representation of this intersection to an output stream. 
 
void setColor(java.awt.Color theColor)  

Set this robot's color. 
 
void setLabel(java.lang.String theLabel)  

Set a label to identify this robot. 
 
void setSpeed(int millisecondsPerMove)  

Set this robot's speed. 
 
void turnLeft()  

Turn this robot left by 90 degrees or one quarter turn. 

D.9 RobotRC 
public class RobotRC extends Robot 

A Remote Control Robot, RobotRC for short, can be directed from a 
computer keyboard. The city's view must have the keyboard focus when the 
program is running for the robot to receive the instructions from the key-
board. When the city's view has the focus it will have a thin black outline. 
Shift the focus between the speed control, the start/stop button on the city's 
view with the tab key.  

Constructor Summary 
RobotRC(City theCity, int avenue, int street, int direction)  

Construct a new RobotRC robot with nothing in its backpack.  
 
RobotRC(City theCity, int avenue, int street, int direction, 
int numThings)  

Construct a new RobotRC robot.  

Method Summary 
protected void keyTyped(char key)  

Respond to the following keys in the given manner:  
Keys Response  
m, M move 
r, R turn right  
l, L turn left  
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u, U pick up a thing  
d, D put down a thing 

D.10 RobotSE 
public class RobotSE extends Robot 

A new kind of robot with extended capabilities such as turnAround, and 
turnRight.  

Constructor Summary 
RobotSE(City theCity, int avenue, int street, int direction)  

Construct a new RobotSE with nothing in its backpack.  
 
RobotSE(City theCity, int avenue, int street, int direction, 
int numThings)  

Construct a new RobotSE.  

Method Summary 
boolean isFacingEast()  

Determine whether the robot is facing east. 
 
boolean isFacingNorth()  

Determine whether the robot is facing north. 
 
boolean isFacingSouth()  

Determine whether the robot is facing south. 
 
boolean isFacingWest()  

Determine whether the robot is facing west. 
 
void move(int howFar)  

Move the given distance. 
 
void pickAllThings()  

Pick all the moveable things from the current intersection. 
 
void pickAllThings(Predicate kindOfThing)  

Pick all of the specified kind of things from the current intersection. 
 
void putAllThings()  

Put all the things in this robot's backpack down on the current intersec-
tion. 
 
void putAllThings(Predicate kindOfThing)  

Put all of the specified kind of things from the robot's backpack down on 
the current intersection. 
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void turnAround()  

Turn the robot around so it faces the opposite direction. 
 
void turnLeft(int numTimes)  

Turn left the given number of times. 
 
void turnRight()  

Turn the robot 90 degrees to the right. 
 
void turnRight(int numTimes)  

Turn right the given number of times. 

D.11 Sim 
public abstract class Sim extends java.lang.Object 

A Sim is an element of the robot city which participates in the simulation, 
namely a Thing (such as Robots, Walls, Lights) or an Intersection.  

Since this class is abstract it cannot be instantiated; only subclasses may 
be instantiated. This class exists to ensure that basic services required for the 
simulation are present and to provide common implementations for required 
several services.  

Constructor Summary 
Sim(City theCity, int avenue, int street, int orientation, 
Icon theIcon)  

Construct a new Sim.  

Method Summary 
Icon getIcon()  

Return the icon used to display the visible characteristics of this sim, 
based on the sim's current state. 
 
protected abstract Intersection getIntersection()  

Return the intersection where this Sim is located. 
 
protected void keyTyped(char key)  

This method is called when a key is typed and keyboard input is directed 
to karel's world (the map, as opposed to a different window or the controls 
for karel's world). 
 
protected void notifyObservers()  

Notify any observers of this Sim (for instance, the user interface) that it 
has changed. 
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protected void notifyObservers(java.lang.Object changeInfo)  

Notify any observers of this Sim (for instance, the user interface) that it 
has changed. 
 
void setIcon(Icon theIcon)  

Set the icon used to display this sim. 

D.12 Streetlight 
public class Streetlight extends Light 

A Streetlight is a kind of Light which lights an intersection. Like all 
lights, it can be turned on and off. A streetlight cannot be moved by a robot.  

Constructor Summary 
Streetlight(City city, int avenue, int street, int corner)  

Construct a new streetlight.  
 
Streetlight(City city, int avenue, int street, int corner, 
boolean isOn)  

Construct a new streetlight.  

Method Summary 
boolean isOn()  

Determine whether or not the light is turned on. 
 
protected void save(java.lang.String indent, 
java.io.PrintWriter out)  

Save a representation of this intersection to an output stream. 
 
void turnOff()  

Turn the streetlight off. 
 
void turnOn()  

Turn the streetlight on. 

D.13 Thing 
public class Thing extends Sim 

A Thing is something which can exist on an intersection. All things have 
a location (avenue and street). Some things can be picked up and moved by a 
robot (Flashers) while others cannot (Streetlights, Walls). Robots are things, 
too. They cannot be picked up and moved by other robots.  

In addition to a location, all things have an orientation although it is 
common for the orientation to always have a default value. Examples where 
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that is not the case is a wall where the orientation determines which exit or 
entry into an intersection is blocked and a streetlight where the orientation 
determines which corner of the intersection it occupies. 

Constructor Summary 
Thing(City city, int avenue, int street)  

Construct a new Thing.  
 
Thing(City theCity, int avenue, int street, int orientation, 
boolean canBeMoved, Icon theIcon)  

Construct a new Thing.  
 
Thing(Robot heldBy)  

Construct a new thing held by the given robot.  

Method Summary 
boolean blocksIntersectionEntry(int entryDir)  

Does this Thing block the entry of this intersection from the given direc-
tion? 
 
boolean blocksIntersectionExit(int exitDir)  

Does this Thing block the exit of this intersection in the given direction? 
 
boolean canBeCarried()  

Can this thing be picked up, carried and put down by a robot? 
 
protected Intersection getIntersection()  

Return a reference to this thing's intersection. 
 
protected void save(java.lang.String indent, 
java.io.PrintWriter out)  

Save a representation of this intersection to an output stream. 

D.14 Wall 
public class Wall extends Thing 

A Wall will block the movement of a robot into or out of the intersection 
which contains it, depending on the robot's direction of travel and the orien-
tation of the Wall.  

Constructor Summary 
Wall(City city, int avenue, int street, int orientation)  

Construct a new wall.  
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Method Summary 
boolean blocksIntersectionEntry(int entryDirection)  

Does this wall block entry into the intersection? 
 
boolean blocksIntersectionExit(int exitDirection)  

Does this wall block the exit of the intersection? 
 
protected void save(java.lang.String indent, 
java.io.PrintWriter out)  

Save a representation of this intersection to an output stream. 
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E The full documentation for the TextInput and TextOutput 
classes in the becker library is available on the World-Wide Web 
at www.learningwithrobots.com/doc.  The following provides 
a quick reference for when a computer is not available. 

  

E.1 TextInput 
public class TextInput extends java.lang.Object 

A TextInput object may be used to easily read text from an input stream.  
For most primitive types (char, int, long, double) as well as strings there 

are a pair of queries. The first is query XIsAvailable() where X is the name 
of the type (char, int, string, etc.). The predicate returns true if a value of the 
given type may be read from the input without error. If reading from a key-
board, the user will be asked for the value when XIsAvailable() executes. 

The second query is readX where X is defined as above. When readX is 
executed it will either  
! read the next token from the input stream and return it, provided it is 

of type X.  
! otherwise, it will raise IOError exception. This is an unchecked ex-

ception so the class may be used by programmers who do not know 
how to catch exceptions. 

Some examples will elaborate. Assume that X is int. The �Initial Situa-
tion� shows the characters on the input stream. The symbol � shows how far 
input has been read; we'll call this the file cursor. That is, characters to the left 
of the file cursor have been read; those on the right have not. An underscore 
stands for whitespace such as tabs and spaces. A newline is indicated by ¬.  
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Initial Situation Calling this method Results in Final Situation 
�_ _ 123 _  intIsAvailable()  true  �_ _ 123 _ 
� _ one _  intIsAvailable()  false  �_ _ one _ 
�123   intIsAvailable()  true  �123  
�¬  intIsAvailable()  false  �¬ 
�_ _ 123 _  readInt()  123  _ _ 123� _ 
�_ _ 123AB  readInt()  123  _ _ 123�AB 
� _ one _  readInt()  IOError 

thrown  

Constructor Summary 
TextInput()  

Create a new TextInput object which reads from the console (System.in).  
 
TextInput(java.io.Reader reader)  

Create a new TextInput object that reads from the given reader.  
 
TextInput(java.lang.String fileName)  

Create a new TextInput object that reads from the named file or URL.  

Method Summary 
boolean booleanIsAvailable()  

Determine whether a Boolean value (one of {�true�, �false�}) remains 
before the next end of line character or before the end of the file. 
 
boolean charIsAvailable()  

Determine whether at least one character remains before the end of the 
file. 
 
boolean charIsAvailable(char ch)  

Determine whether the given character is the next available character. 
 
void close()  

Close the file. 
 
boolean doubleIsAvailable()  

Determine whether an double remains before the next end of line charac-
ter or before the end of the file. 
 
boolean eofIsAvailable()  

Determine whether the cursor is at the end of the file. 
 
boolean eolIsAvailable()  

Determine whether the file cursor is at the end of the line. 
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java.lang.String getFilename()  

Get the filename used to open this file. 
 
int getLineNumber()  

Get the line number of the line currently being read. 
 
boolean intIsAvailable()  

Determine whether an integer remains before the next end of line charac-
ter or before the end of the file. 
 
boolean readBoolean()  

Read the next available Boolean value (one of {�true�, �false�}) from the 
current line of input. 
 
char readChar()  

Get the next available character from the current line of input. 
 
double readDouble()  

Read the next available double from the current line of input. 
 
int readInt()  

Read the next available integer from the current line of input. 
 
java.lang.String readLine()  

Read the rest of the line from the input, including the end-of-line charac-
ter(s), advancing to the next line of input. 
 
java.lang.String readToken()  

Read the next available token from the current line of input. 
 
void skipSpaces()  

Skip over spaces and tabs, placing the cursor just before the next charac-
ter that is not a space or a tab. 
 
boolean tokenIsAvailable()  

Determine whether a token remains before the next end of line character 
or before the end of the file. 

E.2 TextOutput 
public class TextOutput extends java.lang.Object 

TextOutput is almost identical to System.out except that it also has a 
constructor which takes a filename, allowing easy output to a file.  
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Constructor Summary 
TextOutput()  

Construct a new TextOutput stream which prints on the system console.  
 
TextOutput(java.lang.String fileName)  

Construct a new TextOutput object which prints to the named file.  
 
TextOutput(java.lang.String fileName, boolean append)  

Construct a new TextOutput object which prints to the named file.  

Method Summary 
void close()  

Close the output stream and release its resources. 
 
void flush()  

Flush all buffered information to the output device. 
 
void print(boolean p)  
void print(char p)  
void print(double p)  
void print(float p)  
void print(int p)  
void print(long p)  
void print(java.lang.Object p)  
void print(java.lang.String p)  

Print the parameter, p. 
 
void println()  

Print a newline. 
 
void println(boolean p)  
void println(char p)  
void println(double p)  
void println(float p)  
void println(int p)  
void println(long p)  
void println(java.lang.Object p)  
void println(java.lang.String p)  

Print the parameter, p, followed by a newline. 
 



 

Appendix F: The Lay of the Land 

F Appendix F can be used to either look ahead to what you will be 
learning, or as a review for what you have learned.  This appendix 
provides a view of the lay of the land.  It�s like standing on a high hill 
at the beginning of a hike to see what kind of interesting places lie 
ahead � or surveying the view at the end of the hike to see where 
you�ve been.   

If you are at the beginning of your hike and looking ahead, this 
chapter gives a glimpse of nine interesting places in the journey to 
becoming an object-oriented programmer.  By getting an early view 
of them, you will know a little bit of what is to come, and be better 
able to integrate what you are learning into a cohesive whole.  And, 
as any hiker knows, trudging up a mountain is easier if you can look 
forward to what lies at the top and on the other side.  Obviously, 
there will be lots of details clarified later. 

If you are at the end of your hike and looking backwards, this 
appendix can help you remember where all you�ve been and what 
you�ve learned.  It could be used, for example, as part of your review 
before an exam.  

 
 
This appendix is now available on the web at 
http://www.learningwithrobots.com/textbook/LayOfTheLand.pdf 
 





 

Appendix G: The Unicode Character Set 

G Fundamentally, computers just store and manipulate numbers.  
Text can be processed because each character is assigned to a 
number.  The computer manipulates numbers but prints them as 
characters. 

This appendix is about the assignment of characters to their 
numerical equivalents.  

 
Many children have played some sort of spy game that involved encoding 
secret messages.  The encoding is usually something like this: 

 
A B C D E F G H I J K L M N O P Q R S T U V W X Y Z 
J H Q S I A R Z X B D N C O W M T P F U Y G K L V E 

 
The message �GO TO THE HIDEOUT� is encoded by looking up �G� 

in the top row and writing down �R�, the letter beneath it.  Then look up 
�O� and write down �W�, and so on.  The entire encoded message would be 
�RW UW UZI ZXSIWYU�.  Someone receiving the coded message could 
perform the reverse operation to recover the original message. 

The computer uses a similar encoding except it matches letters with 
numbers: 

 
A B C D E F G H I J � 
65 66 67 68 69 70 71 72 73 74 � 

 
When we type �GO TO THE HIDEOUT� into a program, the computer 
encodes it as 71 79 32 84 79 32 84 72 69 32 72 73 68 69 79 85 84.  The spaces 
in the original message are encoded as 32.  When it comes time to print a 
message using, for example, System.out.println, the computer looks up 
the number 71 to discover it should display dots in the shape of �G�. 

A simple program that reads a line of text and displays the corresponding 
numeric encoding is shown in Listing G-1. 
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Listing G-1:  A program to translate a line of text into the equivalent numeric codes. 

 1 import becker.io.TextInput; 
 2  
 3 /** Translate characters into their integer equivalents.  
 4 * @author Byron Weber Becker */ 
 5 public class CharacterCodes extends Object 
 6 { 
 7  public static void main(String[] args)  
 8  { 
 9   System.out.println("Type a line of text to show the � +  
 10           �Unicode encoding."); 
 11   System.out.println("Type \"quit\" to end."); 
 12    
 13   TextInput in = new TextInput(); 
 14   while (true) 
 15   { System.out.print("> "); 
 16    String input = in.readLine(); 
 17     
 18    if (input.equals("quit")) 
 19    { break; 
 20    } 
 21     
 22    for(int i=0; i<input.length(); i++) 
 23    { char asChar = input.charAt(i); 
 24     int asInt = input.charAt(i); 
 25     System.out.println("" + asChar + "    (" + asInt + ")"); 
 26    } 
 27   } 
 28    
 29  } 
 30 } 

 

Until the early 1990�s there were many different character encodings.  
Some were promoted by competing computer vendors;  some were required 
as new languages such as Sanskrit or Devanagari came to be used with com-
puters. 

Having many different encodings was problematic so many different or-
ganizations came together to produce a single encoding, Unicode.  It allows 
for up to 65,536 characters to be encoded.  So far more than 34,000 charac-
ters have been assigned. 

By far the most common encodings correspond to the ASCII character 
set, one of the earliest standards.  They represent the character encodings 
from the number 0 up to 127 and are shown in Figure G-1.   

The first column of the table are called control characters.  These characters 
are used to control some kinds of printers, for example.  If the character CR 
(carriage return) was sent to the printer, the print head would return to the 
beginning of the line.  A LF character (line feed) moves the paper up one line. 

Find The Code:   
appendices/charCodes 
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Some of the control characters are still used and have abbreviations so 

they can be easily inserted into a string.  These include 
 
\n  newline  (LF) 
\t  tab  (TAB) 

Figure G-1:  ASCII character set. 

decimal char decimal char decimal char decimal char 
0 NUL 32 Space 64 @ 96 ` 
1 SOH 33 ! 65 A 97 a 
2 STX 34 " 66 B 98 b 
3 ETX 35 # 67 C 99 c 
4 EOT 36 $ 68 D 100 d 
5 ENQ 37 % 69 E 101 e 
6 ACK 38 & 70 F 102 f 
7 BEL 39 ' 71 G 103 g 
8 BS 40 ( 72 H 104 h 
9 TAB 41 ) 73 I 105 i 

10 LF 42 * 74 J 106 j 
11 VT 43 + 75 K 107 k 
12 FF 44 , 76 L 108 l 
13 CF 45 - 77 M 109 m 
14 SO 46 . 78 N 110 n 
15 SI 47 / 79 O 111 o 
16 DLE 48 0 80 P 112 p 
17 DC1 49 1 81 Q 113 q 
18 DC2 50 2 82 R 114 r 
19 DC3 51 3 83 S 115 s 
20 DC4 52 4 84 T 116 t 
21 NAK 53 5 85 U 117 u 
22 SYN 54 6 86 V 118 v 
23 ETB 55 7 87 W 119 w 
24 CAN 56 8 88 X 120 x 
25 EM 57 9 89 Y 121 y 
26 SUB 58 : 90 Z 122 z 
27 ESC 59 ; 91 [ 123 { 
28 FS 60 < 92 \ 124 | 
29 GS 61 = 93 ] 125 } 
30 RS 62 > 94 ^ 126 ~ 
31 US 63 ? 95 _ 127 DEL 
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\b  backspace  (BS) 
\r  return (CR) 
\f  form feed (FF) 
\\  backslash 
\'  single quote 
\"  double quote 
 
The last three exist so we can insert the backslash, single quote and dou-

ble quote into strings.  For example, if you really did want to print a backslash 
followed by the character �n�, you couldn�t simply  write 

 
System.out.println("\n"); 
 

because that would print a newline character.  Instead, we need to write 
 
System.out.println("\\n"); 
 

The �\\� is interpreted as a single backslash character.  The �n� is then taken 
to be just the letter �n�. 
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